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ABSTRACT

Modern high-throughput technologies provide scientists with large quantities of
data that characterise life at the molecular level. These include expression levels
of thousands of genes, regulatory DNA patterns, and complex networks of inter-
acting molecules, among others. Analysis and interpretation of these data is an
important task and comprises computational challenges.

This dissertation includes methods, computational experiments and software
involving functional analysis of gene lists, networks and regulatory systems. Func-
tional analysis is an interpretative task that associates experimental findings with
existing knowledge of biological processes, functions, pathways, regulatory fea-
tures, etc. The knowledge is often incomplete and statistical enrichment analy-
sis helps generate hypotheses of underlying regulation and function. As part of
this dissertation, three web-based tools were developed and published, including
g:Profiler, GraphWeb and KEGGanim. The tools perform functional analysis of
gene lists, interaction networks and biological pathways.

The concept of enrichment was further developed to logistic regression models
that allow integration of complex biological knowledge and regulatory features in
a more sensitive way. This dissertation involves the development of the eGLM
(Ensemble Generalised Linear Models) algorithm that performs feature selection
in categorical data. eGLM highlights predictors that best classify response in a
logistic regression setting. Rather than fitting a potentially large set of predictors
simultaneously, eGLM aggregates predictor scores from a large ensemble of small
models. In the context of gene regulation, eGLM can be applied to the inference
of process-specific gene regulators from biological measurements.

The biological contribution of the dissertation is the functional analysis of the
transcription regulatory network of an important model organism, the yeast Sacc-
haromyces cerevisiae. A high-confidence compendium of regulator profiles was
compiled from multiple lines of high-throughput regulatory evidence and vali-
dated with functional analysis. The eGLM method was then applied to the com-
pendium for computational prediction of process-specific transcription factors.
eGLM showed high performance on the well-described cell cycle pathway and
outperformed several common methods, as it recovered all core regulators with
low error rate. Analysis of the cryptic state of quiescence (G0) revealed functions
like ageing and metabolic decline that agree with current knowledge. Further-
more, experimental validation demonstrates the power of eGLM, as several dele-
tion mutants of predicted regulators have significantly different survival profiles
in G0.
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BIOLOGICAL PREREQUISITES

Principles of gene regulation

In its broadest sense, eukaryotic gene expression is the production of proteins us-
ing the information encoded in the DNA sequence. The first stage of gene expres-
sion termed transcription occours in the nucleous and involves copying of gene
sequences in the DNA as messenger RNA (mRNA). mRNA is then transported
out of the nucleus to the ribosomes. During translation, amino acids are sequen-
tially assembled into proteins based on mRNA code. Gene regulation determines
the quantitative, spatial and temporal directives for gene expression.

In the context of this work, details of transcriptional regulation are of most
importance. This stage of gene regulation is largely carried out by specific pro-
teins called transcription factors (TFs). TFs recognise specific short DNA patterns
termed transcription factor binding sites (TFBS) in so-called promoter areas up-
stream of gene start sites. TFs initiate transcription by attracting the RNA poly-
merase complex.

Transcriptional regulation is closely coupled with epigenetic mechanisms that
govern DNA chromatin structure. The DNA molecule is packaged around spe-
cific protein complexes termed nucleosomes in a similar manner to beads on a
string. Chromatin modifiers (CMs) are responsible for modifications in this struc-
ture. Denser DNA packaging provides less access to TFs and generally causes
repression, while looser packaging allows access for transcriptional regulation.

Such a model is incomplete and additional regulatory mechanisms occur at
every step. Transcriptional regulation can be carried out by multiple collaborating
or competing TFs and CMs in activating or silencing manner. Special classes of
RNAs are never translated into proteins and perform regulatory tasks, for instance
microRNAs modify gene expression by labelling specific mRNAs for degradation.
Gene splicing selects distinct mRNA regions for translation and discards others.
The final role and lifetime of proteins is governed by post-translational folding
and modifications. Some regulatory programs differ substantially across tissues,
species and disease states, while others are conserved from bacteria to mammals.
Biological function can be only rarely attributed to single genes and proteins and
regulatory mechanisms emerge as complex networks.

Gene regulation is an active area of research. While some systems are rela-
tively well described, most regulatory circuits remain uncharacterised. Models of
common knowledge are constantly tested with evidence of novel mechanisms.

9
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Methods of high-throughput biology

Traditional molecular biology has often focused on single genes or systems of few
components. High-throughput technologies have changed this rhythm of research.
For instance, microarrays provide simultaneous genome-wide measurements of
mRNA expression [Schena1995,Spellman1998]. Since the very first experiments,
microarrays have been used in a variety of applications, such as detecting cancer-
related genes by comparing healthy and diseased tissues [DeRisi1996].

Microarrays can be combined with chromatin immunoprecipitation (ChIP-
chip) to describe genome-scale TF binding maps and target genes [Ren2000].
Prominent examples of ChIP-chip application include analysis of self-renewal and
differentiation in embryonic stem cells [Boyer2005]. Experimental assessment of
protein-DNA interactions is closely coupled with in silico algorithms that pre-
dict TFBS from DNA sequence [Vilo2002, Wasserman2004]. Microarray-based
techniques have application in many other tasks, including analysis of single nu-
cleotide polymorphisms and copy number variations, binding sites of CMs, DNA
methylation patterns, etc. Recent developments in next-generation sequencing
lead the way for high-resolution technologies, including quantification of gene
expression and TFBS [Metzker2010].

Gene perturbation is a powerful technique, as specific phenotypic changes
give insight into gene function and hierarchy in a systematic way [Avery1992].
Microarrays provide enhanced resolution of genome-wide expression patterns
and successfully scale to existing methods of phenotypic inference [VanDriess-
che2005]. Gene expression analysis of TF knockout mutants is particularly infor-
mative of gene regulation, as differential expression patterns reflect networks of
direct and indirect regulatory targets [Hu2007, Reimand2010].

Complex networks in biology

The appearance of prominent network theoretical studies of computational bi-
ology coincides with the advent of high-throughput technologies. Investigators
revealed curious structural properties that are common to regulatory networks
of metabolic, transcriptional, and proteomic entities of the cell [Jeong2000, Olt-
vai2002, Maslov2002]. Complex biological networks are characterised by log-
linear degree distribution and small-world property, meaning that most genes (pro-
teins, metabolic compounds, etc) are linked via only a few edges. This global
connectivity is provided by a small number of high-degree nodes, often corre-
sponding to molecules that are critical for survival [Jeong2001]. Modularity and
hierarchical structure is reflected in relatively separated subnetworks (topological
modules) that may carry out distinct biological functions [Yook2004].

Several types of high-throughput biological data naturally appear as networks,
and graph-based methods are increasingly used for interpretation [Carter2005,Ait-
tokallio2006]. Protein-protein interaction networks comprise molecules that form
stable complexes or establish transient contacts to carry out signal transduction
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[Uetz2000, Collins2007, Yu2008]. Recent technological advancements in high-
throughput genetic interaction screening quantify genome-wide associations by
comparing the impact of single and double deletions [Tong2001, Costanzo2010].
ChIP-chip measurements, TFBS maps and regulator perturbation microarrays can
be represented as regulatory networks of transcription factors and target genes
[Harbison2004, MacIsaac2006, Hu2007, Reimand2010]. Interpretation of such
networks is hindered by complexity, as global network connectivity establishes
causal relations between most or all genes and proteins.

Functional knowledge and analysis

Data abundance is characteristic to all high-throughput biotechnologies. Statis-
tical analysis of experimental results such as mRNA expression routinely leads
to hundreds of genes that are significant to the initial hypothesis. Biological net-
works introduce additional complexity through the combinatorics of interactions.
Interpretation of large-scale results is an important challenge.

Functional analysis is defined here as an interpretative task that uses existing
knowledge to associate meaning to co-occurring genes [Huang2009b]. Since the
body of biological knowledge is incomplete, statistical analysis helps identify en-
riched functional annotations that appear more frequently in the list than expected
by random chance. The goal of enrichment analysis is twofold: first, the specifics
of experimental design and enriched gene annotations may provide clues about
underlying regulation, and second, one may infer the function of other, previously
unannotated genes through evidence of co-occurrence in gene lists.

Various structured databases store biological knowledge in a systematic way.
Gene Ontology (GO) contains broad and specific descriptions of molecular func-
tions, cell localisation, and biological processes, and the scientific community
constantly updates GO annotations of genes and proteins [Ashburner2000]. Bio-
logical pathways comprise small-scale systems of genes, proteins, and metabolic
compounds that work together to carry out common function and often share fea-
tures across the tree of life. Pathway databases like KEGG, Reactome, Meta-
Cyc and others contain detailed interaction maps that sometimes reflect decades
of research [Kanehisa2010, Vastrik2008, Caspi2006]. For instance, KEGG stores
metabolic pathways, genetic and environmental signalling pathways, cellular and
organismal processes, as well as human diseases and pathways for drug discov-
ery. Interpretation and extension of pathways is an active area of research. For
instance, my colleagues and I are developing co-expression based methods for
pathway reconstruction with microarray data [Adler2009, Adler2009b].

Low-level functional evidence can be also applied in enrichment analysis. As
an example, computationally predicted microRNA target sites and TFBS provide
clues about alternative regulatory mechanisms [GriffithsJones2008, Matys2006].
First microarray studies involved clustering of expression profiles and search for
enriched TFBS in corresponding gene promoters [Eisen1998, Brazma1998], and
many advanced methods have emerged more recently [Troyanskaya2005].
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COMPUTATIONAL PREREQUISITES

Enrichment analysis

The subject of enrichment analysis is a finite sample of categorical objects, each
of which belongs to a class. Its goal is to compare observed class frequencies
with theoretical, expected frequencies. A sample is said to be enriched in a class
if objects of that class occour more frequently than expected by random chance;
the class is said to be depleted if this proportion is less than expected. Statistical
methods are used to quantify enrichment and depletion.

In the context of this work, statistical enrichment is used to evaluate the abun-
dance of gene annotations in functional analysis. Given a list of genes from an
experiment or a topological module in an interaction network, known biological
processes, functions and pathways are considered in statistical enrichment tests.

Binomial probability

The simplest and most general enrichment test is based on the binomial distribu-
tion and applies to binary classification, e.g., covering successes and failures. If
p is the expected probability of observing a success, n is the number of objects
in the sample and k is the number of objects of successes in the sample, then the
binomial probability P[X = k] reflects the chance of randomly observing exactly
X = k successes. P is computed as

P [X = k] =
n!

k! · (n− k)!
· pk · (1− p)n−k =

(
n

k

)
· pk · (1− p)n−k.

Note that the expected probability of observing a success is constant in the series,
meaning that objects are sampled with replacement. As an example, one may
compute the probability of observing k = 60 tails in a series of n = 100 tosses
with a fair coin (ptail = 0.5).

Hypergeometric probability

Hypergeometric distribution and corresponding test follow a similar concept as
above, but account for successes without replacement. In other words, the prob-
ability of observing a success will change depending on how many successes are
left in a finite collection of objects (that is, universe). If n is the number of objects
in the sample, k is the number of successes in the sample, K is the total number
of successes in the universe, and N is the total number of objects in the universe,
then the hypergeometric probability P[X = k] reflects the chance of observing
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exactly X = k successes randomly. P is computed as

P [X = k] =

(
K
k

)
·
(
N−K
n−k

)(
N
n

) .

As an example, one may compute the probability of drawing exactly k = 4 white
balls out of n = 10 balls from an urn with N = 100 black and K = 5 white balls.

Binomial and hypergeometric probabilities reflect exact samples of successes
and failures and cover only a small fraction of potential configurations. In or-
der to account for enrichment or depletion as a p-value, one needs to consider
the observed sample together with other, more extreme samples. The cumulative
hypergeometric p-value for the enrichment P is computed as a sum as

P [X ≥ k] =
n∑
x=k

(
K
x

)
·
(
N−K
n−x

)(
N
n

) .

Alternatively, one may test for depletion of successes with x ∈ {0, . . . , k}.
The values of x determine the meaning of binomial and hypergeometric p-

values. In case of enrichment, one assumes an unexpectedly large proportion of
successes and accounts for larger and more extreme proportions. In the opposite
in case of depletion, as one assumes less than expected successes in the sample
and accounts for smaller, more extreme configurations.

Multinomial probability

Binomial and hypergeometric distributions account for binary classification. Mul-
tinomial distribution and test comprise an extension to the binomial method for
multiple classes. The multinomial probability P reflects the chance of randomly
observing exactly X1 = x1, . . . , Xk = xk occourrences of each class, as

P [X1 = x1, X2 = x2, . . . , Xk = xk] =
n!

x1! · x2! · · ·xk!
· px11 · p

x2
2 · · · p

xk
k ,

Here, n stands for sample size, k is the number of potential classes, x1, . . . , xk are
the observed counts for these classes, and p1, . . . , pk are expected probabilities.

Multiple testing correction

The concept of multiple comparisons is essential in statistical analysis if it in-
volves simultaneous testing of several hypotheses. Due to the nature of statistical
testing, inference errors and highly significant p-values are likely to occour more
often if a collection of tests is considered as a whole. Multiple testing procedures
account for the bias by reducing the significance all related p-values.

One of the most common multiple testing procedures is the False Discovery
Rate (FDR) that controls the expected proportion of falsely rejected hypotheses
in a series of independent tests [Benjamini1995]. If n is the number of tests,
H1, . . . ,Hn is a collection of alternative hypotheses and P1, . . . ,Pn is a collec-
tion of p-values, then FDR ranks the p-values in increasing order P(1), . . . ,P(n),

13
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and for a given α, finds the largest k such that

P(k) ≥
k

n
· α.

All alternative hypotheses H(1), . . . ,H(k) are then accepted as significant. The
significance level α determines the fraction of expected false positives among
corrected results, for instance α = 0.05 suggests that 95% of significant p-values
represent true positive alternative hypotheses.

Linear and logistic regression

Linear regression

Regression analysis determines how a normally distributed response variable Y
is related to one or more predictor variables X1, . . . , Xk [Berthold2003, Ven-
ables2002]. Regression comprises a collection of n objects with values for pre-
dictor and response variables. The most common regression model is linear

Y ∼ β0 + β1X1 + · · ·+ βkXk + ε,

where Y = y1, . . . , yn is the response vector, Xi = x1,i, . . . , xn,i, i ∈ {1, . . . , k}
represent predictor vectors, β = β1, . . . , βk stand for regression coefficients and
β0 is the baseline value of response (intercept), and

X =

x1,1 . . . x1,k

. . .
. . . . . .

xn,1 . . . xn,k


is the predictor matrix. The vector ε = ε1, . . . , εn represents independent and
normally distributed noise N(0, σ2) that captures all influences to the response
that are not reflected by the predictor variables. The expected value of response
E(Y ) is a β-weighted sum of predictor variables Xi:

E(Y ) = β0 +

k∑
i=1

βiXi.

Initially unknown coefficients β = β1, . . . , βk define the slopes of the regres-
sion line. These are inferred from the data as β̂, such that the sum of distances
between predictor variables and the response variable is minimal:

β̂ = argmin
β
||Y −Xβ||2.

Linear regression coefficients can be computed explicitly using the Ordinary Least
Squares (OLS) algorithm:

β̂ = (X′X)−1X′y =
1

n

(
n∑
i=1

xix
′
i

)−1
1

n

n∑
i=1

xiyi.
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Maximum likelihood

Given a particular distribution and its known parameters, one may compute the
probability of observing a fixed sample. More often, true parameters are unknown
and only represented via a particular sample. One needs to infer the parameters
that best describe the sample.

If Z = z1, . . . , zn make up a sample of independent observations from a prob-
ability density f(Z|θ) with parameter vector θ, then L[θ|Z] measures the relative
likelihood that the density of θ has produced the observed sample as

L[θ|Z] =
n∏
i=1

f(zi|θ).

The equivalent log-likelihood function l is computationally more efficient:

l[θ|Z] = lnL[θ|Z] =

n∑
i=1

ln f(zi|θ).

Maximum Likelihood Estimation (MLE) is the process of finding such a pa-
rameter vector θ̂ that maximises likelihood L:

θ̂ = L̂[θ|Z] = argmax
θ

L[θ|Z].

MLE finds a particular set of parameters θ̂ so that the observed sample Z is more
likely to have come from f(Z|θ̂) than from f(Z|θ) for any other values of θ. MLE
also produces the estimated MLE value that corresponds to the optimal parame-
ters, denoted here as L̂e. In practice, the log variant l̂e of the above is used.

In the context of linear models, parameter estimation involves the selection
of coefficients β̂ that give the best linear relation between predictor variables X
and the response variable Y . MLE of regression coefficients β is equivalent to
corresponding derivation via OLS [Berthold2003]:

β̂ = (X′X)−1X′y = L̂(θ|Y,X).

Generalised linear regression and logistic regression

Generalised linear models (GLM) provide two important extensions to linear re-
gression. First, the response Y does not need to be normally distributed and can
belong to any distribution of the exponential family. Second, predictors and ex-
pected response need not be linked linearly, but the association can be mapped to
the linear space via a link function g, as

g(E(Y )) = β0 +
k∑
i=1

βiXi.

This generalisation is of great interest from the perspective of enrichment anal-
ysis, since linking permits the use of categorical data. Here objects represent
genes, while predictors and response are categorical representations of functional
annotations or regulatory elements.
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If the predictor variables X1, . . . , Xk take one of two categorical values, these
are applied as numerical indicator variables (either 0 or 1) that indicate the occour-
rence of one category (success). If a predictor Xi takes one of c > 2 categorical
values, an extended model reflects additional categories as
Y ∼ β0 + β1X1 + · · ·+ βi,1Xi,1 + · · ·+ βi,c−1Xi,c−1 + · · ·+ βkXk + ε,

where βi,c is implicitly defined via βi,1, . . . , βi,c−1 and omitted.
Binomial logistic regression applies if the response variable Y can take two

values, e.g., success and failure, as

g(E(Y )) = log
P

1−P
= β0 +

k∑
i=1

βiXi.

Here P is the binomial probability of observing a successful response within ob-
jects with a specific combination of predictor indicators. The link g is also known
as the logit function. Binomial logistic regression accounts for the probability of
success in the response through the additive effects of indicator variables.

Multinomial logistic regression applies when the response variable Y takes
more than two values. In that case, the logit P corresponds to the multinomial
probability of observing the exact configuration of response categories within a
specific combination of predictor indicators. Intuitively, logistic regression mod-
els the relationship between predictors and response by highlighting unexpectedly
large or small proportions in combinations of categories.

Logistic regression coefficients β are estimated from the data using MLE.
However, OLS is not directly applicable and advanced optimisation-based ap-
proaches such as Iteratively Reweighted Least Squares are needed [Holland1977].

Analysis of Variance

Analysis of Variance (ANOVA) is the procedure of evaluating the contributions
of predictors X1, . . . , Xk in a fitted model, reflected in the estimated regression
coefficients β̂1, . . . , β̂k. The interpretation of evaluation is twofold. First, β̂i that
are sufficiently close to zero have little contribution to the response, and corre-
sponding predictors can be removed from the model. Second, β̂i that produce a
significant change in model variance upon removal correspond to important pre-
dictors that can be ranked according to significance.

One can define the fitted values Ŷj = ŷ1, . . . , ŷn that the model would predict
as response given the existing predictor values Xi and coefficient estimates β̂i, as

Ŷ = β̂0 +

k∑
i=1

βiXi.

The residuals R = Y − Ŷ quantify the difference between fitted and observed
values in a linear model and relate to σ2, the variance in the noise vector ε, as

S2 =

∑n
j=1(yj − ŷj)2

n− k + 1
=
RSS

v
.
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Here, RSS stands for residual sum of squares and v represents residual degrees
of freedom. RSS is interpreted as the general goodness of fit between model and
data, while v quantifies model complexity through sample size and fitted param-
eters. ANOVA for linear models applies RSS for predictor evaluation. ANOVA
for logistic regression is applied in a similar manner, but the deviance measure D
with MLE is used for goodness of fit estimate instead.

If a given β̂i is sufficiently close to zero and its contribution to response Y is
insignificant, the goodness of fit of the model should not change significantly if
Xi is discarded. Let m be an initial model with all coefficients β1, . . . , βk, and
m\i be a model lacking a predictor variable Xi, i ∈ {1, . . . , k}. The deviance
measure D is used to assess the contribution of the predictor Xi, computed as the
difference of log MLE of the two models:

D(m,m\i) = −2 · (̂le(m\i)− l̂e(m)).

The significance of D is quantified approximately with the χ2
v distribution. If

z1, . . . , zv are independent random variables, then the sum

χ2
v ∼

v∑
i=1

z2i

corresponds to a χ2
v distribution with v degrees of freedom. In case of logis-

tic regression, degrees of freedom v can be interpreted as model complexity C,
corresponding to the number of model parameters as pairwise combinations of
predictor and response classes. The significance of deviance is computed as

P[D(m,m\i)] = χ2
C(m)−C(m\i)

D(m,m\i).

Accounting for model complexity is essential in regression analysis. Increasing
complexity leads to overfitting, as any effects in the data can be explained with
little error given a sufficient amount of parameters.

Stepwise model selection

Optimal model selection is a complex problem due to the combinatorial nature and
extent of the potential model space. Several standard approaches exist for regres-
sion models, for instance the greedy step-wise selection (STEP) performs multi-
ple comparisons of models by adding and/or removing predictors [Venables2002].
Each step is taken towards the direction that maximises the gain in fit as quantified
by ANOVA. Backward selection attempts to simplify a given model by removing
predictors in turn, while forward selection proposes additional predictors from an
extended set. Advanced approaches alternate between the two directions, and al-
low search in higher-level terms, e.g., two-way predictor interactions. Stepwise
selection generally terminates when no further steps improve the fit, or there are
no more predictors to remove or add.

The goal of selection is to determine an optimal set of predictors that con-
tribute significantly to the response and discard others that have no influence on
predictions. In the gene regulatory context of this work, model selection aims to
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detect significant gene regulators that classify process-specific genes. This model
assumes that probabilities of process-specific genes are in logistic relation to com-
binations of regulatory features.

In logistic regression models, stepwise procedures use Akaike Informarion
Criterion (AIC) for model selection [Akaike1974]. AIC is similar to deviance
as it combines goodness of fit with MLE and complexity C with model parameter
count. However, it does not compare related models, but provides a measure for a
single model m as

A(m) = 2 ·C(m)− 2 · l̂e(m).
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eGLM: ENSEMBLE GENERALISED LINEAR
MODELS

eGLM algorithm

In the following, I outline an algorithm based on logistic regression that performs
categorical feature selection. The goal of the algorithm is to highlight signif-
icant predictors of response in a large collection of possible predictors. This
method, termed Ensemble Generalised Linear Models (eGLM), aggregates pre-
dictions from a large number (an ensemble) of small models, rather than fitting
all predictors simultaneously in a high-dimensional setting. In essence, eGLM is
similar to the random forests classification method that grows a large number of
decision trees [Breiman2001].

The eGLM method consists of two steps. The first step (Algorithm 1, GLM-
step) performs logistic regression in a model of few predictors and evaluates their
significance, using the methods described above. The second step (Algorithm 2,
e-step) executes the GLM-step in a large-scale manner to create a model ensemble,
and aggregates statistically significant predictor p-values as scores.

Algorithm 1 GLM-step: Fit a small model and evaluate predictors
Input: Response variable Y , predictor variables X1, . . . , Xk, k ≥ 2.
Output: P-values of predictor significance P = p1, . . . , pk.

1. Set predictor p-values to ones:

P ⇐ p1, . . . , pk = 1, . . . , 1.

2. Perform logistic binomial or multinomial regression:

m⇐ Y ∼ β0 + ε+

k∑
i=1

βiXi.

3. Perform backward selection with the STEP procedure:

m′ ⇐ STEP(m).

4. Return P if m′ contains less than 2 predictors.
5. For every predictor Xj of the optimised model m′, perform ANOVA as-

sessment and replace relevant p-value pj ∈ P :

∀j(Yj ∈m′) : pj ⇐ P[D(m′,m′\i)].

6. Return P .
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Algorithm 2 e-step: Construct a model ensemble and aggregate predictor scores
Input: response variable Y , predictor variables X1, . . . , Xh, model size k, en-
semble size e, significance cutoff α, 0 < α < 1, k ≥ 2, k � h, e� h.
Output: Scores of predictor significance S = s1, . . . , sh .

1. Set collection of predictor p-values to empty set:

P ⇐ ∅.
2. Set predictor scores to zeroes:

S ⇐ s1, . . . , sh = 0, . . . , 0.

3. Repeat times of ensemble size, i ∈ {1, . . . , e}:
(a) Sample k predictors with a uniform distribution:

Xi,1, . . . , Xi,k ⇐ U(X1, . . . , Xh).

(b) Fit a model with sampled predictors, evaluate each predictor:

pi,1, . . . , pi,k ⇐ GLM(Y,Xi,1, . . . , Xi,k).

(c) Collect predictor p-values:

P ⇐ {P, pi,1, . . . , pi,k}.
4. Perform multiple testing correction on all p-values from the ensemble:

P ⇐ FDR(P ).

5. Repeat scoring for every predictor X1, . . . , Xh :

∀j ∈ {1, . . . , h} : sj ⇐
∑
pi,j∈P
pi,j≤α

− log10(pi,j).

6. Return S.
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eGLM application on the gene regulation of yeast cell cycle

In this study, models of transcriptional regulation were composed in the following
way. All 6253 yeast genes were interpreted as objects with 285 regulator profiles
R as predictor variables. Each regulator profile corresponded to a single regulator
and provided categorical descriptions to gene-regulator associations.

Three types of high-throughput data were covered: gene differential expression
in regulator knockout mutants (up, down, none) [Hu2007, Reimand2010], pres-
ence of regulator binding site in gene promoter [Harbison2004, MacIsaac2006,
Erb2006, Zhu2009], combined with nucleosome depletion of regulator binding
sites from [Kaplan2008] as (nTFBS, TFBS, none). These datasets were integrated
in a combinatorial manner into regulator profiles R, providing 9 distinct cate-
gories (all above plus up:TFBS, down:TFBS, up:nTFBS, down:nTFBS). The re-
sulting predictor matrix is sparse, since only high-confidence regulatory features
are used and the majority of data points are characterised by lack of signal (none,
background factor). For further details on data processing and discretisation, see
the methods sections of Publications IV and V.

The response variable C in this model corresponded to the cell cycle (CC)
phase classification of all yeast genes. The majority of 6253 yeast genes were
not CC-related and are therefore classified as the background set (none). The
previously published high-confidence list of CC regulated genes comprised 395
genes [Lichtenberg2005]. In our model, these were factored in the order of bio-
logical occurrence (G1≤ S≤ G2≤ M). In short, a model with k regulator profiles
can be written as

C ∼ β0 + ε+
k∑
i=1

βiRi,

where βi stand for regression coefficients, ε for noise, and k for model size.
In order to assess the performance of the eGLM algorithm in different param-

eter settings, I designed and executed large-scale computational experiments to
select CC regulators to CC genes. The yeast CC pathway is relatively well stud-
ied and comprises 9 TFs that regulate one another and downstream processes in a
circular manner [Simon2001]. To evaluate model predictions, I used the Area Un-
der Curve (AUC) criterion that is a balanced measure of sensitivity and specificity.
AUC was used in a stringent setting of binary classification, where all regulators
with non-zero scores were regarded as positives.

Each run comprised an ensemble of e = 50000 models and model sizes
k = {2, 4, 6, 8}. I tested variations of eGLM, by disabling backward selection
and disabling multiple testing correction. I integrated nucleosome positioning in
several ways, by including only nucleosome-depleted sites, disregarding nucle-
osome depletion data, and incorporating subsets that reflect different biological
conditions. I also performed the inference using gene expression data E and TF
binding data B as independent predictors rather than integrating these into regu-
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Figure 1. eGLM predictions depend on model space exploration via ensemble size e and
model size k. Panels represent model sizes used in ensemble. X-axis stands for ensemble
size (number of models) and Y-axis stands for Area Under Curve (AUC) in predicting
cell cycle regulators. Every vertical point cloud represents 100 ensembles sampled out of
50000. Point color (grayscale) represents fraction of sampled ensembles with given AUC.
Red line represents AUC for exhaustive pair-wise predictor ensemble with e′ = 40470.

lator profiles. Models of this type can be written as

C ∼ β0 + ε+

k∑
i=1

βiEi + γiBi,

where βi and γi stand for regression coefficients.
The analysis provides several important conclusions about the eGLM algo-

rithm. First, quality of predictions depends on ensemble size and model size (Fig-
ure 1). These two parameters reflect the proportion of model space and predictor
combinations scanned during a run. Smaller ensembles naturally provide greater
variance of AUC and less stability in predictions, as the covered model space is
smaller. Consequently, less smaller ensembles may be used when every individ-
ual model comprises more predictors. The total number of predictors in the yeast
regulatory system is relatively small and it is feasible to explore the whole space
of pairwise predictor models exhaustively with

e′ =

(
h

2

)
=

(
285

2

)
= 40470.
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Figure 2. Global multiple testing correction improves predictions. X-axis represents
p-value cutoff and Y-axis represents Area Under Curve (AUC) for cell cycle predictions
(exhaustive pairwise models). Red bars represent predictions where all ensemble-wide χ2

p-values of ANOVA tests were corrected with the FDR method, while blue bars represent
predictions with no correction.

Moreover, exhaustive search appears to provide comparable AUC scores with
ensembles that only approximately scan the model space. I have taken this ap-
proach here and in Publication V in order to gain high-confidence stable predic-
tions. However, exhaustive analysis of more complex systems, e.g., mammalian
transcriptional networks of thousands of regulators, is not computationally feasi-
ble and involves multiple testing issues. Therefore, approximate scanning should
provide a viable alternative.

Second, quality of predictions justifies the steps taken in eGLM. Backward se-
lection in individual models improves AUC, as it decreases the number of false
positives (Publication V, Figure 5-D vs 5-B). Backward selection directly deter-
mines the subset of models for ANOVA scoring. Only models with at least two
predictors can be used in ANOVA since it involves removal of predictors in turn.
Predictions are also improved by global multiple testing correction (FDR) that
is applied on the ensemble-wide collection of ANOVA χ2 p-values (Figure 2).
As FDR transforms p-values to more conservative levels, several false positive
regulators fall below significance level and receive zero log-scores.

Third, integration of gene expression, TFBS, and nucleosome positioning data
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as regulator profiles improves AUC and outperforms treatment as independent
variables (Publication V, Figure 5-D vs 5-C). One likely explanation to this obser-
vation is the robustness and combinatorics characteristic to gene regulation [Ki-
tano2004,Remenyi2004]. Collections of binding and expression target genes may
represent partially redundant pathways. Combinatorial integration may help over-
come the unexpectedly poor overlap between binding and expression measure-
ments that has been reported previously [Hu2007, Balaji2008]. Incorporating nu-
cleosome data with TFBS also improves predictions, as promoter areas of open
chromatin are more likely targets of regulation (Publication V, Figures 5 and 6).
This advantage has also been reported in recent work with protein-binding mi-
croarrays [Zhu2009, Gordan2009].

Last but not least, eGLM performs favourably in CC regulator predictions, in
comparison to several other common statistical methods (Publication V, Figure 7).
Notably, eGLM outperforms multinomial logistic regression with standard for-
ward selection STEP that incrementally adds best predictors until convergence.
Other comparisons, including ones with mutual information, hypergeometric p-
value, and random forests, confirm the superiority of eGLM. The advantage of
eGLM is especially evident in the stringent setting of binary classification where
all predictors with non-zero scores are regarded as findings. Here I provide a
statistically reasoned cut-off to distinguish significant predictors, while naïve ap-
plication of common methods like mutual information only allows ranking. For
further details on comparisons, see methods section of Publication V.

24



SUMMARY OF PUBLICATIONS

Functional analysis of gene lists (Publication I)

The main contribution of Publication I is the creation of g:Profiler, a web-based
software for functional analysis of gene lists [Reimand2007]. A considerable
number of Gene Ontology (GO) enrichment tools has been published during the
last decade, notably DAVID [Huang2009a], Onto-Tools [Khatri2007], and Babe-
lomics [AlShahrour2006] (see [Huang2009b] for a recent review). Several fea-
tures distinguished g:Profiler at the time of publication. Tight links to the En-
sembl database [Flicek2008] allow integration of numerous species, provide ro-
bust cross-linking between hundreds of kinds of IDs of proteins and genes, and
establish ways to create new gene lists from public microarray databases and gene
orthology mappings. In addition, g:Profiler includes two novel algorithms: effi-
cient enrichment analysis of ordered lists, and selection of statistically significant
results with multiple testing in the hierarchical structure of GO [Reimand2006].

ID mapping has proved to be a particularly useful feature with several appli-
cations in our research group and elsewhere. Integrated software includes Graph-
Web, a tool for functinal analysis of gene networks, Multi Experiment Matrix
(MEM), a tool for co-expression analysis across large compendia of microar-
rays [Adler2009], KEGGanim, a pathway visualisation tool [Adler2008], and
VisHiC, a microarray clustering and functional analysis tool [Krushevskaya2009].
The latter provides extends g:Profiler analysis – first, a given microarray dataset is
processed with approximate hierarchical clustering [Kull2008], and second, bio-
logically optimal clusters are selected with functional enrichment methods. Since
the publication of g:Profiler, several novel features have been added, for instance
analysis of gene lists originating from chromosomal regions, and g:Cocoa, a in-
terface for enrichment analysis of multiple gene lists.

As an example of functional analysis, I studied microarrays of transcription
factor deletion mutants of the yeast S. cerevisiae [Reimand2010]. Differentially
expressed genes of the TF deletion mutant are likely targets of the deleted regu-
lator in wild-type cells; if such targets comprise a large proportion of genes with
specific annotations like ribosome biogenesis and translation, then the TF may be
involved in ribosome regulation in a direct or indirect manner.

My role in the creation of g:Profiler is ubiquitous and covers most work with
algorithms, data integration, and user interface design. I implemented algorithms
for intersection and enrichment analysis on the basis of previous work on fast set
operations [Vilo2002,Reimand2006]. The graphical representation of results was
built using the SWOG environment [Hansen2005]. I also conducted simulations

25
7



to detect optimal significance cutoffs for GO, and was involved in the design of
the analytical cutoff method. I implemented the majority of database connections
and data integration tasks, including those of Ensembl, GO, Reactome, KEGG,
and Gene Expression Omnibus. I designed the mechanisms for referencing gene
IDs and orthologs based on the information retrieved from Ensembl and used the
BerkeleyDB engine to create fast cross-linking indices. Last but not least, I had a
major role in finalising and documenting the software and writing the manuscript.
My colleagues integrated TFBS information from the Transfac database, created
rapid similarity search algorithms for g:Sorter that were later published separately
[Kull2008, Adler2009], and contributed significantly to the development of the
analytical cutoff method.

Functional analysis of gene networks (Publication II)

The main contribution of Publication II is the creation of GraphWeb, a web-based
tool for the integration and interpretation of complex biological networks [Rei-
mand2008]. Functional analysis of genomic networks is an extension of the list-
based methods implemented in g:Profiler [Reimand2007]. A number of tools of
biological network analysis have been published, notably including Cytoscape,
VisAnt, and SNOW [Cline2007,Hu2009,Minguez2009]. The GraphWeb pipeline
generally comprises two stages: first, one of several topological algorithms dis-
sects the network into modules to reduce complexity, and second, detected mod-
ules are profiled with functional enrichment analysis. GraphWeb implements two
types of topological algorithms: supervised algorithms extract predefined features
with potential biological meaning; unsupervised algorithms use stochastic pro-
cesses to distinguish denser areas (communities, modules) of the network. The
supervised class of algorithms finds features like cliques, fully connected mod-
ules that have been likened to stable protein complexes in protein-protein interac-
tion networks [Przulj2004], and hub-based modules of nodes and neighbours that
would reflect TFs and target genes in a regulator perturbation network [Hu2007].
Unsupervised module detection algorithms select certain edges for disposal –
Markov Clustering [Dongen2000] simulates stochastic flow to determine less-
burdened edges, while betweenness centrality clustering finds edges that act as
bottlenecks between communities. These algorithms have been used previously
in many occasions, including protein complex detection and reconstruction of
metabolic pathways [Krogan2006, Dunn2005]. GraphWeb provides further ap-
proaches to extend and filter biological networks, including support for directed
and weighted edges, integration of multiple networks as layers, and integration of
multi-species data via orthology maps.

As an example of GraphWeb application, I have analysed perturbation microar-
ray data of S. cerevisiae to find interacting groups of proteins that are targeted in
TF knockout mutants [Reimand2010]. To detect statistical enrichment of pro-
tein interaction modules for each TF mutant, I defined a set of ’core’ connections
comprising interactions among the differentially expressed genes, and a set of
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’neighbourhood’ connections that also include interactions between the core and
non-differentially expressed genes. I then compared the number of interactions
among core and neighbourhood genes, measuring the proportion and significance
of interacting genes that are targeted by the same TF. Several regulators of differ-
ent types appeared to target the same functional group of genes with GO enrich-
ments in vitamin B6 metabolism, in an illustration to likely collaborative patterns
in the regulation of this essential component of glycolysis.

My role in the creation of GraphWeb involves software and user interface de-
sign. My contribution is the concept of methods for functional analysis of gene
networks via topological dissection and enrichment analysis. I selected the meth-
ods for dissection based on possible biological interpretation, and designed ways
to extend networks, including integration of data via layers, multi-species net-
works via orthologs, and data filtering, among others. The majority of program-
ming tasks, especially those related to network algorithms, were executed by the
second equally-contributing author. Functional enrichment analysis as well as
cross-referencing of gene IDs and orthologs is carried out by g:Profiler mod-
ules [Reimand2007]. My colleagues and I integrated the Markov Clustering im-
plementation developed earlier [Dongen2000], the file format conversion meth-
ods developed in Cytoscape [Cline2007], and the topological algorithms of the
GraphViz software [Gansner1999]. I had a major role in finalising the software
user interface and writing the manuscript.

Pathway animations of high-throughput data (Publication III)

The main contribution of Publication III is the creation of KEGGanim, a web-
based software for the visual interpretation of high-throughput data in the con-
text of biological pathways [Adler2008]. Pathway databases as well as indepen-
dent tools like PathwayExpress provide visualisation methods [Khatri2007,Kane-
hisa2010, Vastrik2008]. However at the time of publication, KEGGanim stood
out for comprehensive animations. The input of KEGGanim is a matrix of gene
expression values for one or more experimental conditions; the output is a KEGG
pathway map where relevant proteins are coloured with values from the expres-
sion matrix. KEGGanim animations switch colours over time to reflect changes
in gene expression in different experimental conditions. Animated time series of
gene expression are particularly informative, as they provide visual evidence to
consecutive molecular events.

As an example of KEGGanim application, my colleagues and I designed path-
way snapshots of cell cycle and apoptosis using gene expression of mouse em-
bryonic stem cell differentiation time course [Schulz2009]. These reveal comple-
mentary expression patterns of pluripotent and differentiated cells – fundamen-
tal processes like DNA replication and damage control become gradually down-
regulated while pro-apoptotic genes are induced as differentiation progresses.

My role in creating KEGGanim involves finalisation as public web-based soft-
ware, while methods for linking pathway maps and gene expression measure-
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ments were mostly developed by the first equally-contributing author. I imple-
mented methods for uploading, storing and processing microarray datasets, as
well as simple protocols for user authentication, and integrated the previously de-
veloped nearest-neighbours algorithm [Troyanskaya2001,Montaner2006]. Cross-
referencing of gene IDs is carried out by g:Profiler modules [Reimand2007]. I
was involved in the design and implementation of the software user interface, and
had a major role in preparing the manuscript.

Regulator knockout microarray analysis (Publication IV )

Several small-scale and large-scale perturbation microarray datasets have been
created in the common genomics model organism budding yeast Saccharomyces
cerevisiae [Svetlov1995, Hughes2000, Chua2006]. The newest dataset by Hu and
colleagues is a compendium of 269 experiments that for the first time covers the
vast majority of TFs of an eukaryotic organism [Hu2007]. As many TFs also
have a known TFBS from ChIP-chip and more recent protein-binding microar-
rays [Harbison2004, Zhu2009], the dataset is of great relevance to computational
studies of gene regulation. However, there are several fundamental drawbacks in
the original preprocessing of the compendium that hinder use in follow-up studies.
These include an outdated error model of differential expression, lack of microar-
ray print-tip and background correction according to quality assessment tools [Va-
querizas2004], and lack of multiple testing procedures. Inadequate contrasts were
applied in comparisons of normal and mutant cells with no consideration of sec-
ondary effects such as batches, strains and kits. Consequently, the authors and
others have discussed poor overlap of the knockout compendium with other types
of evidence, especially TFBS [Hu2007, Balaji2008].

The main contribution of Publication IV is the reprocessing of the Hu et al
compendium [Hu2007] and consequent functional analysis to validate its im-
provements [Reimand2010]. In the first stage of the analysis, I followed state-
of-the-art microarray processing procedures that have a wide consensus in the
community and have been made public via the Bioconductor software suite [Na-
don2002, Allison2006, Gentleman2004]. My pipeline included normalisation and
corrections for print-tip and background with variance stabilisation [Huber2002],
detection of differential expression and statistical significance with secondary ef-
fects using linear models and empirical Bayesian probabilities [Smyth2004], and
false positive control with global multiple-testing correction [Benjamini1995]. I
had multiple roles in this study, including design and execution of the microar-
ray processing pipeline, methods for downstream functional analysis, biological
interpretation of results, and manuscript preparation. My colleagues gave valu-
able advice on microarray analysis, provided high-confidence TFBS data and sev-
eral examples of biological importance, and contributed significantly to the final
manuscript.

The analysis resulted in a 10-fold increase in the number of differentially ex-
pressed genes and a 90% overlap with previous data, indicating the greater sen-

28



sitivity of the new approach and a vastly expanded repertoire of regulator targets.
I performed various types of functional analyses, including GO and pathway en-
richments, assessment of direct and indirect TFBS, and analysis of protein-protein
interaction modules. All cases demonstrated the advantage of the new dataset.

Two results deserve further attention. First, as opposed to the previous anal-
ysis, the majority of deleted TFs showed significantly decreased levels in corre-
sponding knockout mutants, which is expected as the factors have been deleted in
the mutants. However, several regulators with the highest number of target genes
lacked a significant depletion signal, probably because of the sensitivity threshold
of the microarray platform. This strongly highlights the importance of sensitive
microarray analysis, as even undetectably small changes in regulator expression
may cause dramatic downstream events.

Second, the new analysis achieves a small but significant 4-fold improvement
in the detection of TF target genes with corresponding TFBS in promoters. I
extended this analysis to regulatory cascades of primary and secondary TFBS and
looked for sites of regulators that are differentially expressed in response to the
deleted TF. In that case, the advantage of the new approach becomes more evident
– it explains more than 30% of all regulators and targets and provides a 25-fold
improvement compared to the original analysis. This is probably an indication of
tightly controlled circuits of TF-TF and TF-gene regulation.

eGLM predicts novel regulators of quiescence (Publication V )

Quiescence (stationary phase, G0) is probably the most wide-spread and concur-
rently the least understood cellular state. It is characterised by the lack of pro-
liferation, reduced metabolism, transcription and translation, silenced genomes,
greater resilience to stress, and associations to a variety of important biomedical
research topics, including ageing, cancer, neurodegenerative diseases, and micro-
biology [Gray2004]. The gene regulatory programs of G0 are largely uncharac-
terised, but are believed to involve large-scale reprogramming of the cell.

The major contribution of Publication V (in preparation) is a computational
inference study of regulatory programs and specific regulators in G0 of S. cere-
visiae. While numerous computational studies of gene regulation have been pub-
lished since the advent of high-throughput biology [Tavazoie1999, Brazma1998,
Chen1999, Alter2000, Liebermeister2002, Lee2003, Bussemaker2001, Beer2004,
Margolin2006,Friedman2004,Segal2003,Peer2001,Rung2002,Markowetz2005],
I have identified several arguments for the novelty of this work.

First, the scale and biological context of this work is highly relevant, as I com-
piled a high-confidence collection of gene regulatory features, including knockout
profiles for most regulators in yeast [Hu2007, Reimand2010], and the most re-
cent map of TFBS from several lines of evidence [Harbison2004, MacIsaac2006,
Erb2006, Zhu2009]. Furthermore, TFBS data were integrated with another di-
mension of biological evidence: I distinguished sites with significantly lower nu-
cleosome occupancy, meaning that these are located in regions of open chromatin
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and are more likely targets of DNA-binding TFs [Kaplan2008]. After merging
these datasets as regulator profiles, I made predictions for G0 entry, maintenance
and exit using public microarray collections [Radonjic2005, Aragon2008]. The
regulatory setting of G0 is important for fundamental questions of biology, and to
my knowledge, no computational study of this extent has been yet conducted.

Second, several aspects of the computational method are novel, and benchmark
predictions give promising results in the regulatory setting of the well-defined
cell cycle pathway [Simon2001, Lichtenberg2005]. The details of the method,
termed eGLM (Ensemble Generalised Linear Models), are detailed in this dis-
sertation and involve standard procedures of logistic regression [Venables2002,
Berthold2003]. The developed ensemble approach of aggregating predictions
over many small models is similar to the random forests method [Breiman2001].
Using empirical evidence of recovering cell cycle TFs, I showed that eGLM is
more successful than fitting all TFs in logistic regression, and moreover, it outper-
forms several other common methods. I had multiple roles in this study, including
design and implementation of the eGLM method, computational experiments with
cell cycle and G0 genes, large-scale simulations to explore parameter space and
intermediate eGLM variants, and downstream functional analysis and biological
interpretation of predicted regulators and target genes. My colleagues gave valu-
able advice on linear models and data processing, helped interpret the biological
significance of our findings, and conducted biological experiments with candidate
regulators.

A great deal of this study is dedicated to the biological interpretation of pre-
dicted G0-specific regulators and target genes. The predictions are generally in
good agreement with existing understanding of the quiescent state, as illustrated
by the literature of transcriptional and epigenetic regulation, and functional an-
notations from GO and pathways. As an example, the pre-phase of G0 in yeast
is diauxic shift that involves nutrient depletion, switch to non-fermentable carbon
sources and cease of proliferation [Gray2004]. In agreement with the above, I
predict a number of G0 entry regulators and target genes with broad types of func-
tional evidence – cell respiration and response to starvation that reflect metabolic
switch, and pheromone response with CC arrest reflecting decreased proliferation.
Strikingly, a number of predicted TFs, interactions and target genes relate to reg-
ulatory programs of ageing, for instance including the silencing proteins SIR that
have been related to restricted metabolic balance and prolonged lifespan in several
model organisms [Guarente2000]. Another particularly interesting observation is
the enrichment of genes related to methionine metabolism. This essential amino
acid appears to have a regulatory role in the balance between prolonged life and
providing for descendants, as a recent study showed that methionine-enriched but
otherwise restricted diet of fruit flies restored normal egg-laying without decreas-
ing prolonged lifespan [Grandison2009]. Last but not least, several TFs predicted
in this work also were validated in biological experiments, as my colleagues and
I showed that yeast cells lacking certain regulators are significantly more or less
viable than wildtype cells in G0.
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CONCLUSION

The topic of this dissertation is computational functional analysis of genomic data.
It comprises methods, software and computational experiments that help interpret
measurements of gene expression, protein-DNA interactions, complex interaction
networks, and other types of evidence in the context of existing biological knowl-
edge. This work can be broadly summarised as follows.

Three publicly available web-based tools were developed and published, in-
cluding g:Profiler, GraphWeb and KEGGanim. g:Profiler permits analysis of one
or more groups of genes, and provides additional features for building gene lists,
orthology mapping, co-expression search and gene ID conversion. GraphWeb
extends the analysis of gene lists to gene networks, by performing topological
clustering of networks to find functional modules. KEGGanim links the visual
representation of biological pathways with measurements of gene expression lev-
els. These tools perform functional analysis using standard statistical enrichment
tests detailed in the dissertation.

The functional enrichment concepts were further extended to regression mod-
els that allow better integration of complex categorical data such as gene regu-
latory features and functional annotations. Standard approaches of binomial and
multinomial logistic regression were combined into an algorithm termed eGLM,
for Ensemble Generalised Linear Models. eGLM scans the potentially large space
of predictor variables using an ensemble of models of few predictors, rather than
fitting a single model in a high-dimensional setting. The goal of eGLM is feature
selection, that is, inference of predictors that best classify the response. In the
gene regulatory setting, regulators to process-specific genes can be predicted.

The biological contribution of this work involves functional analysis of the
yeast S. cerevisiae. A high-confidence dataset of genome-wide regulatory features
was composed from public sources. This included reprocessing, functional anal-
ysis and re-publication of a transcription factor (TF) knockout microarray com-
pendium. The latter was integrated with TF binding sites and evidence of nucleo-
some depletion. eGLM was then applied for predicting process-specific TFs. Its
performance was assessed on the well-defined cell cycle pathway, core TFs were
recovered with low error rate, and standard methods were outperformed. Next,
the regulatory programs of quiescence (G0) were inferred with eGLM. Functional
analysis of predicted TFs and targets agreed with the understanding of G0 and
covered important functions such as ageing, metabolic decline, stress response,
among others. Importantly, several predicted TFs validated in experimental set-
ting, as corresponding mutants had significantly different survival profiles in G0.
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The studies presented here provide multiple perspectives for further research.
In the context of functional knowledge, additional resources continue to appear

as the field of computational biology matures. New databases and ontologies, as
well as novel experimental measures and details can be added to the functional
enrichment pipelines. Novel algorithms are required that allow functional anal-
ysis of additional data types, for instance weighted gene lists, dense gene net-
works, semi-cliques, overlapping network modules, etc. A development already
in progress involves introduction of background gene lists to represent custom
universes for g:Profiler analysis. Next-generation sequencing and novel dense
microarrays introduce further challenges and novel semantics.

The reprocessed microarray compendium together with regulator profiles of
expression, binding sites and nucleosome depletion data provide a useful start-
ing point for genome-scale studies of gene regulation and resources of cross-
validation for experimentalists and computational scientists alike. The proposed
mechanisms and factors of transcriptional and epigenetic regulation in G0 should
be validated and explained in more elaborate experimental assays.

The eGLM method developed here can be applied on the condition of data
availability in other important and more complex regulatory systems, such as
mammalian self-renewal and differentiation circuits of embryonic stem cells. The
algorithm may be applicable in other fields like computational finance to prob-
lems like predicting technical factors that contribute to significant changes in stock
price movement.
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SUMMARY IN ESTONIAN

Geenigruppide, võrgustike ja regulatoorsete süsteemide
funktsionaalne analüüs

Kaasaegne biotehnoloogia võimaldab kirjeldada elu aluseid suuremahulistes eks-
perimentides. Näiteks saab mõõta tuhandete geenide avaldumistasemeid, otsida
DNA-st mustreid või kirjeldada interaktsioonivõrgustikke. Andmete interpretee-
rimine hõlmab arvutuslikke väljakutseid. Käesolev doktoritöö sisaldab meetodeid,
arvutuslikke eksperimente ja tarkvara geenigruppide, võrgustike ja regulatoorse-
te süsteemide analüüsiks. Funktsionaalne analüüs on tõlgenduslik ülesanne, mil-
le käigus seostatakse eksperimentaalsed leiud faktidega bioloogilistest protses-
sidest, komponentidest, jne. Kuna teadmiste baas on ebatäielik, kasutatakse sel-
leks statistilise rikastatuse hinnangut. Töö käigus on arendatud kolm tööriista:
g:Profiler, GraphWeb ja KEGGanim on veebipõhised vahendid geenigruppide,
-võrgustike ja radade tõlgendamiseks. Samuti on logistilise regressiooni põhjal
loodud algoritm eGLM, mis valib andmetest tugevaimaid ennustavaid efekte. Töö
bioloogiline osa pühendub pagaripärmi S. cerevisiae regulatsiooni analüüsile. Es-
malt koostati transkriptsioonifaktoreid (TF) kirjeldav andmestik ning valideeriti
see funktsionaalse analüüsi teel. Seejärel rakendati andmestikul eGLM meetodit
protsessispetsiifiliste TF-ide ennustamiseks. Arvutused hästikirjeldatud rakutsük-
li andmetelel näitavad, et eGLM valib välja kõik põhiregulaatorid ning edestab
standardseid meetodeid. Vähetuntud statsionaarfaasi (G0) analüüsis leiti relevant-
seid funktsioone, s.h. vananemine ja metabolismi aeglustumine. Mõned ennus-
tatud TF-id valideeruvad ka eksperimentaalselt: teatud pärmimutantidel on G0-s
tervetest rakkudest oluliselt erinev elunevus.

Dissertatsiooni sissejuhatavas osas on lahti kirjutatud töö bioloogilised ja arvu-
tuslikud alused. Bioloogilises sissejuhatuses on antud ülevaade transkriptsionaalse
geeniekspressiooni põhimõtetest, ülegenoomsetest tehnoloogiatest, regulatsiooni-
võrgustikest ja funktsionaalse analüüsi bioloogilistest aspektidest. Arvutuslik sis-
sejuhatus sisaldab rikastatuse testimiseks vajalikke statistilisi meetodeid, mitm-
ese testimise põhimõtteid, ülevaadet regressioonimudelitest. Samuti on toodud töö
käigus valminud eGLM algoritmi põhjalik kirjeldus ja vastavate simulatsioonide
tulemused.

Dissertatsioonis sisalduvad üks avaldamata ja neli avaldatud artiklit.
1. Esimene artikkel "g:Profiler – a web-based toolset for functional profiling

of gene lists from large-scale experiments" sisaldab geenilistide funktsio-
naalse analüüsi tarkvara g:Profiler kirjeldust ning infot relevantsete algo-
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ritmide ja andmestike kohta.
2. Teise artikli "GraphWeb: mining heterogeneous biological networks for

gene modules with functional significance" sisuks on geenivõrgustike topo-
loogilise ning funktsionaalse analüüsi ja integratsiooni meetodid ning vas-
tava tarkvara GraphWeb kirjeldus.

3. Kolmas artikkel "KEGGanim: pathway animations for high-throughput
data" kirjeldab bioloogiliste radade geeniekspressiooni visualiseerimise va-
hendit KEGGanim.

4. Neljandas artiklis "Comprehensive reanalysis of transcription factor knock-
out expression data in Saccharomyces cerevisiae reveals many new targets"
on kaasaegsete vahendite abil koostatud põhjalik mikrokiibi- ja funktsio-

naalne analüüs varasemalt avaldatud pärmi S. cerevisiae transkriptsiooni-
faktorite kompendiumile ning näidatud uue andmestiku eeliseid.

5. Viiendas artiklis "Ensemble models of perturbation, nucleosome position-
ing and protein-DNA interactions reveal novel G0 regulators in Saccha-
romyces cerevisiae" (avaldamata) on loodud logistilisel regressioonil põ-
hinev algoritm eGLM (Ensemble Generalised Linear Models), koostatud
paljudest andmetest integreeritud pärmi geeniregulatsiooni andmestik ning
ennustatud pärmi statsionaarfaasi geeniregulaatoreid.
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