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Abstract

Recommender Systems (RS) have emerged as an important response to the
so-called information overload problem. They enable users to share their
opinions and benefit from each other’s. Recommender algorithms are best
known for their use on e-commerce Web sites to help users find products they
would appreciate from huge catalogues. The products may vary from books
(e.g., Amazon.com), movies (e.g.,Netflix), photographs (e.g. Flickr.com), or
web sites (e.g., del.icio.us)...

To date, there are basically two types of recommending techniques used on
the Internet: content-based - also dubbed item-item - recommenders and
collaborative filtering recommenders. The interesting point of the latter is
that, knowledge about items is not required, it is based only on the rat-
ings of the user community. Therefore, they promise to scale well to large
databases. The traditional collaborative filtering techniques are able to pro-
vide high-quality recommendations by leveraging the preferences of similar
users. However, recent researches have suggested that the traditional focus
on user similarity may not be sufficient. Additional factors, especially trust
may have an important role when it comes to making recommendations.

In this thesis, we study the different algorithms and the use of trust to im-
prove the performance of collaborative filtering recommender systems. Our
evaluation on MovieLens dataset shows that the dimensionality reduction
method that uses LSI/SVD technique helps in providing better quality of
recommendations. Trust also has positive impact on overall prediction error
rates, however, global trust metrics may not be appropriate for trust-aware
recommender systems due to their non-personalized nature.

Keywords: Recommender Systems, Collaborative Filtering, Trust, LSI,
SVD, EigenTrust, Trust Inference.



Abbreviations and Acronyms

CF Collaborative Filtering

LSI Latent Semantic Indexing
MAE Mean Absolute Error

RS Recommender System

SVD Singular Value Decomposition



Chapter 1

Introduction

1.1 Background

People nowadays are logging into the net not only to surf or browse, but also
to produce or share pieces of information. As the result, there’s an excess
amount of information provided, making the information processing tasks
more difficult for the individual. In that context, Recommender Systems
(RS) |23] have emerged as an important response to the so-called informa-
tion overload problem. They enable users to share their opinions and benefit
from each other’s. After the era of search, now the web is entering the era of
discovery. The difference here is: search is what one does when s/he looking
for something; discovery is when something wonderful that one didn’t know
existed, or didn’t know how to ask for, finds one.

Recommender systems are widely used by e-commerce sites to help users
find products they should appreciate from huge catalogues. The products
vary from books (e.g., Amazon.com), movies (e.g.,Netflix), photographs (e.g.
Flickr.com), or web sites (e.g., del.icio.us). The products can be recom-
mended based on the top overall sellers on a site, based on the users’ inter-
ests and/or their interactions history on the sites. Recommender systems
benefit not only customers, but also e-commerce sites. According to [26],
recommender systems may enhance e-commerce sales in three ways:

e Browsers into buyers: Recommender systems can help customers
find products they wish to purchase on a site that they may miss, be-
cause they often just look over the site and don’t have time or patience



to browse into every catalogue.

e Cross-sell: Recommender systems improve cross-sell by suggesting
additional products for the customer based on the products in her shop-
ping cart at the checkout step.

e Loyalty: Recommender systems improve loyalty by creating a value-
added relationship between the site and the customer. Sites invest
in collecting their customers’ preferences, and then use recommender
systems to aggregate that information in order to deliver personalized
services to customers. The result is that customers will stick to the site
because of good recommendations that match their needs. In return,
they will give more information, and the recommendation quality will
get better and better. The more a customer uses the recommendation
system - the more they teach it what they want - the more loyal they
are to the site.

To date, there are basically two types of recommending techniques used on
the Internet [19]: content-based - also dubbed item-item - recommender sys-
tems and collaborative filtering (CF) recommender systems. The content-
based approach uses rich content descriptions of the recommending items for
finding then suggesting to the user items that are similar to their preferences
or previous selections. For instance, a movie recommender system will rely
on information such as genre, actors, director... then match this against the
user’s preferences in order to select a set of promising movie recommenda-
tions.

To achieve this, content-based RSs need to rely heavily on humans to create
and maintain attributes of the items that are not machine-parsable such as
movies and songs (some machine-parsable such as news or papers can be au-
tomatically tagged). Evidently, this activity is expensive, time-consuming,
error-prone, and highly subjective.

Pandora!, one of the most popular music recommendation and discovery ser-
vices on the Internet today, bases its recommendations on data from the

Thttp: //www.pandora.com
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Music Genome Project?. The Music Genome Project assigns up to 400 at-
tributes to every song. Attribute assigning has to be done by a bunch of
music experts and the process can take up to half an hour per song. While
the results of this method are often great, this approach simply doesn’t scale
very well and Pandora’s database is somewhat limited.

As an alternative, collaborative filtering (CF) approach provides a reason-
able solution. A collaborative filtering recommender system collects opinions
from users by asking them to rate items. When asked for a recommendation
by an user, the system tries to identify the similar users and suggests the
items these users have liked in the past. By similar users, we mean the users
who share similar or highly correlated rating histories with the target user.

The interesting point of this approach is that, knowledge about items is not
required, it is based only on the ratings of the user community. Because of
this, collaborative filtering recommender systems can be applied to any kind
of items: papers, news, web sites, movies, songs, books, locations of holidays,
stocks...

In addition, since collaborative filtering techniques don’t require recommender
systems’ designers for tagging content themselves, they promise to scale well
to large databases. Some of the well known successful e-commerce sites that
make use of collaborative filtering techniques are Amazon and Netflix.

Collaborative filtering offers three major advantages over content-based fil-
tering [13]:

e It supports to filter items whose content is not easily analyzed by au-
tomated processes. This is because collaborative filtering asks humans
to determine the relevance, quality, and interests of items. The burden
on the system’s designers of producing input data is now distributed
to users of the system.

e [t is capable of filtering items based on both quality and taste. Because
it can measure how well an item meets a user’s need or interests, instead
of just taking into consider the simple content like in content-based ap-

2http://www.pandora.com/mgp.shtml
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proach. For example, a content-based search of Recommender Systems
could retrieve all the articles related to Recommender Systems, but by
combining content-filtering with collaborative filtering, a search could
return only those relevant articles that are highly rated by users.

e [t is capable of providing serendipitous recommendations, i.e, recom-
mending items that the target user would like, but do not content
that the user was expecting. Content-based filtering can help finding
relevant items about a specific content, but collaborative filtering can
predict and return all the items that would meet users’ eclectic tastes.

In the rest of the paper, we focus on recommender systems based on collab-
orative filtering techniques.

1.2 Problem statement

Although classic CF recommender systems are successful in providing high
quality recommendations, they face problems such as the cold start problem,
the scalability and the vulnerability to attacks as described in Section 2.2.
The vulnerability to attacks comes from the centralized nature of a collab-
orative filtering system and the fact that there are always users that have
malicious intent and want to subvert the system. To do this, the attacker
just need to simply create a user profile with very similar preferences to that
of the targeted user and thus he becomes highly influential to the victim.

The cold start problem is the main issue hindering CF recommender systems
to be adopted and further developed. It is due to the low number of rat-
ings to items that new users contribute to the system, the system could not
provide high quality recommendation, or even could not provide any recom-
mendation to the user.

Meanwhile, trust [4] is considered to be very important in e-commerce. Trust
is the basis for partnering because trust is the central component in effec-
tive working relationships. There is the fact that people tend to believe
recommendations from people they know and trust such as their friends and
family-members, other than strangers. So what is the practical usage of trust

12



in current collaborative filtering approaches?

This thesis studies collaborative filtering-based recommender systems and
methods to improve their performance and alleviate the existing challenges
using trust and dimensional reduction techniques.

1.3 Structure of the thesis

The rest of the thesis is structured as follows: Chapter 2 is about the back-
ground knowledge for the thesis. Chapter 3 focuses on three algorithms used
in CF recommender systems. Chapter 4 describes the methodology for our
experiments. Chapter 5 elaborates the experimental steps and results, then
based on that, evaluation is done. Chapter 6 discusses the concerns about
security and privacy in recommender systems. Finally, Chapter 7 makes
conclusions.

13



Chapter 2

Background

2.1 Collaborative filtering recommender systems

It is often necessary to make choices without sufficient personal experience
of the alternatives. In everyday life, we rely on recommendations from other
people either by word of mouth, recommendation letters, movie and book
reviews printed in newspapers, or general surveys.

In this era of information overload, it is very difficult to find items that would
suit our needs from huge catalogues. Recently, we have become increasingly
dependent on the Internet to help us in making such decisions. And recom-
mender systems [23] have emerged as a core tool to assist and augment the
natural social recommending process. Online recommender systems provide
users with recommendations of products that they might appreciate, based
on their past rating profiles and their history of purchase or interests.

In e-commerce web sites, recommender systems are widely employed to help
their customers select suitable products that meet their personal needs. Rec-
ommender system architecture is presented in Figure 2.1.

To date, two typical types of filtering approaches have been used to pro-
duce recommendations: content-based and collaborative filtering. The for-
mer makes recommendations by analyzing the similarity between the contents
of the items that are ready to be recommended and those that have previ-
ously been marked as liked by the user. For instance, a recommender system
on Amazon.com (www.amazon.com) suggests books to customers based on
other books the customers have told Amazon they like. Another recom-

14
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Figure 2.1: Recommender system architecture

mender system on CDnow (CDnow.com) helps users choose CD based on
the CDs that they liked in the past.

The latter, collaborative filtering approach, makes recommendations by match-
ing the target user’s preferences to other users. This is the most successful
recommender system technology to date, and it is used in many of the largest
e-commerce web sites, including Amazon.com and CDnow.com.

Most collaborative filtering based recommender systems try to identify users
that have relevant interests and preferences by calculating their similarities
to the target user (those similar users are called neighbors). The idea behind
this approach is that, when searching for recommendations, the target user
can probably trust the other users’ opinions if they share the same or relevant
interests. The main value of a recommender system lies in its information
aggregation method and its ability to match the recommendations with ap-
propriate people seeking information.

The classic input to a CF algorithm is a user-item matrix that has a row for
every user and a column for each of the items. Each entry of the matrix is
the user’s rating of the item. Table 2.1 gives an example of such a matrix.
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Matrix Lord of the | Titanic La vita
Reloaded Ring 2 bella
Alice 2 5 5
Bob 5 1 3
Carol 5
Dean 2 5 5 4

Table 2.1: The user-item matrix as classic input for CF

A standard CF algorithm performs 3 steps as follows |18, 13]:

e [t computes the similarities between users. To date, different techniques
have been proposed for this task. Of which, Pearson correlation coef-
ficient is the best performing and most used in recommender systems

(e.g. original GroupLens system)[13]:

_ ZZl(rtM’ —Ta)(Tui — Tu) ‘
\/2221(7"11,2' —Ta)? 2211 (rui —Tu)?

Wa,u

where m is the number of items rated by both a and wu, r,; is the rating

given by user a to item 4 and 7, is the mean of ratings of a.

The coefficient is in [-1,1], and it can be computed only if there are
items rated by both the users. Moreover, if two users only have rated
one item in common, then the coefficient is not meaningful. Therefore,
the correlation coefficient is identified only for two users who share at

least two co-rated items.

Proposed alternatives are Constrained Pearson correlation coefficient,
Spearman correl and cosine similarity [13]. In cosine similarity method,
we view different users as vectors in the n-dimensional space of items,
their n coordinates are the rating values of users to n items (0 if no
such rating exists). Then the cosine similarity between two users can
be measured by computing the cosine of the angle between the corre-

sponding user vectors:

n
W = cos (a,u) = 2izt V0l

N \/Z?:l Tai® \/Z?:l Tui® .
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The similarity values are then used to weight the ratings given by other
users.

The final step is to produce either a prediction - a numerical value rep-
resenting the predicted rating of the target user for an item that s/he
has not yet rated, or a recommendation - a list of top-N items that the
target user might be interested in.

The predicted rating that user a might give to item i is the mean rating
of a plus the weighted sum of deviation from mean rating for every user
where the weight is the user similarity with user a. Predictions can be
done using Resnick’s formula [23]:

n
Pai = To+ Z wa,u(ru,i - Fu) .
u=1

The intuition behind this formula is, if user A is very similar to user
B, then the opinions of user A are given importance when creating a
recommendation for user B.

As can be seen from the formula, the prediction is dependent on the
number of correlated entities n and becomes noisy and unreliable when
few entities are involved. Therefore, higher accuracies become possible
with the combination of more entities in the calculation. The predic-
tion is personalized for customer a. There are also some naive non-
personalized prediction methods, for example, the technique to obtain
prediction by taking the average ratings of items being predicted over
all users [13|. We test some such naive non-personalized techniques in
Section 5.

It is possible to consider only the £ most similar users or all the users.

In a recommender system, a prediction engine collects all the ratings and
uses collaborative filtering technique to create predictions. Most prediction
engines also provide a recommendation mode, where the prediction engine
simply returns the top N highest predicted items for the target user. Latency
of a prediction request must be less than 1 second and prediction engines must
often support throughput of several hundred prediction requests per second

17



2.2 Weaknesses of recommender systems

Collaborative filtering recommender systems has gained success in several
domains, but it also has been exposed to limitations |24, 18] listed as follows.

e Sparsity and cold-start problem

In practice, the database of customers and products in major e-commerce
recommendations is very large. Even active customers may have rated
just a few of the the total number of products available in the database,
and vice versa, even very popular products may have been rated by
only a few of the total number of customers available in the system.
This problem, which is referred to as sparsity problem, causes a ma-
jor negative impact on the performance of recommender systems using
neighborhood-based algorithms.

Because of sparsity, it is possible that the similarity between two users
cannot be defined (if they haven’t co-rated at least two products, see
Section 2.1). As the result, the collaborative filtering algorithm is
unable to make many product recommendations for a particular user.
Even when the computation of similarity is possible, the accuracy might
be poor because the users have too few ratings in common. Therefore,
a new customer has to rate a sufficient number of products in order to
get reliable recommendations from the system - this is referred to as
cold-start problem.

The sparsity problem has been identified as one of the main aspects that
limits the further development and adoption of collaborative filtering
recommender systems, because the system should be able to provide
high quality recommendations, even with small rating information, in
order to attract new users to continue using the system, and hence,
providing more ratings, which would be critical for better recommen-
dation provision.

e Scalability

Neighborhood-based recommendation algorithms are computationally
expensive. The computation required grows with both the number of
customers and the number of products.
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e Synonymy

Correlation based recommender systems rely on exact matches in names
of products. But in real life scenario, different product names can refer
to similar objects. If that is the case, the recommender systems can’t
discover the latent association and treat these products differently.

e Attacks by malicious insiders

Recommender systems are often used in e-commerce sites, hence they
are attractive targets to attackers. However, subverting standard CF
techniques is very easy [21]. The simplest attack is the copy-profile
attack: The attacker can easily copy the ratings of target user and the
system will think the attacker is the most similar user to target user.
By this way, the attacker’s future ratings will highly affect the recom-
mendations to target user.

In addition, recommender systems also raise concerns about personal pri-
vacy. In general, the more information individuals have about the recom-
mendations, the better they will be able to evaluate the quality of those
recommendations. On the other hand, because of the fact that everything
people do online tells a little about them, people may not want their habits
or rating activities to be publicly known. Anonymous participation or par-
ticipation under a pseudonym is not a complete solution since some people
may desire an attributed credit for their effort.

2.3 Trust-aware recommender systems

Although algorithms based on similarity is effective, there’s an intuition that
taking trust into account would improve the accuracy of the recommenda-
tions and help dealing with the previously mentioned weaknesses. This as-
sumption is based on the observation that in real life, people tend to believe
recommendations from people they know and trust such as their friends and
family-members, other than strangers.
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2.3.1 Defining trust

Before making any computation with trust in recommender systems, it is
important to know and to agree on the concept of trust. Because trust is
so important, it has been studied extensively in many science research disci-
plines [4]. In electronic business, trust has been the subject of investigation
in order to enable service providers and consumers to know how much re-
liance to place on each other.

One of the most often cited work on trust is Marsh’s PhD dissertation at the
University of Stirling [17]. However, in his work, the model for formalizing
trust is highly theoretical and based heavily on social and psychological fac-
tors, thus it’s difficult to realize in computer applications.

Deutsch [7] gives a frequently referenced definition of trust. The author
states that trusting behavior occurs when a person (say Alice) encounters
a situation where she perceives an ambiguous path. The result of following
the path can be good or bad, and the occurrence of the good or bad result
is contingent on the action of another person (say Bob). Furthermore, the
negative impact of the bad result is greater than the positive impact of the
good result. This further motivates Alice to make the correct choice. If Alice
chooses to go down the path, she has made a trusting choice. She trust that
Bob will take the steps necessary to ensure the good outcome.

Golbeck [10] adopts this definition for her work and explains:

Trust in a person is a commitment to an action based on a belief
that the future actions of that person will lead to a good outcome.

The action and commitment does not have to be significant. We could say
Alice trusts Bob regarding movies if she chooses to watch a film (commits
to an action) that Bob recommends (based on her belief that Bob will not
waste her time).

Two types of trust are listed in [30], known as direct trust - directly trusting
an entity about a particular subject; and indirect trust - trusting through a
trusted entity. The indirect trust raises a question of how one can traverse
a whole chain of intermediate trusted entities to decide how much to trust a
distant one. This is addressed in Section 2.3.3 and Section 3.2.2.

20



2.3.2 Trust and user similarity

User similarity is the key component in classic collaborative filtering rec-
ommender systems. There also have been several studies on the correlation
between user similarity and trust. Sinha et al. [28] showed that users tend
to trust systems more if they could recommend items that they previously
liked. The lesson here is, a system that demonstrates similarity to the user’s
preference is considered more trustworthy by the user. Users also tend to
prefer recommendations from their friends because they trust them.

The connection between user similarity and trust has been discussed and es-
tablished in several research. Abdul-Rahman et al. [2] maintained that in a
predefined knowledge domain, users develop social connections with people
who share similar preferences. Later, Ziegler and Lausen in [31] extended
these results and claimed the strong correlation between trust and user sim-
ilarity in an empirical study of a real online community. Golbeck [9] showed
that there was a strong and significant correlation between trust and similar-
ity: the more similar two users were, the greater the trust they would place
on each other.

2.3.3 Trust metrics

In a system that has a trust component, the system can ask a user to ex-
plicitly rate how much they trust other users. These statements form a trust
network. One simple example of a trust network is depicted in Figure 2.2.

Generally, every user has expressed trust values for only a handful other
users. On a trust network, it is possible to run a trust metric [31, 32| in or-
der to predict how much a certain user should be trusted by the other users,
using the direct trust information on the trust network. The basic assump-
tion of trust metrics is that trust can be propagated in some way. The reason
is that you trust your friend more than a stranger, and so, a friend of your
friend is possibly more trustworthy than a random stranger. For example, if
A trusts B and B trusts D, it is possible to infer something about how much
A could trust D (shown as dotted line in Figure 2.2). It is obvious that trust
is subjective, as the same user can be trusted by someone and distrusted by
someone else. We also weight the trust statements to express different levels
of trust on another user. The small values represent low trust, while the large

21



Figure 2.2: Trust network. Nodes are users and edges are trust statements.
The dotted edge is one undefined and predictable trust statement

values represent high trust. We assume the range of trust weights is [0,1].

Trust metrics can be categorized into local and global trust metrics. Local
trust metrics consider the subjective views of the users and end up predict-
ing different values of trust in other users for every single user. Global trust
metrics, instead, predict a global trust value that the community as a whole
considers a certain user. PageRank [22] and its variation EigenTrust [15] are
the most cited global trust algorithms.

2.3.4 Using trust to alleviate recommender systems’ weak-
nesses

Trust allows us to base recommendations on ratings given by directly or in-
directly trusted users. By allowing a user to rate other users, the system can
quickly make recommendations using the explicit neighbor set. This means
that new users will soon receive good recommendations and thus sparsity
and cold-start problem can be addressed.

Moreover, trust metrics have an important property of attack resistance.
Trust metrics help the systems not to be overly influenced by malicious users
who try to subvert the recommendations quality by abusing their ratings.

To identify malicious users, the concept of distrust can also be relevant. Guha
et al. [12] maintains that distrust is at least as important as trust. Studying
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the meaning of distrust and how to exploit it is recent topic and requires
much work to fully understand it. However, one big challenge of employing
distrust is the metrics to propagate it.

If A trusts B, and B trusts C, then by transitive rule, A should trust C at
a certain positive degree. However, this transitivity might not hold for dis-
trust. Assume A distrusts B, and B distrusts C, then we can not be sure
about the view A has of C. A might trust C if A thinks that B’s entire view
is so misaligned with A’s that anyone B distrusts is probably trusted by A
("the enemy of your enemy is your friend"). However, if A concludes that
B’s judgements are inferior to A’s, then A should strongly distrust C ("don’t
respect someone not respected by someone you don’t respect").

23



Chapter 3

Collaborative filtering algorithms

This chapter discusses three techniques used in recommender systems. The
first technique is to use dimensionality reduction to improve performance for
recommender systems. While the second - EigenTrust, and the third - trust
inferences techniques make use of trust in improving recommender systems.

3.1 LSI/SVD

3.1.1 Dimension reduction in recommender systems

Classic collaborative filtering has been shown to produce high quality recom-
mendations, but the performance degrades with the number of customers and
products, due to the expensive computation of similarities when the number
of products in database increases (scalability problem). This weakness raises
the needs for new recommender system technologies that can quickly pro-
duce high quality recommendations even for very large-scale databases. This
section presents one technique called Latent Semantic Indexing (LSI) that
uses a dimensionality reduction technique - Singular Value Decomposition
(SVD) - to use in recommender systems. The rationale behind this method
is that, by reducing the dimensionality of the product space, we can increase
density and thereby find more ratings.

24



3.1.2 LSI/SVD

Deerwester et. al. [6] introduced a new method for automatic indexing and
retrieval from document collections. They called this method Latent Seman-
tic Indexing (LSI). This method is proposed to overcome the deficiencies of
existing retrieval techniques that try to match words of queries exactly with
words of documents. Though LSI is good at what it is doing, it is also time
consuming and computationally expensive when applied to large datasets.

Singular Value Decomposition - SVD [11] is a well-known matrix factoriza-
tion technique for calculating the singular values, pseudo-inverse and rank of
a matrix. SVD technique factors an mxn matrix R into three matrices as
the following;:

R=USV".

Where,

e U is a matrix whose columns are the eigenvectors of the RR’ matrix
(left eigenvectors). Here matrix R’ is the transpose of matrix R.

e S is a matrix whose diagonal elements are the singular values of R.

e V" is the transpose of matrix V', whose columns are the eigenvectors of
the R'R matrix (right eigenvectors).

The size of U and V is m x r and n X r respectively; r is the rank of the
matrix R. S is a diagonal matrix of size r x r. Singular Value Decomposition
function is available in matrix calculators/programs like MATLAB.

The matrices obtained by performing SVD are useful because of the impor-
tant property that SVD provides the best lower rank approximations of the
original matrix R. If we reduce the r X r matrix S to have only k largest
diagonal values (k most "meaningful" dimensions) to obtain a matrix Sy of
size r X r, k < r, and the matrices U and V are reduced accordingly to Uy
and V}, of size m x k and n x k respectively, then the reconstructed matrix
R, = UkSkV}; is the closest rank-k matrix to R. R, minimizes the Frobenius
norm || R — Ry || over all rank-k matrices.
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We use SVD in recommender systems for two different purposes. First, we
use SVD to capture latent relationships between customers and products.
For example, products which are rated by similar users will be near each
other in the k-dimensional factor space, even if they have never been rated
by the same user. This means that some users which do not share any rated
products may none the less be near it in k-space. Second, we use SVD to
produce a low-dimensional representation of the original customer-product
space and then compute the similarities between users in the reduced space.
The similarities then can be used to generate the recommendations (predic-
tions) for customers.

3.1.3 The algorithm

1. We start with a customer-product (user-item) ratings matrix and called
this matrix R. This matrix is very sparse.

2. We produce the normalized matrix R,y from R.

e First, we remove sparsity by filling our customer-product ratings
matrix using the average ratings for a product.

e Then we subtract customer average from each rating.

Essentially, after this step, R,.rm = R + Rypr, where Rypgr is the
fill-in matrix that provides naive non-personalized recommendations.

3. We factor the matrix R, and get a low-dimension approximation.
This phase follows the steps described by Deerwester et al. [6]:

e Factor R, using SVD to obtain U, S, and V.
e Reduce the matrix S to dimension k.

e Compute the square-root of the reduced matrix Sy to obtain S ,1/ 2,

then compute two resultant matrices: UkS,i/ ? and S,i/ *V,. These
matrices are used to compute the predictions in the next phase.

4. We compute the predictions.

The inner product of the c-th row of UkS,i/ * and the p-th column of

S ,i/ QV}; gives us a prediction score of customer ¢ to product p. We then
add the customer average C back to get the final rating score of the
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customer to the product:

Chpes = C + US*(0)S*Vi(p)

red
Choosing an optimal value for £ is critical to high accurate prediction gen-
eration. The value of k should be large enough to capture all the important
structure in the matrix, yet small enough to reduce the computation needed.
Generally, k is much smaller than the number of products in the database,
thus this technique can address the scalability problem. Such a k value can
be selected experimentally by trying several different values.

3.2 Trust inferences

When one of your friends gives you a recommendation for a book or a movie,
how do you decide how much you trust her judgment? We trust people
and information based on a complex mix of past experiences, peer influence,
personal motives, and many other social factors. All those factors make
it extremely difficult to produce algorithms in order to compute trust and
decide its weight to add to Resnick’s formula for recommendation generation.

In this section, we present trust inferences as a method for using trust in col-
laborative filtering recommender systems, which helps alleviating the sparsity
problem as previously mentioned in Section 2.2.

3.2.1 Trust computation

One problem when using trust in a recommender system is the fact that
users involved in the system usually rate items, rather than give direct trust
statements of other users. That means, we need to somehow transform all
the information that has been expressed in the form of item ratings into trust
scores. And that requires a transformation method.

In order to achieve that, we consider the ratings that users have given to
items as the behavioral data required for the composition of their opinions.
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In Section 2.3.2, we claimed that similarity can be used as an expression
of trust between users: the more similar the two users are, the greater they
would trust each other. Based on that assumption, we compute trust scores
between users as their similarity in the form of Pearson coefficients, as it has
proven to be effective and suitable for this type of application.

Pearson coefficients take values between -1 and 1. The trust between two
users are considered higher when the Pearson coefficient is close to 1, and
they completely distrust each other when the Pearson coefficient value is -1.
A value of 0 would mean that there is no relationship established between
the two users.

3.2.2 Trust propagation

As we mentioned in Section 2.2 about weaknesses of collaborative filter-
ing recommender systems, there are cases in which insufficient information
makes the recommendation algorithms useless. This is also applicable to
trust-based recommender systems due to the lack of direct trust statements.
To deal with this problem, we adopt a method of inferring trust between
users without direct associations (or no co-rated items/products). Figure
3.1 describes the idea behind trust inferences.

Suppose that users S and I have rated products P, and users I, T have rated
products P,. Classic collaborative filtering will associate user S with user I,
and user I with user 7, but not user S with user 7. However, transitive ap-
proach would recognize the associative relationship between user S and user
T and infer it indirect association.

In this way, it is possible to infer trust between the source user S and the
target user T through the intermediate user I. If we continue this process,
trust is propagated in the network and more users are connected, even if they
have no co-rated items.

As an intuitive example for trust propagation: if Alice wants to buy an used
camera and Dave wants to sell one. Alice does not know Dave and therefore
she is not sure whether she should trust his description about the camera.
However, Alice knows Bob and Carol, and they both know Dave. In this
case, we can apply trust metrics to suggest to Alice to trust (or not) Dave,
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Figure 3.1: Trust inferences

leading to her decision to buy or not buy his camera.

This example of trust propagation also implies the existence of trust paths in
the network. Combination of consecutive direct associations between all in-
termediate users creates a trust path from a source user to a target user. The
length of a trust path is the number of associations that one needs to traverse
in order to reach the target user. If the target user cannot be reached by the
source user, the length of the supposed path is considered infinite. Direct
associations are of length 1.

There might exists several trust paths from a source to a target user, result-
ing in several different inferred trust values between them. To obtain the
final inferred trust value between them, we compute the average of inferred
trust values from all the trust paths.

3.2.3 The algorithm

1. The inferred trust algorithm starts with computation of direct trust
scores between users. While computation of trust in direct associations
is based on user-to-user similarity, for length-£ associations we need to
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adopt a transitivity rule that facilitates the computation of the inferred
trust between the source user and the target user.

. To compute the trust value between user S and user 7T through an
intermediate user N, we need to compute the inferred trust Tg_,, =
Ts_.n @ Ty_r. Here we employ the symbol & to denote that we need
to apply a "special operation" in order to compute the inferred trust
in the path.

We assume that the role of each trust score between a pair of users in
the equation is proportional to the number of their co-rated items. If
I, is the set of items that user u, has rated, and n(1, ) is the cardinality
of the set I, then the "special operator" @ is interpreted as:

Tsr = Ts . nBTNn_7

n(IsﬂIN) H(INOIT)
(n([SﬂIN)—i—n(INﬂ[T)’ s N‘ n(ISﬂ[N)—i—n(INﬂIT)‘ N T|)
-+, Zf TS—>N >0 and TN—>T >0
where @ s -, Zf Te . n >0 and Tvor <0
-, ’Lf To .y <0 and Tyx_7 >0
not applicable, if Ts .y <0 and Tn_7<O0

The intuition behind this computation is that:

e If user S trusts user N and user N trusts user T then it is inferred
that user S trusts user 7.

e If user S does not trust user N and user N trust user T then it
is inferred that user S does not trust user 7.

e If user S trusts user N and user N does not trust user 7' then it
is inferred that user S does not trust user 7.

o [f user § does not trust user N and user N does not trust user
T then inference is not applicable and the length of the supposed
path between user S and user T is considered infinite (as previ-
ously mentioned by distrust propagation).
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If we continue this process, we will be able to compute the trust score
between a pair of users through any number of intermediate users. We
denote N = {N;: i=1,2, ...,k} is the set of all intermediate nodes in
a trust path that connects user S and user 7T, then their associated
inferred trust is given by the following equation:

Tsor = (Tsom ©® Tvy—ny) & ) @ Ty o1y, ) ® Tiv—r)

As a simple example, consider the following:

e Alice trusts Bob 0.7.
e Bob trusts Carol 0.35.
e Alice and Bob have co-rated 5 items.

e Bob and Carol have co-rated 2 items.

Then inferred trust score that Alice may give to Carol is calculated as
the following:

TAliceHBob X n([Alice N [Bob) + TBobHCarol X n<[Bob N [Carol)

T Lce—
AliceCarol n([Alice N [Bob) + n(IBob N [C'arol)

0.7%x54+0.35 x 2
542

= 0.6 .

And another example:

e Alice trusts Bob 0.7.

e Bob trusts Carol -0.35.

e Alice and Bob have co-rated 5 items.
e Bob and Carol have co-rated 2 items.

Then inferred trust score that Alice may give to Carol is calculated as
the following:
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TAliceHBob X n([Alice N [Bob) + TBobHCarol X n(IBob N [Carol)

n([Alice N [Bob) + n([Bob N ICarol)
0.7x5+0.35x%x2

5+2

TAlice—>C’arol = -

= —0.6 .

We compute the average of all the inferred trust scores that are associ-
ated with each of the trust paths to obtain the actual predicted trust
score.

3. Finally, we compute the predictions by using the Resnick’s formula,
using trust scores as weighted coefficients.

3.3 EigenTrust

EigenTrust is a global trust algorithm. It is the most cited trust algorithm
for P2P networks. In EigenTrust algorithm, the global reputation of each
peer ¢ is given by the local trust values assigned to peer i by other peers,
weighted by the global reputations of the assigning peers.

3.3.1 Local trust scores

As previously mentioned, the local trust score trust;; between user ¢ and
user j can be computed from the similarity between them. However, we
need to normalize them somehow to prevent malicious peers from subverting
the systems by making their local trust values high. We defined a normalized
local trust value ¢;; as following:

mazx(trust;;,0)
Cij = .
! >_;max(trust;;, 0)
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3.3.2 Global trust scores
After obtaining the normalized local trust values, we wish to aggregate them
to get the global trust values. Generally, peer 7 can ask its acquaintances

for their opinions about other peers that ¢ doesn’t know, then weight their
opinions by the trust that 7 places in them:

ik = E CijCjk -
J

where t;;, is the trust that peer ¢ places in peer k£ based on asking 4’s friends.
Rewrite the formula in matrix notation we get:

tl' = CIC,L' .
where C'is a matrix with entries ¢;; and ¢; is a vector containing the values ¢;;.

In this way, each peer will gain a wider view of the network, other than
only his own experience about other other peers. Peer i also wish to ask his
friends’ friends (¢t = (C')%¢;). If he continues this manner, (¢t = (C')"¢;), he
will have a complete view of the network after n = large number of iterations.

If n is large, the trust vector ¢; will converge to the same vector for every
peer .

3.3.3 The algorithm

Although EigenTrust algorithm is target at P2P systems, the basic Eigen-
Trust algorithm ignores the distributed nature of P2P network and thus can
apply to regular systems.
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Y

repeat
tk+) = Ok
el |

Y

until < ¢;

Table 3.1: Simple non-distributed EigenTrust algorithm

In the above algorithm, e is the m-dimensional initialization vector (m is the

number of users). Coordinates of e represent a uniform probability distribu-
1

tion over all m peers, e¢; = .
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Chapter 4

Methodology

4.1 The dataset

In order to compare the results of different recommendation techniques, we
use a dataset from the MovieLens movie recommendation site [1]. The
dataset consists of 100.000 ratings on a scale of 1-5 from 943 users on 1682
movies. Rating-record is defined to be a triplet (user, movie, rating). Each
user has at least 20 ratings. The user-item matrix produced from the database
is sparse, with values in 6% of its entries.

Table 4.1 lists the database statistics.

Overall average | Average number | Average number

of ratings of ratings to each | of ratings by each
movie user

3.53 60 106

Table 4.1: Database statistics
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Figure 4.1 shows the histogram of all ratings.

x 10

Figure 4.1: Histogram of all movie scores

The above histogram and average score show that users tend to rate movies
they liked (high score) more than movies they disliked (low score).
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Figure 4.2 shows the histogram of the number of ratings given to each movie.
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Figure 4.2: Histogram of number of scores given to each movie

The histogram shows that while some movies have more than 500 ratings,
many others have 10 ratings or less.
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Figure 4.3 shows the histogram of the number of ratings given by each user.
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Figure 4.3: Histogram of number of scores given by each user

This histogram shows that, while some users rated as many as 700 movies,
many others rated the minimum allowed (20).
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Figure 4.4 shows a graphical representation of the database.
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Figure 4.4: Graphical representation of rated movies

This graphical representation implies that when the database was estab-
lished, each new user was provided with a more elaborate list of movies, so a
new user (high user ID) tends to rate a wider range of movies. It is also ob-
vious that movies with higher IDs (recently added movies) were given fewer
ratings than those with lower IDs (old movies).

We then divide the dataset into pairs of training sets and test sets according
to different ratios. We call this training ratio and denote it by z. A value
of z = 0.2 means that we divide the 100.000 ratings dataset into 20.000
train cases and 80.000 test cases. The training set is used as input for the
algorithm. After that, the predicted results will be compared against the test
set to evaluate the algorithm’s performance.
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4.2 FEvaluation Metrics

In recommender systems literature, several types of evaluation criteria have
been proposed for evaluating the success of a recommender system. Here we
only consider the quality of prediction, because we are only interested in the
output of a recommender system for the evaluation purpose.

e (Coverage. Coverage metrics evaluate the percentage of items that the
system could provide predictions. The importance of coverage depends
on the requirement of particular applications. Some applications may
require predictions for most items in the database. Others may choose
to compromise coverage for improved accuracy, for instance, systems
that choose to have small neighborhood sizes of the most similar users.

Almost all the experimental results demonstrated in this thesis had
maximal coverage. Maximal coverage would probably be a little less
than 100% because there may be no ratings in the data for certain
items, or because very few people have rated an item, but those people
have no correlation with the target user.

We compute coverage as percentage of items in the test data set that
the system was able to produce a prediction.

e Statistical accuracy. Many metrics have been introduced to assess the
accuracy of a collaborative filtering system. They are divided into two
main categories: statistical accuracy metrics and decision-support ac-
curacy metrics.

— Statistical accuracy metrics evaluate the accuracy of a filtering sys-
tem by comparing the numerical predicted rating values against
user actual rating values, over all the items that have both pre-
dictions and ratings. Some of the most frequently used metrics
are Mean Absolute Error (MAE)|25, 27|, Root Mean Squared Er-
ror (RMSE)|25], and Correlation between ratings and predictions
[25, 14].
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— Decision-support accuracy metrics evaluate how effectively a pre-
diction engine could help a user select high-quality items from the
set of all items. They are based on the assumption that for many
users, filtering is a binary process - either they will or will not
take the item. With this observation, the difference between a
prediction of 1.5 and 2.5 is irrelevant if the user only chooses to
consider the items recommended with a prediction of 4 or higher.
The most commonly used decision-support accuracy metrics are
reversal rate, weighted errors and ROC sensitivity |24].

Related papers show that MAE is consistent with other metrics and
proves to be the most widely used. In addition, it is easy to interpret
directly, hence, we used MAE as our choice of evaluation metric to
report prediction experiments.

If n is the number of actual ratings in an item set, then MAE is de-
fined as the average absolute difference between the n pairs (p;,r;) of
predicted ratings p; and the actual ratings r;:

MAFE — i [P — il '
n

The lower the MAE, the more accurate the overall prediction is, allow-
ing better recommendations to be formulated.
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Chapter 5

Results and Evaluation

In this chapter, we present the experiments we have conducted for evaluating
the performance of three different algorithms for recommender systems. The
dataset used is MovieLens as described in Section 4.1. The dataset is then
divided into different pairs of training sets and test sets by different train-
ing ratios. First, we list the experimental steps we follow, then we present
the actual experiments results and finally, the results are discussed. Each
algorithm’s result is evaluated with regard to MAE (see Section 4.2) and
compared to results from a pure collaborative filtering algorithm. The results
are presented graphically in order to give a visual grasp.

As a very first step, we tried three very simple, trivial, non-personalized al-
gorithms. The first algorithm simply returns 5 as the predicted rating a user
would give to an item. This trivial algorithm is not meaningful from a point of
view of recommender systems, because it does not allow to differentiate and
prioritize the different items. However, it allows us to start exploring which
MAE a simple algorithm would achieve. As can be seen from the result table
5.1, this algorithm works badly (the MAEs over all the ratings are around
1.45). The reason for the bad performance is that in our dataset, most of the
rating values are not 5, and the median rating value is 3.53 (see Section 4.1).

The second trivial algorithm predicts the rating value as the mean of all the
ratings provided by one user. The third trivial algorithm predicts the rating
value as the mean of all the ratings given to one movie. We observed that
these two algorithms achieve not so bad performance, especially when we
compare them with more complex algorithms as we will do in the following.
In addition, the latter seems to perform better than the former because it
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produces smaller MAEs. That is also the reason we choose the movie average
approach in our attempt to fill in the sparse user-item matrix used in the
LSI/SVD algorithm (see Section 3.1.3).

Prediction Algorithms
Always 5 User Average | Movie Average
0.2 1.4685 0.8794 0.8574
° 0.3 1.4673 0.8557 0.8430
® 0.4 1.4652 0.8496 0.8352
50 0.5 1.4625 0.8487 0.8326
= 0.6 1.4603 0.8491 0.8305
£ 0.7 1.4607 0.8488 0.8286
= 08 | 1.4641 0.8502 0.8285
0.9 1.4412 0.8472 0.8231

Table 5.1: Non-personalized prediction algorithms MAE
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training ratio

Figure 5.1: Non-personalized algorithms

In all the above and the following experiments, we use different algorithms
only for calculating the weighted factors. After that, the predictions are all
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computed using Resnick’s formula:

n
Pa,i = Tq+ Z wa,u(ru,i - Fu) .
u=1

5.1 LSI/SVD

5.1.1 Experimental steps

We started by loading a training data set into data matrix R representing a
rating on 1-5 scale, if the user ¢ doesn’t rate the movie j then the entry r; ;
is 0. We then performed the following experimental steps.

e We computed the average ratings for each user (row average)and for
each movie (column average).

e We filled the matrix by replacing each 0-entry in the matrix with the
corresponding column average (average rating for the movie).

e We normalized the matrix by replacing each entry r;; in the matrix
with (r;; — r;), where r; is the row average of the i'" row (average
rating for the i'" user).

e We used MATLAB to compute the SVD of the filled and normalized
matrix, obtaining the three SVD component matrices U, S, and V’. §
is the matrix that contains the singular values of matrix R sorted in
decreasing order.

e We computed the reduced matrix Sy from S by keeping only £ largest
singular values.

e We computed the square root of S, and computed the matrix products
UkS;/ % and Skl;/ V' As previously mentioned, the dot product of a row
from UkS,i/ ? and a column from S ,1/ 2V will give us a prediction score.
Therefore, the entry p;; of the matrix product P = UkS;/Z.S;/Q.V’ is
the prediction score that the i** user would give to the j* movie.

e Finally, we denormalized the matrix P by adding the user average back
into each prediction score. To compare the quality of SVD-based pre-
diction, we computed the MAE of the prediction scores, and compared
it with the MAE of a classic collaborative filtering prediction scores.
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This CF prediction algorithm employed the cosine vector similarity to
produce predictions.

We repeated the entire process for £ = 2, 5-21, 25, 50 and 100, and found
14 to be the most optimum value as shown in Figure 5.2. We then fixed this
value for k and changed the training ratio z from 0.2 to 0.9 (increment step
is 0.1) for testing the sensitivity of the algorithm on different sparsity levels.
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Figure 5.2: Determination of optimum value of k
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5.1.2 Results

Figure 5.3 describes the results for our experiment. The data sets were gener-
ated from the database of 100.000 ratings, by varying the sizes of the training
ratio x. The different values of x were used to determine the sensitivity of
the different techniques on the sparsity of the training set (the smaller the
ratio, the higher sparsity level of the training data set).
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—f— SVD
0.84r =—&— Pure CF |

0.83 i

0.82 b

0.81f b

0.8 i

MAE

0.79 b
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0.77 b

0.76 b

0-75 | | | | | | | |
0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

Training ratio ()

Figure 5.3: SVD vs. CF-Predict prediction quality
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5.1.3 Discussions

From Figure 5.3, we observe that for small training ratio z (z = 0.2), SVD-
based predictions are better than the classic CF predictions. However, for
greater values of z, the classic CF predictions are better. This observation
suggests that classic CF algorithms are susceptible to data sparsity, because
the neighborhood formation process is hindered by the insufficiency of train-
ing data. Meanwhile, SVD based prediction algorithms can alleviate the
sparsity problem by utilizing the latent relationships. As the training data is
increased, both SVD and classic CF prediction quality improve, but the im-
provement of classic CF prediction surpasses the improvement of SVD-based
prediction approach.

Overall, the results are encouraging for the use of LSI/SVD in collabora-
tive filtering systems. The LSI/SVD algorithm provides quite good quality
predictions.

5.2 Trust Inferences

5.2.1 Experimental steps

We started by loading a training data set into data matrix R representing a
rating on 1-5 scale, if the user ¢ doesn’t rate the movie j then the entry 7; ;
is 0. We then performed the following experimental steps.

e We first built up the trust scores between users by using Pearson cor-
relation method. The results were the direct trust scores between users
(1-HOP). They would be used for the classic CF algorithms. In this
experiment, we ignored the propagation of distrust, so we just kept the
trust scores which are larger than 0.

e We computed the inferred trust scores for pairs of users whose trust
scores were not achieved by our first attempt. The inferred trust scores
were calculated through one intermediate user (2-HOP).

e Finally, we computed the predictions by Resnick’s formula, using com-
puted trust scores as weighted coefficients. We used 0.4 as our thresh-
old for calculating predicted rating scores, so we only considered the
neighbors who gained trust scores of 0.4 or greater.
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5.2.2 Results

Figures 5.4 and 5.5 describe the results of our experiment. We would like
to test the algorithm’s performance by both measures, coverage and MAE.
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93r R
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Training ratio

Figure 5.4: Trust inference vs. CF-Predict prediction coverage
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Figure 5.5: Trust inference vs. CF-Predict prediction quality

5.2.3 Discussions

By propagating trust, it is possible to reach more users and hence predict
a trust score for more of them and to count them as neighbors, so it helps
increase the prediction coverage. This can be seen from Figure 5.4, the
prediction coverage of 2-HOP is greater than that of 1-HOP in all tests run.

As far as statistical accuracy is concerned, we observe that the 2-HOP al-
gorithm slightly outperforms the 1-HOP classic collaborative filtering for all
the sparsity levels. From Figure 5.5, we also notice that the quality of pre-
dictions depends on the sparsity level. In cases that data is more sparse, we
can see more clearly the prediction quality of 2-HOP is better than that of
the classic 1-HOP algorithm.

So, we would conclude that the trust inference algorithm helps deal with the
sparsity problem. It is able to provide high-quality predictions even when
information is insufficient.
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5.3 EigenTrust

5.3.1 Experimental steps

An additional experiment we performed is to test the performance of global
trust metrics for trust-based collaborative filtering recommender systems.
We performed the following experimental steps:

e We first built up the local trust scores trust;; between users by using
Pearson correlation method. We considered only the positive trust
scores.

e We normalized the local trust scores to as the following:

mazx(trust;;,0)
Cij = :
“ > maz(trust;;,0)

e We initialized the trust vector by assigning the value % to every peer i,
where n is the number of peers.

e We then applied the basic EigenTrust algorithm to obtain the global
trust vector whose coordinates are global trust scores of each user in
the system.

e Finally, we computed the predictions using the Resnick’s formula, with
global trust scores as weighted coefficients.

5.3.2 Results

We tested the algorithms over 5 different pairs of training sets and test sets
with training ratio of 0.8. The MAE was computed for each experiment. The
experimental results are illustrated in Figure 5.6.
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Figure 5.6: EigenTrust vs. CF-Predict prediction quality

5.3.3 Discussions

As can be seen from Figure 5.6, the performance of EigenTrust algorithm
is worse than that of classic collaborative filtering algorithm. This might
indicate that a global trust metric is not suited for a trust-based recommender
system, although it has proven to successfully alienate malicious peers in P2P
systems |3].

EigenTrust algorithm gives the same trust scores for each user. In the ex-
periment, we use the global trust score as the weighted coefficient in the
prediction formula. Hence, the result is not personalized while in a recom-
mender system, the purpose is to leverage individual different opinions and
not to merge all of them into a global average. The reason behind the bad
performance is that globally trusted users tend to be peculiar in their rating
patterns and provide more varied ratings so that averaging them generates
larger errors.

5.4 Discussions

As far as statistical accuracy is concerned, by conducting the above exper-
iments, we reach the following conclusions about the performance of the
prediction algorithms:
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e Singular Value Decomposition (SVD) has proven to be effective in rec-
ommender systems. This technique can drastically reduce the dimen-
sion of the ratings matrix, leading to very fast online performance be-
cause it requires just a few simple operations for each recommendation.
Therefore, it helps to deal with scalability problem in collaborative fil-
tering approach, yet it is capable of providing high quality predictions.
Besides, SVD technique could be used in other ways, such as using SVD
for neighborhood selection, or using SVD to create low-dimensional vi-
sualizations of the ratings space.

e Trust-aware algorithms are effective in recommender systems. Espe-
cially, when the level of sparsity is high, local trust propagation tech-
niques have proven to perform well. However, global trust metrics are
not appropriate for trust-aware recommender systems due to their non-
personalized nature.

e Finally, simple algorithms seem very effective, at least in our chosen
MovieLens dataset. This might be good news for small e-commerce
sites who would like to use a recommender system as an add-on with-
out having to spend so much effort on it. If this is a case, they would
not need to employ expensive techniques while still could achieve rea-
sonable quality recommendations based on simple, non-personalized
techniques.

In all our experiments, we use MovieLens dataset in which each user has
given rating to at least 20 items, therefore, the dataset is quite dense. It
is still an open point to understand how much the performance of different
algorithms is affected by the different datasets.

Another concern is that, the MovieLens dataset does not include trust rat-
ings. In experiments of trust-based algorithms, we computed trust infor-
mation by Pearson coefficient technique, based on the assumption that user
similarities have a strong connection with trust values they would place on
each other. In the future, we would like to test the trust-based algorithms
over datasets which provide real trust rating information.
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Chapter 6

Security and privacy issues in
recommender systems

Recommender systems have proven to be effective in helping users deal with
the problem of information overload. However, they also raise serious privacy
and security concerns. In order to provide high quality recommendations,
RSs need to collect the personal information and this raises the risks of expo-
sure of that information. In addition, malicious users can manipulate their
ratings to inappropriately change the items that are recommended (bias).
Or they can sabotage the recommender systems by using denial of service
attacks or defacement of the front page.

Figure 6.1 shows high-level data flow between a user and a recommender
system: the user gives personal information in return for predicted prefer-
ences. The recommender system consists of three components: the model
builder, the data store and the predictor engine.

e The model builder selects, combines, and computes a user model from
personal information.

e The data store holds the results of model building as well as any other
information needed for the application.

e The predictor uses the model to predicts preferences.

The model also encounters the same security issues as the classic client-server
model: man-in-the-middle attacks, denial of service attacks, hacking into the
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Figure 6.1: Conceptual model of the interaction between a user and a rec-
ommender system

server... Therefore, we will not consider those in this section. We will focus
only on issues specific to recommender systems.

6.1 Privacy in recommender systems

6.1.1 Privacy risks of information

A recommendation algorithm requires input from the users before it could
produce recommendations. The more input it collects, the more accurate
recommendations it can provide, but also the risk of unwanted personal in-
formation exposure increases.

Recommender systems aggregate user preferences in ways similar to statis-
tical database queries, which can be exploited to identify information about
a particular user. There is the direct risk that someone will learn informa-
tion that the user wished to keep private. There are also indirect risks of
re-identification, that is, finding information about a user in one system that
could identify her in another system. This is especially true for users with
eclectic tastes who rate products across different types or domains in the
systems. These straddlers highlight the conflict between personalization and
privacy in recommender systems: while they enables serendipitous recom-
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mendations (see Section 1.1), straddlers can be used to uncover identities
and reveal personal details.

Revealing identifying information could lead to identity theft attacks. How-
ever, the sensitivity of information may vary from domain to domain and from
time to time. In some domains, users may be open to sharing their tastes
with others, while in other domains, such as medical information, users may
have serious concerns about sharing their preferences with anyone.

6.1.2 Privacy preserving for recommender systems

We note that the dimensional reduction technique based on SVD also has
properties to protect users’ privacy. That is, it offers high compression of the
original data, and therefore good protection of user data. In other schemes,
such as Pearson correlation or trust-based collaborative filtering techniques,
the whole user dataset is used to generate recommendations, therefore, they
are exposed more to privacy risks.

As previously mentioned, collaborative filtering recommender systems are
very much similar to statistical database queries. Hence, privacy preserv-
ing techniques for data mining could be applicable to them. Some of the
techniques are listed as follows [29]:

e Heuristic-based techniques like adaptive modification that modifies only
selected values that minimize the utility loss rather than all available
values.

e Cryptography-based techniques like secure multi-party computation
where a computation is secure if at the end of the computation, no
party knows anything except its own input and the results.

e Reconstruction-based techniques where the original distribution of the
data is re-constructed from the randomized data.

Users still can have a certain level of anonymity. They don’t have to reveal
everything in order for the system to be useful, and they have to trust the
company who owns the e-commerce site to use their information appropri-
ately. For example, recommender systems can work even if they don’t tell
a user who has similar tastes to her. And they ask her recommendations
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to suggest things to other people, but they don’t have to tell her who will
benefit from her suggestions. They don’t have to tell the people receiving the
suggestions who they get the suggestions from. In this way, the recommender
systems can actually work anonymously.

Anonymous techniques allow users to reveal their data without disclosing
their identity information. However, there are cases when the recommender
system owner would need to identify malicious users or competing compa-
nies, who intentionally subvert the system by their ratings. Therefore, it is
important for the recommender system owner to be able to verify the identi-
ties of the users in order to guarantee the quality of the recommender system.

The privacy issue in recommender systems is interesting. However, it should
not be the reason that stops users from using them. To the best of our knowl-
edge, no recommender systems that take into account privacy concerns have
been yet designed. Recommender systems are just add-ons to e-commerce
sites. They are not the thing that drives online shopping. If users want the
systems to be able to give personalized services to them, they have to trust
the people who run the system.

6.2 Security of recommender systems

Recommender systems are often used in e-commerce to provide high quality
recommendations and therefore can drive sales. That is also the reason these
systems are prone to manipulation from malicious producers or users. Here
we focus on a shilling attack, [5], which attempts to manipulate the recom-
mendations for a particular item by submitting misrepresented opinions to
the system.

6.2.1 Attack motivations

Recent research has shown that most popular algorithms employed in cur-
rent CF applications can be easily manipulated through biased profiles [16].
Attackers may create fake user profiles that highly rate a set of target items,
and then rate other items, in such a way that they become similar to many
other user profiles in the systems. This type of attacks is known as shilling
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attacks.

Different shilling attacks may have different motivations. Two straightfor-
ward motivations are to increase the ratings of certain target items in order
to have them recommended to more users (push attack), and to lower the
ratings of target items in order to have them recommended to fewer users
(nuke attack).

Another possible motivation is to simply damage the recommender system
as a whole; that is, to reduce the quality of the recommendation, resulting in
decreasing overall user satisfaction with the system, and eventually, users will
stop using it. The successful attack might benefit competing recommender
systems.

6.2.2 Required knowledge for attacks

In order to be able to maintain the attack for as long as possible before
being spotted and stopped, the attack may require attacks certain knowl-
edge about items, users, ratings, and algorithms in the target recommender
system. Generally, an informed attack will be more effective than an unin-
formed attack. Knowledge about the system such as ratings sparsity, ratings
distribution, and algorithm parameters can help in choosing which attack
to employ and in varying attack parameters to maximize effectiveness and
minimize detectability.

Furthermore, it might be beneficial that attackers wisely choose to target at
a target subset of users and a subset of items in a recommender system. For
example, it might raise suspicion if a heavy metal album is recommended
to a group of users who are interested in classical music and would have
absolutely no interest in such an album.

6.2.3 Defending against attacks

Shilling attacks may be addressed by developing attack-resistant algorithms
[15], or increasing the cost of obtaining identities [8]. Trust-based algorithms
have proven to be successful in preventing shilling attacks. O’Donovan et
al. [20] claim that an algorithm based on implicit trust scores that are com-
puted from the accuracy of past recommendations can make shilling attacks
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less effective.

The other approach, making acquiring identities more expensive, would pre-
vent an attack from even reaching the recommender algorithm. Some useful
techniques are using CAPTCHA or requiring non-trivial commitment of re-
sources such as fee or computational ability.

There are more traditional cryptographic solutions of identity management,
such as, using a trusted third party to ensure each person can establish only
one identity. This approach can raise the cost of an attack, but also raises
privacy concerns because it requires users reveal their identity to use the
system. Furthermore, if the trusted third party is used in multiple systems,
then it becomes possible to track one person across them.
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Chapter 7

Conclusions

Recommender Systems (RS) have emerged as an important response to the
so-called information overload problem. They enable users to share their
opinions and benefit from each other’s. Recommender algorithms are best
known for their use on e-commerce Web sites to help users find products
they would appreciate from huge catalogues. They will become increasingly
important in the future as a key to automate mass customization for e-
commerce sites.

To date, there are basically two types of recommending techniques used on
the Internet: content-based - also dubbed item-item - recommenders and
collaborative filtering recommender systems. The interesting point of the
latter is that, knowledge about items is not required, it is based only on
the ratings of the user community. Therefore, they promise to scale well to
large databases. The traditional collaborative filtering techniques are able to
provide high-quality recommendations by leveraging the preferences of sim-
ilar users. However, recent researches have suggested that the traditional
focus on user similarity may not be sufficient. Additional factors, especially
trust may have an important role when it comes to making recommendations.

In this thesis, we study the different algorithms and the usage of trust to im-
prove the performance of collaborative filtering recommender systems. Our
experiments are done on MovieLens dataset and we choose MAE as our mea-
sure of prediction quality. The results show that the dimensionality reduction
method that uses LSI/SVD technique helps in providing better quality of rec-
ommendations.
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Trust is a concept that receives increasing attention by the research commu-
nity and currently be used in many online systems. In this thesis, we show
that trust also has positive impact on overall prediction error rates, and local
trust metrics for propagating trust allows us to achieve better prediction cov-
erage. However, global trust metrics may not be appropriate for trust-aware
recommender systems due to their non-personalized nature.

In conclusion, recommender systems are creating value for both e-commerce
sites and their customers. There is not only one recommender system for the
whole world, each site chooses its own recommender system that fits their
needs and their condition the most. One big challenge faced by recommender
systems is how to collect sufficient data to make high-quality recommenda-
tions, especially for new users to keep them stay. There is a possibility that a
group of e-commerce sites should share information about their users. How-
ever, such a group needs to assure that the privacy of users will be carefully
taken care of.
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Usaldusmehhanismide valik
soovitussusteemides

Magistritoo
Nguyen Hoang Anh
Kokkuvote

Soovitussiisteemid (Recommender Systems) on vilja pakutud voimaliku la-
hendusena informatsiooni iilekiilluse probleemile. Nad aitavad kasutajatel ja-
gada iiksteisega oma arvamusi. Tuntuim soovitusalgoritmide rakendamise
koht on e-dri veebisaidid, kus nad aitavad kasutajatel teha valikuid oma
hiiglaslikest tootekataloogidest. Need tooted voivad olla raamatud (néiteks
Amazon.com), filmid (néiteks Netflix), fotod (néiteks Flickr.com) voi ka vee-
bilehed (néiteks del.icio.us).

Kéesoleval ajal on internetis levinud pohiliselt kahte tiitipi soovitussiisteemid
— sisul pohinevad soovitajad ja iihisfiltreerimisel pohinevad soovitajad. Vi-
imaste huvitavaks omaduseks on, et teadmust soovitatavate esemete kohta
pole tarvis, toetutakse ainult kasutajate kogukonna antud hinnetele. See-
ga voib loota, et nad skaleeruvad hésti. Traditsioonilised tihisfiltreerimissiis-
teemid annavad korgekvaliteedilisi soovitusi, toetudes sealjuures sarnaste ka-
sutajate eelistustele. Siiski voib hiljutistest uurimistulemustest jareldada, et
ainult kasutajate sarnasusele toetumine ei pruugi olla piisav. Peale selle voib
olla tarvis arvestada ka muude teguritega, néiteks usaldusega.

Kaéesolevas magistritoos uurime me erinevaid algoritme ja usalduse kasu-
tamist tihisfiltreerimisel pohinevate soovitussiisteemide parendamiseks. Meie
katsed MovieLens andmekorpusel néitavad, et LSI/SVD-tehnikat kasutav di-
mensioonide viahendamise meetod aitab paremaid soovitusi anda. Usaldus
mojutab positiivselt ka {ildisi ennustamisvea hinnanguid. Samas ei pruugi
siiski globaalsed usaldusmeetrikad oma mitteisikustatuse tottu olla sobilikud
usaldustundlike soovitussiisteemide jaoks.
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Votmesonad: Soovitussiisteemid, tihisfiltreerimine, usaldus, LSI, SVD, Eigen-
Trust, usalduse tuletused.
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