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Resümee/Abstract

Masinõppe kasutamine digitaalse vaatajaskonna mõõtmiseks

Viimastel aastatel on masinõppe valdkond olnud tunnistajaks enneolematule huvi ja rakenduste
kasvule erinevates valdkondades. Vaatajaskonna mõõtmise liider Kantar Media eesmärk on
rakendada masinõpet publiku mõõtmise tehnikate täiustamiseks ja revolutsiooniliseks muut-
miseks. See lõputöö demonstreerib korduvate närvivõrkude ja tähelepanumehhanismide rak-
endamist. Vaatamata olemasolevatele vaatajaskonna mõõtmise lahendustele on neil piiranguid
kõrvalekallete andmete igakülgsel käsitlemisel. See lähenemisviis näitab, et sügava õppimise
võimendamine annab märkimisväärse testi täpsuse 97 protsenti. Siiski märgitakse ka, et teatud
kõrvalekalded kujutavad endast püsivaid ennustamisprobleeme.

CERCS: P176 Tehisintellekt, P175 Informaatika, süsteemiteooria [4]

Märksõnad: digitaalsed vaatajaskonnad, masinõpe, süvaõpe, korduvad närvivõrgud, tähelepanu

Using Machine Learning to Measure Digital Audiences

In recent years, the field of machine learning has witnessed an unprecedented surge in interest
and application across diverse domains. Kantar Media, a leader in audience measurement, aims
to apply machine learning to refine and revolutionize audience measurement techniques. This
thesis demonstrates the application of recurrent neural networks and attention mechanisms. De-
spite existing solutions in audience measurement, they exhibit limitations in comprehensively
addressing outlier data. The approach demonstrates that leveraging deep learning yields a re-
markable test accuracy of 97 percent. However, it is also noted that certain outliers present
persistent predictive challenges.

CERCS: P176 Artificial intelligence, P175 Informatics, systems theory [4]

Keywords: digital audiences, machine learning, deep learning, recurrent neural networks, at-
tention.
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1 Introduction

1.1 Aims of the Project
Kantar Media is a multinational company performing a multitude of services worldwide, of
which one task is to measure online audiences for video traffic [1] [3]. A primary compo-
nent of this measurement process involves the deployment of a focal meter, installed on WIFI
routers. The focal meter is situated in residences volunteered by individuals presumed to be
representative of the broader population of a given country. This approach is designed to afford
a nuanced understanding of the audience composition within a designated geographic context.
The acquired data, serves as a the basis for determining advertising pricing strategies [2], ex-
emplifying the utility of this method in contributing to the commercial landscape.

In addressing this challenge, the optimal resolution involves the focal meter intercepting all

Figure 1.1: Illustration of the task facing Kantar [24]

data packets transmitted through the WIFI network. However, the focal meter’s capability is
constrained to observing only the outbound traffic from the router, and does not have access
to the contents of packets transmitted with the https protocol. As a consequence, only limited
information, such as the domain name and quantity of certain packets, is discernible. The pri-
mary objective is to find the destination of the address based on the available domain name
data. Although Kantar currently employs a method to identify the end servers, its accuracy is
compromised and susceptible to obsolescence due to various factors. Consequently, Kantar is
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actively exploring alternative approaches, with machine learning emerging as a prominent can-
didate for replacing the existing methodology.

My task is to continue the work on this project previously handled by Josep Badia, my supervi-
sor at Kantar,

1.2 Challenges to Overcome
Notably, not all visited addresses are pertinent for Kantar, as the company is interested in mea-
suring audiences for a specific set of streaming services, including but not limited to Netflix,
Amazon, and YouTube, among others, totaling 25 websites of interest. Currently, Kantar em-
ploys a solution comprising a series of conditional statements, utilizing if else loops. Each
domain name of interest is initially associated with a distinct tag, manually linked to the server
corresponding to each country in which Kantar operates. Subsequently, when a tag is identified,
the focal meter quantifies the volume of data packets traversing through it. If the packet count
surpasses a predefined threshold indicative of substantial video traffic, it is assumed that video
content is likely being accessed on the identified domain.

Kantar faces several challenges in its pursuit of an effective solution for online audience mea-
surement [6] [5]. Firstly, the variation in buffering behaviors across devices introduces com-
plexity [17] [18], as certain applications may exhibit different domain names during similar
time intervals, particularly notable in the case of iOS devices, which pose an important chal-
lenge. Furthermore, the intricacies arising from shared servers, as exemplified by Amazon’s
ownership of both Twitch and Prime Video, necessitate a nuanced approach to accurately dis-
tinguish between the two entities.

Another main consideration is the exclusion of background applications from the analysis. The
goal is to identify the content actively viewed rather than to enumerate all open applications.
Ensuring uniform accuracy across all classes of interest is most important, as discrepancies
in classification accuracy among different websites could undermine client satisfaction. The
challenge is to achieve consistent and high accuracy levels for each website classification. Ad-
ditionally, the dynamic nature of web hosting infrastructures, with multiple servers distributed
globally and potential variations based on geographic zones, makes developing a solution that
exhibits robustness across diverse global locations an important task.

While Kantar has made significant improvements in addressing several challenges, a notable
obstacle remains in the discrepancy of protocols, particularly with iOS devices, leading to sub-
optimal outcomes in certain instances. The challenge lies in achieving consistent accuracy
across different devices, with iOS devices posing specific difficulties. Another concern is the
assessment of Kantar’s true accuracy, which is primarily conducted in controlled lab condi-
tions. The standard testing protocol involves individuals documenting their viewing activities
on a device, and then evaluating whether Kantar’s solution accurately discerns the content be-
ing accessed. However, the controlled nature of lab settings may not entirely replicate real life
conditions. It may introduce potential inaccuracies related to factors such as background appli-
cations, rapid app navigation, and improper device shutdown. Kantar’s self estimated working
accuracy ranges between 80 to 90 percent for most classes across diverse devices. However,
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Figure 1.2: Example of a Netflix higly aggressive bufferization on iOS. The first content is
streamed “normally”, while the second is bufferized aggressively

challenges persist, as accuracy can plummet to as low as 30 percent for certain classes, such as
Netflix on iOS devices.

The primary objective of this project is the development of a machine learning model capable of
associating a specific class with each timestamp throughout the day, thereby discerning the con-
tent transmitted through the router at any given time. The ultimate goal is to achieve accurate
predictions for multiple classes consistently across a diverse range of devices and countries. It is
imperative that the model demonstrates parity in accuracy across all classes, ensuring uniform
performance irrespective of the device or geographic location. This means not only accurate
identification of classes but also the establishment of a robust and adaptable framework capa-
ble of handling the unique challenges posed by various devices and countries. The successful
realization of this aim holds the potential to significantly enhance Kantar’s online audience
measurement capabilities, and leading to a more comprehensive and accurate understanding of
user behavior across the digital landscape.

1.3 Related Works
Measuring online audiences presents an intricate challenge, with various methodologies cur-
rently in use, including those employed by Kantar. Surprisingly, the application of machine
learning to this domain remains largely unexplored, with limited or no published literature on
the subject. To address this gap, a perspective is proposed that considers the data acquired
through the focal meter and its associated labels as constituting a simple language.

Furthermore, it is crucial to acknowledge the temporal constraints inherent in the data, where
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Figure 1.3: Example of a background app(Netflix) still generating data on the network while a
parallel one is playing (Twitch). Also note the iOS Netflix bufferization pattern, different from
the first example.

preceding iterations may exert influence on subsequent results, presenting a temporal depen-
dency akin to a time series. Consequently, this investigation aligns with scientific literature
encompassing natural language processing, NLP and time series analysis. By using techniques
from these domains, we aim to redefine the problem, viewing online audience measurement as
a language understanding task influenced by temporal dynamics.

In NLP literature, several influential methodologies have risen to solve language related tasks.
Transformer architectures, leveraging attention mechanisms, have gained widespread adop-
tion [9] [15]. Recurrent Neural Networks (RNNs) have also shown to be a prominent choice
[10], [12], [14], and hybrid approaches, combining both attention and RNNs, have been ex-
plored [13]. In the context of time series analysis, RNNs are used [7], often in conjunction with
attention mechanisms [16] [26]. The consensus from these works suggests that the combina-
tion of RNNs and attention mechanisms leads to superior performance, with each component
complementing the strengths of the other. Moreover, employing sequence to sequence tasks has
demonstrated significant efficacy [10], [21].

Given this landscape, the primary objective of this project is to start with a sequential RNN
framework and subsequently enhance its performance by adding an attention mechanism. By
using insights from both NLP and time series literature, this approach seeks to use the strengths
of sequential modeling and attention mechanisms to achieve an effective solution for online
audience measurement.
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2 Data

2.1 Collecting the Data
The dataset used by Kantar and in this project comprises two distinct components: data ob-
tained from the focal meter and corresponding ground truth data, both collected independently.
This data acquisition process took place within a controlled laboratory environment, where an
individual systematically used with various streaming services on multiple devices throughout
the day. The focal meter, linked to the WIFI router, recorded all outgoing data packets emerging
from these interactions.

The ground truth data is derived from meticulous documentation by the individual, who recorded
the precise start and finish times of app usages. These diaries are the most reliable approxima-
tion of ground truth, providing unequivocal insights into the activities occurring on a given
device at specific points in time. With it, the raw focal meter data contains the entirety of outgo-
ing internet packages, capturing the digital footprint of the user’s interactions. This dual source
dataset, combines observed focal meter data with meticulously recorded ground truth diaries,
forms the basis for the development and evaluation of the machine learning models aimed at
predicting online user behaviors.

2.2 Data from the Focal Meter
The primary component of the dataset comes from the raw data captured by the focal meter.
Mostly presented in the form of domain names to the server, this dataset includes additional
contextual information. The key attributes are: DateAud: The date on which the data was col-
lected. TsLocal: The timestamp in local time corresponding to when the data was recorded.
TsUtc: The timestamp in Coordinated Universal Time (UTC). URL: The domain name under
consideration, the prediction target. Mc Address: The address of the device generating the re-
quest. Meter ID: The identifier associated with the focal meter. Whitelist Tag: A tag generated
from the URL, constituting the primary method utilized by Kantar to find the corresponding
website. Duration: The duration of the request in seconds. Tcp Data, Tcp Sig, Tcp Ssl, and
Udp: Counts of the number of packages received in TCP and UDP protocols [19] [20].

During testing conditions, data collection contains every output from the WIFI network. In
these cases, the majority of the data is expected to be categorized as ”other” as most of the time
devices are either inactive or doing an activity not on the list. Also, when recording a date, data
spanning from 2:30 am on that day to 2:30 am on the following day is considered as part of that
particular day.
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Figure 2.1: Explanation on how the data is collected [24]

2.3 Ground Truth Data
Obtaining accurate ground truth data poses a significant challenge due to the difficulty of repli-
cating real life conditions. It is the complement to the focal meter data.

Similar to the focal meter dataset, the ground truth data includes the following attributes:
DateAud: The date on which the data was recorded. McAddress: The MAC address of the
device involved in the activity. StartTime and EndTime: The local times at which the activity
commenced and concluded. Activity: The specific activity undertaken by the device during the
recorded period.

The range of activities includes those falling within the desired classes as well as a general
”other” category, encompassing any activities not explicitly desired including the absence of ac-
tivity. This inclusive categorization ensures comprehensive coverage, even when no discernible
activity occurs. Same as for the focal meter data, the labeling spans the entire day, from 2:30
am to 2:30 am the following da. All activities are set into the designated classes or as ”other”.

2.4 The Transforms
The original code [24] implemented these transforms using SQL databricks, but I have since
redone all of them using pandas.
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Preparing the data for effective utilization by a neural network requires a series of transforma-
tions. The initial step involves separating the data based on MAC address, as each device’s data
is independent. This separation is therefore essential, and enables the option for individualized
training on each device in the next stages.

Determining the desired resolution of the end result is an important consideration. While the
ground truth data is labeled with up to one second precision, classifying every single second
may not be necessary or optimal. therefore, an arbitrary choice is made to divide each day into
intervals of ten seconds for every MAC address. This results in 8,640 intervals per day. Each
interval is then labeled based on the most present activity observed during that period. Conse-
quently, every timestamp within these ten second intervals is assigned a class corresponding to
its label in the ground truth data.computational efficiency.

Regarding the recorded data, the comprehensive URL is streamlined to focus only on the con-
stituent words within it. For instance, the URL ”https://edge.microsoft.com/” is disassembled
into two words: ”edge” and ”Microsoft.” Simultaneously, other parameters such as TCP data,
duration, and the like are transformed into words; for instance, a TCP data value of 1 is rep-
resented as ”tcpdata01.” Integrating all these words produces a representation containing all
information related to a package received by the focal meter, resulting in a phrase.

To organize and synchronize the data, the timestamp in Coordinated Universal Time is dis-
carded, aligning with the local time annotations used in the diaries. The next step involves a
merging process in which both the ground truth data and the raw data from the focal meter are
merged. The raw data is organized into ten second intervals, with all words from the requests
within each interval merged into a single phrase. Subsequently, the ground truth and raw data,
both now organized into ten second intervals, can be merged based on their temporal alignment.
Each data point collected from the focal meter is prefixed with a corresponding label.

Considering the buffering phenomenon associated with video playback, where a single request
may signify that the video was being watched for an extended duration, it becomes necessary to
incorporate temporal context for effective model training. To address this, for each timeband,
the phrases from the ten preceding timebands and the one immediately following are concate-
nated. Consequently, each timeband contains its own phrase along with information from the
twelve surrounding timebands, providing a total temporal span of two minutes and twenty sec-
onds of focal meter data within a single timeband. Therefore enabling to capture the necessary
context for predicting labels accurately.

In the final preparation step, a dictionary is constructed. Since RNNs operate with numerical
inputs, all unique words present in the concatenated phrases are added to the dictionary and in-
dexed. This process facilitates the conversion of words to numerical indices and vice versa. The
resulting dataset, is now ready for training machine learning models to predict user activities
based on focal meter data.
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3 Model Architecture

For the model the first approach is too use an RNN for sequence to sequence tasks. As men-
tioned before this method is able to perform the task required [10], [12], [14] with a reasonable
amount of computation power. In this projects case, calling the model sequence to vector would
be more accurate as the classification is an output. To achieve this the Pytorch deep learning
framework is used. Originally created by Josep at Kantar, I fine-tuned the model and meticu-
lously reviewed all the choices to ensure they aligned with scientific literature.

3.1 The Model
The Embedding Layer is the first layer in the network. It transforms discrete, categorical data
into continuous vectors. The layer takes in token indices, and maps each token to a dense vector
of a specified size. This mapping enables the model to interpret the tokens in a way that captures
semantic similarities and relationships. For example, words with similar meanings tend to have
closer embeddings in this high dimensional space. An embedding dimension of 128 is chosen,
enabling to capture enough information while also keeping the computational load in check.

Following the embedding layer, the RNN layers are the core of the model. An RNN is particu-

Figure 3.1: Architecture of an RNN encoder decoder architecture for sequence to sequence task,
in the projects case due to the classification task, the output is not a sequence [28]
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larly suited for processing sequences, as it maintains an internal state that captures information
about the parts of the sequence it has seen so far. GRU cells are chosen as the perform as
well as LSTM cells while needing less computation [8]. The model has 8 layers of GRU cells,
enhancing its ability to capture more complex patterns in the data at a cost of a potentially ex-
ploding gradient. The hidden size of 128 is chosen, as it is enough to capture the dependencies
in the data. The RNN is bidirectional, processing the sequence in both forward and backward
directions. This bidirectionality allows the model to have context from both past and future data
points, providing a more comprehensive understanding of the sequence.

After going through the RNN layers, the output needs to be transformed into a more usable
form for classification end goal. This is where the linear layers come in. These layers are fully
connected neural network layers that can transform the RNN output into a vector that corre-
sponds to the desired output format, in this case, the number of classes in the classification task.
The final output layer then maps this transformed output to the final output space. This would
actually make the model more of a sequence to sequence to sequence task

Finally, to improve the model’s generalization capability and reduce overfitting, dropout layers
are used [25] [27]. These layers randomly zero out a fraction of the output from a layer. This
random omission of units during training forces the network to not rely on any single input and
hence to learn more robust features that are useful in general.

Figure 3.2: Example of the activation of a simple neural network with and without dropout [29]

3.2 Training
For training a negative log likelihood loss function is used as it performs well on classification
tasks [22], as it outputs log probabilities across a predefined set of classes. The function offers
flexibility for adjusting the learning rate, batch size.

The training function always prepares the dataset for training by aligning its size with the spec-
ified batch size. During each training epoch, the model is trained on batches of data, and the
hidden state is managed to avoid backpropagation through the entire dataset. The Adam op-
timizer is used as, it is a popular choice in deep learning [23] [25], as it facilitates efficient
gradient based parameter updates.

The training function further incorporates dropout regularization to reduce overfitting during
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training [25]. The function keeps track of training and validation metrics, including loss and
accuracy, across epochs. The inclusion of validation allows for the assessment of the model’s
performance on an independent dataset.
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4 Experimental Setup

Once the machine learning model is developed, the next phase involves training the model on
the prepared dataset. During this training process, the primary objectives are to determine the
optimal training strategies that yield the best results and, if necessary, to fine tune or modify the
model for improved performance.

4.1 Data Splits
For this project, data was collected from four distinct devices with the objective of developing
a model capable of predicting the labels for all devices based only on the training from a single
device. The dataset contains varying durations of recorded data across these devices: 57 days
from a smartphone, 37 days from a PC, 23 days from a smart TV, and 10 days from an iPad.
This disparity in data availability presents a challenge, mainly for the smart TV and iPad, as not
every class label is represented daily. Consequently, establishing an ideal train test validation
split for these devices is problematic. it could potentially result in certain class labels being
absent from one or more of the split datasets.

Prior to data splitting, several important considerations must be addressed. Mainly, in a produc-
tion environment, the model is trained on historical data, therefore necessitating that the test set
comprises data from later dates. This approach ensures that the model’s predictions are based
on preceding training dates. Additionally, the main objective of the project is to facilitate cross
device prediction, where a model trained on data from one device is employed to predict out-
comes on multiple other devices. Therefore, the true test set actually consists of the data from
devices distinct from the one used for training. Consequently permanently an important testing
set for every device is permanently available, however since iPad is the most problematic device
it is still difficult to assess models trained on its data.

For the PC and smartphone datasets, the high amount of data allows a more generous allocation
to the validation and testing sets. Specifically, a 70/15/15 split is implemented for the PC data,
assigning 25 dates to the training set, and 6 dates each to the validation and testing sets. This
distribution is carefully calculated to ensure diversity in the representation of all class labels
across each dataset. In the case of the smartphone data, a comparable distribution strategy is
adopted, 25 dates are allocated to the training set, 6 to the validation set, and the remainder to
the testing set. It is important to note that expanding the training set to too large dates may pose
some problems. Firstly, it significantly increases the training duration. Secondly, a larger train-
ing set may inadvertently lead to overfitting, wherein the model not only learns the underlying
patterns but also the noise and outliers in the data, which can adversely affect its generalization
capability.
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For the iPad dataset, a constrained data splitting strategy is adopted due to limited availability
of the data. Consequently, 8 dates are designated for the training set, while only a single date
is allocated to each of the validation and testing sets. This configuration, while not ideal for
ensuring the representation of all class labels in the validation and testing sets, is deemed suffi-
cient. The primary validation of the model’s performance is predicated on its ability to predict
across different devices. Therefore, having only one date in the testing set can be considered
adequate, especially if this date encompasses the ’Netflix’ class, which has been identified as
particularly challenging. The inclusion of this class in the testing set is crucial to ascertain the
model’s capability to predict on the iPad data. Regarding the smart TV dataset, a less conser-
vative approach is taken. 17 days are assigned to the training set, and the remaining 6 dates are
evenly distributed between the validation and testing sets.

4.2 Hyperparameters
The next phase in improving the model’s accuracy involves the optimization of hyperparame-
ters. Given the constraints of time, it is assumed that variances in model performance across
different devices due to device specific hyperparameter tuning is negligible. Consequently, all
hyperparameter optimization experiments are conducted exclusively on the PC dataset. The op-
timized hyperparameters identified through this process are then applied to the models for other
devices.

The optimal hyperparameters found for the model are: a training duration of 100 epochs, a
learning rate set at 1e-6, and a dropout probability of 0.2. Utilizing these parameters, the model,
when trained on the PC dataset, achieves an accuracy of 97 percent on its testing set. A notable
achievement of this configuration is the absence of overfitting, as evidenced by consistent per-
formance across both validation and testing sets. However, the extended training time of around
12 hours required for 100 epochs poses a practical challenge. To address this, a modified train-
ing regimen is proposed, reducing the number of epochs to 20 while adjusting the learning rate
to 5e-6. This adjustment typically results in only marginally reduced performance of less then
one percent. But it offers a more time efficient approach while still maintaining a high level of
accuracy. This compromise between training duration and model performance is required for
effective model development as it allows the training of more experiments.

4.3 Further Tests
When evaluating the baseline model, which was trained on PC data, it performed exceptionally
well on the PC testing set. However, its effectiveness significantly diminished when applied to
predict iPad data. This discrepancy shows the need for additional experimentation to enhance
the model’s accuracy across all devices. The first step in this process involves assessing the
relevance of TCP and UDP packets as features. Given the possibility that these packets might
not contribute meaningfully to the model’s performance, and could potentially be acting as dead
weights. Training the model without these features is possible. This will help determine their
actual impact on the model’s predictions. Another area of investigation is the temporal context
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used in the model. Currently, the model utilizes data from 11 previous iterations and one sub-
sequent iteration for each timestamp. The efficiency of this approach can be re evaluated to see
whether simplifying the input to just the data of the current iteration can be enough, therefore
reducing the model’s complexity without compromising much its performance. To further en-
hance accuracy, particularly for a RNN architecture, the integration of an attention mechanism
can be helpful as mentionned in the Related Works chapter. Attention mechanisms have been
proven improve the performance of RNNs by enabling them to focus on the most relevant parts
of the input sequence [9] [15] [13], therefore improving their ability to capture long range de-
pendencies and nuances in the data, exactly as in the Netflix outlier case.
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5 Results

The current model shows great performances when tested on the same device as its training
data, achieving a 0.97 accuracy on the PC test set. This high level of accuracy is also observed
when the model is applied to data from the smart TV and the smartphone, with 0.94 accuracy
on the TV and 0.96 on the smartphone. However, as anticipated, the model’s accuracy declines
when predicting data from the iPad, with accuracy falling to 0.86. This decline is further am-
plified in the case of an outlier date as illustrated in figure 1.2, where accuracy drops sharply to
0.68. This significant decrease highlights the model’s struggle to accurately predict certain iPad
data, particularly those with outlier characteristics.

5.1 Additional Tests
The initial strategy to improve prediction accuracy on iPad data involves training the model only
with data from the iPad. In this setup, the training set comprises of only 8 dates, with one date
allocated to the validation and testing sets each. Making sure to include a problematic date in
the testing set is important to evaluate the model’s robustness in predicting complex scenarios.
Employing this approach, the model achieves a 0.90 accuracy on the problematic test date. To
better apprehend of the model’s performance when trained on iPad data, a series of identical
models are trained, with the only variation being the shuffling of dates in the dataset. The ag-
gregated outcomes from these models show an average accuracy of 0.93 on iPad data, which
is a notable improvement. However, the accuracy drops to 0.83 for both the smart TV and the
smartphone, and further declines to 0.72 for the PC data. These results suggest that training the
model only on iPad data, with its short dataset of 8 days, does not provide sufficient learning
for the model to fully capture the outlying cases of iPad buffering patterns.

The next solution is therefore to train with both PC and iPad data, with 8 iPad dates in the
training set alongside 8 PC dates. When doing this method, the test accuracy on PC is of 84
percent and 86 percent on iPad. However the 86 percent is only on the problematic date so the
true overall accuracy is probably slightly higher. It can be noticed that it cannot properly predict
PC data, therefore 4 more PC dates are added to the training. This raises the accuracy on PC
data to 95 percent and to 85 percent on iPad. The next approach to improve model performance
involves training with a merged dataset from both PC and iPad. In this method, the training set
contains an equal distribution of 8 dates each from PC and iPad data. This strategy seeks to
balance the learning process across both device types. The results from this combined training
show a test accuracy of 0.84 on PC data and 0.86 on iPad data. The 0.86 accuracy on the iPad
is achieved on the same problematic date, meaning that the true overall accuracy for iPad data
might be slightly highers.
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The initial model shows limitations in accurately predicting iPad data. To address this, the train-
ing set is augmented with 4 dates from the PC data, therefore increasing the total PC data in the
training set to 12 dates. This adjustment results in a good improvement in model performance,
increasing the accuracy on PC data to 0.95, having an accuracy of 0.85 on iPad data.

In more efforts to improve model performance, two methods were tested. Firstly, using only the
current timestamp’s Phrase. This approach, focused only on the phrase of the current timestamp
and excluded previous and subsequent iterations, gave a 0.96 accuracy on PC but only 0.76 on
iPad. Secondly, excluding TCP and UDP packet counts. Eliminating the numerical data of TCP
and UDP packets from the model led to a 0.97 accuracy on PC and 0.82 on iPad. While more
efficient in training, those methods showed lower accuracy and were not pursued further.

5.2 Attention
An attention mechanism in a model allows the network to focus on different parts of the input
sequence for each step of the output sequence [27]. It’s particularly useful in tasks where the
relevance of input elements can vary across different parts of the output [15]. For example,
in machine translation, certain words in the input sequence are more relevant when generating
specific words in the output sequence, in this case some input phrases may be more relevant for
certain classes or device.

Figure 5.1: Architecture of an RNN with attention, note that in this projects case the output is a
vector as the task is classification [28]
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The model is the same as before, but an attention mechanism is added. It starts with an embed-
ding. This layer is designed to map the decoder inputs, into a high dimensional space. It serves
as a first preparation step, transforming the decoder input into a form suitable for attention
computation. Then comes a linear layer that computes the attention weights. This is achieved
by taking the concatenated vector of the embedded attention input and the hidden state of the
RNN. The linear layer processes this concatenated vector, and the resulting output is passed
through a softmax function. The softmax output represents the attention weights, indicating the
importance or relevance of each part of the input sequence for the current output prediction.

After applying the attention weights to the RNN outputs to get a weighted sum, a linear layer
reshapes the attention applied output. It is an important step for aligning the dimensions of
the attention output with the next layers. Finally an additional RNN layer to process the out-
put. Post attention processing involves passing the reshaped, attention enhanced output through
another RNN layer. This layer refines the output by taking in account the attention focused
features, hopefully capturing more complex dependencies and contextual information that the
standard RNN layer might miss.

Implementing the attention mechanism in the model results in better outcomes. When the model
is trained exclusively on PC data, it achieves a 0.97 accuracy on the PC test set. The model’s
performance on iPad data also shows improvement with an overall accuracy of 0.91, but it
struggles on the problematic iPad date, where the accuracy drops to 0.75. On the other hand,
when the model is trained with a mix of both PC and iPad data, the accuracy on the PC test set
remains high at 0.97. More notably, the accuracy on the problematic iPad date sees a significant
improvement, reaching 0.83. While the attention mechanism does enhance the model’s per-
formance in cross-device predictions, its impact is more substantial when the model is trained
solely on PC data compared to a combined training approach with both PC and iPad data.

Trained on iPad Test Accuracy PC Test Accuracy Extra Information
PC 0.82249 0.97063 no tcp and udp packages
PC 0.76977 0.95635 only phrase of timestamp
PC and iPad 0.83747 0.85106 8 dates PC and iPad
iPad 0.93277 0.72648 none
PC and iPad 0.85196 0.94820 none
PC 0.85985 0.97622 none
PC 0.91854 0.96618 attention
PC and iPad 0.82768 0.96704 attention, 12 dates PC and

iPad

Table 5.1: Model Test Accuracies
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6 Conclusion and Future Works

In summary, the feasibility of employing machine learning, particularly RNNs, for surveying
digital audiences is entirely doable. These RNNs, whether augmented with attention mecha-
nisms or not, are largely effective in this purpose. However, it is important to note that certain
outlying cases can present challenges to the model’s accuracy and reliability.

To improve the performance and overcome these challenges, additional methods can be em-
ployed. Firstly, integrating a more complex attention mechanism, such as the multi head at-
tention found in transformer architectures. This form of attention allows the model to handle
multiple aspects of the data simultaneously, offering a more nuanced understanding of complex
patterns. Secondly, increasing the volume of training data from the iPad could be beneficial.
More data would provide the model with a wider array of usage scenarios, enabling it to better
learn and predict iPad-specific user behaviors, particularly in those outlier cases. As an alter-
native, performing some data augmentation would enable the model to train on additional data
without more being collected. Finally, using ensemble learning. This would involve using a
combination of models, each leveraging their strengths of the specific device or network they
were trained on.

21



Acknowledgements

Dyma for introducing me to machine learning

Naveed offering to co supervise the thesis despite not being a machine learning expert.

22



Bibliography

[1] Kantar.com, audience measurement https://www.kantar.com/expertise/audience-
measurement

[2] Hanne Teigum, Kantar.com, Unlocking the relationship between the viewer and the
screen
https://www.kantar.com/inspiration/advertising-media/unlocking-the-relationship-
between-the-viewer-and-the-screen 25.04.2023.

[3] Kantar, 100 years and counting: how centennial media brands stay relevant, Kantar.com
https://www.kantar.com/inspiration/100-years-and-counting—how-centennial-media-
brands-stay-relevant 05.10.2023

[4] Common European Research Classification Scheme (CERCS)
https://www.etis.ee/Portal/Classifiers/Index/26?
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Appendices

Figure 6.1: Examples of background activity that are not created by an active utilisation of the
device
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Figure 6.2: Example of a very different volume of data exchanged between two providers, one
using TCP and the other UDP
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