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The Hidden Cost of Autosave: Measuring Energy Usage in Text 

Editors 

Abstract: 

Software energy consumption is an increasingly important but underexplored aspect of global 

energy usage. With the increasing usage of portable devices, ICT solutions are expected to 

become a significant contributor to global energy consumption. However, developers currently 

have limited guidance on how to mitigate this impact. Background processes in software are 

easy to overlook, and developers may unknowingly choose energy-inefficient implementations 

of such features. This thesis looks into one such process: Autosaving in the case of desktop text 

editors. An empirical investigation was carried out to explore the real-world impact of 

overlooked energy inefficiencies. Common autosave operations (such as basic write, change 

tracking, and logging) were extracted and implemented from three open source text editing 

applications written in Python (novelWriter, Mu, and Leo). Using the Linux tool Perf, 900 

measurements were carried out across 30 test scenarios, tested under different file sizes (Empty, 

5KB, 50KB). Statistical analysis revealed that certain implementations produce a considerable 

energy overhead. Specific built-in features and write methods increase energy usage 

marginally. However, the most substantial energy savings were observed in the case of 

reducing save frequency, with one application showing potential to reduce its energy 

consumption by 83%. Based on these insights, four practical guidelines were proposed to help 

developers reduce the environmental impact of their software. The results highlight how small 

design choices can yield meaningful improvements in energy efficiency, supporting the 

broader goals of green software development. 

Keywords: Energy Profiling, Software Energy Consumption, Background Processes, 

Autosave, Green Software 

CERCS: P170 Computer science, numerical analysis, systems, control 
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Automaatsalvestuse varjatud kulu: energiakasutuse mõõtmine 

tekstiredaktorites 

Lühikokkuvõte: 

Tarkvara energiatarbimine on kiiresti kasvava olulisusega, kuid vähe uuritud osa 

ülemaailmsest energiakasutusest. Kuna kaasaskantavate seadmete kasutamine on kasvamas, 

siis prognoositakse, et tarkvara lahendused hakkavad tulevikus mängima märkimisväärset rolli 

maailma energiatarbimises. Arendajatel on praegu vähe juhiseid, kuidas seda mõju vähendada. 

Taustaprotsesside energiamõju tarkvaras on lihtne tähelepanuta jätta ja arendajad võivad 

teadmatult valida energiamahukamad lahendused enda programmidesse. Käesolev magistritöö 

keskendub ühele sellisele protsessile: automaatsalvestamine lauaarvuti tekstiredaktorites. Töö 

eesmärk oli uurida, milline mõju on energiatõhususel sellel protsessil reaalsetes 

kasutusstsenaariumites. Levinud automaatsalvestuse toiminguid (nagu faili kirjutamine, 

muudatuste jälgimine ja logimine) eraldati ja rakendati ümber kolmest avatud lähtekoodiga 

Püütonis kirjutatud tekstiredaktori rakendusest (novelWriter, Mu ja Leo). Linuxi tööriista Perf 

abil viidi 30 teststsenaariumis läbi 900 kontrollitud katset ja seda erinevate failisuuruste põhjal 

(tühi, 5KB, 50KB). Katsete statistiline analüüs näitas, et teatud lahendused lisasid 

programmidele märkimisväärse energiakulu. Leiti mõnedel juhtudel, et sisseehitatud 

funktsioonid ja faili-kirjutamise meetodid suurendavad energiatarbimist mõõdukalt. Kõige 

suurem potentsiaal energiasäästmisele eksisteerib aga salvestussageduste vähendamisel, 

näiteks sai ainult sagedust muutes vähendada rakenduse Mu puhul energiatarbimist 83%. 

Nende tulemuste põhjal pakuti töös välja neli praktilist soovitust, mille eesmärk on aidata 

arendajatel vähendada tarkvara keskkonamõju. Kokkuvõttes, käesolev töö tõestab et väikesed 

rakendulikud otsused võivad mõjutada energiakulutust märkimisväärselt, ning läbi nende saab 

liikuda rohelisema tarkvaraarenduse poole. 

Võtmesõnad: Energia mõõtmine, Tarkvara energiatarve, Taustaprotsessid, 

Automaatselvestus, Roheline Takvara 

CERCS: P170 Arvutiteadus, arvutusmeetodid, süsteemid, juhtimine 

(automaatjuhtimisteooria) 
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1 Introduction 

1.1 Context and Motivation for the Thesis 

Software runs on billions of devices, each consuming energy, making energy efficiency a 

critical aspect of software development, especially in portable devices, which are constrained 

by resources such as memory and battery. Gartner reported 245.3 million global PC shipments 

in 20241, while IDC’s estimate reached as high as 262.7 million2. Canalys reports that in just 

the first quarter of 2024, about 80% of desktop sales were down to portable workstations such 

as notebooks, reporting 45.1 million sales3. The widespread use of portable devices means that 

a high energy demand is being placed on the software they run. Inefficient software can 

increase power consumption, reduce battery life, and, as a result, affect the user experience and 

satisfaction with a piece of software. While significant progress has been made in improving 

hardware energy efficiency, the energy impact of software is often overlooked. Mancebo et al. 

[1] bring out the following reports regarding the role of software in worldwide energy use: 

Huawei Technologies predicted that by 2025, ICT will consume around 9% of the total 

consumption of worldwide energy use [2], whereas Jones projects that this could be 21% in 

2030 [3]. As energy consumption continues to rise, there is a growing emphasis on strategic 

actions, including the development of eco-friendly technology, with a large emphasis being put 

on this in Estonia’s Environmental Strategy for 2030 [4], [5]. This has increased the urgency 

for sustainable computing practices, motivating software engineers to focus more on creating 

energy-efficient, green software. 

Despite recognizing software’s role in global energy consumption, there remains a lack of 

knowledge and awareness among developers of how their coding practices influence energy 

usage. Studies indicate that a majority of programmers lack the necessary knowledge to assess 

and optimize the energy consumption of their software. Pang et al. carried out a survey to 

quantify the knowledge about energy consumption in software. They found that only 18% of 

respondents took energy into account during development, and 21% claimed to have modified 

software to reduce energy consumption [6]. Even small changes in energy consumption can 

have a large effect when considering the multiple users or systems that use the software. This 

 

1 https://www.gartner.com/en/newsroom/press-releases/2025-01-15-gartner-says-worldwide-pc-shipments-

increased-1-point-4-percent-in-fourth-quarter-of-2024  
2 https://my.idc.com/getdoc.jsp?containerId=prUS53061925  
3 https://www.canalys.com/newsroom/global-pc-market-q1-2024  

https://www.gartner.com/en/newsroom/press-releases/2025-01-15-gartner-says-worldwide-pc-shipments-increased-1-point-4-percent-in-fourth-quarter-of-2024
https://www.gartner.com/en/newsroom/press-releases/2025-01-15-gartner-says-worldwide-pc-shipments-increased-1-point-4-percent-in-fourth-quarter-of-2024
https://my.idc.com/getdoc.jsp?containerId=prUS53061925
https://www.canalys.com/newsroom/global-pc-market-q1-2024
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is why the integration of energy considerations into the Software Development Lifecycle is an 

effective way to increase energy awareness and ensure developers are more energy-aware of 

how certain types of processes are being implemented in their programs. 

Background processes are processes that do not require user intervention to function and are 

initiated and terminated automatically4. A given background process can be implemented 

differently depending on the needs of the software surrounding it. While each feature can 

usually be boiled down to a single operation, developers typically add additional operations to 

the overall minimal functionality of a given background process to improve other aspects of 

the software, such as maintainability, functionality, security, or performance. The addition of 

a specific operation may unknowingly increase the overall energy consumption of the feature, 

and as a result, the entire software. Measuring the energy consumption of software is a key way 

to quantify how energy-efficient a particular solution is, as well as to understand if a particular 

operation causes energy inefficiencies in a selected program. 

1.2 Problem Statement 

Background processes are program components that run in the background of an application 

or operating system. These processes are widespread and typically operate continuously 

without direct user interaction. Measuring the energy consumption of such processes is an 

important way to quantify whether a particular implementation is more energy efficient than 

another. However, Pang et al. [6] highlight that programmers lack the knowledge of how to 

accurately measure energy consumption and are not aware of the typical limitations that come 

with measuring consumption. In addition to this, they describe that even if the correct tools are 

available, programmers still have difficulty optimizing software energy consumption, as they 

are mostly unaware of the specific causes of increased energy consumption. Having more 

general guidelines to follow would help developers grow their knowledge on what is typically 

a more energy-efficient implementation. Inefficient background process implementations may 

drain laptop batteries faster or lead to high cumulative costs if many hundreds of employees 

are using the same application on multiple devices. Even small inefficiencies can impact user 

experience negatively. An example of a background feature that is generally underexplored is 

autosaving, which is commonly found in applications such as text editors. This feature silently 

saves data at regular intervals to prevent data loss, typically without being explicitly triggered 

 

4 https://en.wikipedia.org/wiki/Background_process  

https://en.wikipedia.org/wiki/Background_process
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by the user. This thesis investigates the energy consumption of the autosave functionality in 

text editors through controlled experiments using software-based energy measurements, 

aiming to assess its impact and identify opportunities for improved energy efficiency. 

Addressing the awareness gap by providing insights into the energy variations of different 

autosave implementations will provide developers with actionable insights for building more 

efficient and sustainable software in other types of applications as well.  

1.3 Research Goal 

The primary goal of this thesis is to investigate the impact of specific software feature 

implementations on energy consumption. This study focuses on the autosave feature, a 

common background process in text editors. The aim is to analyze how different 

implementations affect energy usage and to provide insights that help developers create more 

energy-efficient software. 

Based on this objective, the following research questions are formulated:  

• RQ1: What operations within the autosaving feature are most energy-intensive? 

• RQ2: How do different implementations of the autosave feature differ in energy 

consumption in desktop-based text editors? 

• RQ3: How do file size and save frequency impact the energy consumption of 

autosaving implementations in desktop-based text editors? 

• RQ4: What recommendations can be made for developers who implement the 

autosaving feature to minimize energy consumption in desktop software? 

1.4 Significance and Scope 

The broader topic of energy consumption in software spans various devices, platforms, and 

other aspects of software. It is important to define the finer scope of the research and 

experimentation. The focus of this thesis is narrow, so experiment results can be 

unambiguously traced to a single factor, the energy efficiency of autosave implementations. 

Other quality attributes, such as performance, maintainability, and security, will remain outside 

of the scope of this thesis. However, when building the guidelines of energy-efficient autosave 

implementations, some aspects may be briefly mentioned to not render the recommendations 

completely useless in case an energy-efficient implementation fails in other aspects. The 

experiments in this thesis will all be run locally on a Linux desktop and focus only on the 

autosaving functionality in text editors. Other unrelated features and application types will not 
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be explored. The application selection in this thesis will also be carried out amongst existing 

open-source applications, meaning that implementations are such that these are carried out in 

a real-world context for real users, increasing the impact of the results and significance. 

Once results have been found, the insights gained from them can be used to formulate general 

guidelines for developers. These can, first and foremost, be used to improve the implementation 

of features in the open-source applications from which they were extracted. If the application 

using the autosave feature has a large user base, the effects of a more efficient implementation 

can be multiplied, even if a few joules are saved. And for autosave, which is a process that is 

constantly running in the background, this could magnify even further when considering that 

users may use the selected application for hours. Insights can then be further extended to other 

text editors that use autosave. Some insights, such as specific types of file writes, may be broad 

enough to be used in other types of applications that feature autosave. The guidelines will be 

devised in a way that is general enough for beginners or long-term developers to understand 

and use in their applications, helping a large range of programmers make informed decisions.  

This thesis is structured as follows: Section 2 presents the background information relevant to 

this thesis, exploring background processes and the process of measuring energy consumption. 

In Section 3, related work and past studies are explored to fully understand which area of 

research needs the most investigation. In Section 4, the methodology for the experimentation 

is described. Various decisions regarding how experiments are carried out are explained in this 

section. Next, an overview of the results of the experiments by research question will be 

presented in Section 5, before findings are concluded with a discussion in Section 6.  
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2 Background 

All devices consume power, but the energy consumption of battery-powered devices is 

especially prevalent. Hardware advancements in portable devices have improved energy 

efficiency over the years. Components such as integrated circuits and microprocessors adapt 

dynamically to only use power when necessary, by either reducing clock rate or derating output 

performance5. Manufacturers also design components in a device in a way where system-level 

management strategies can be used, such as selectively enabling components (e.g., Bluetooth) 

or regulating temperature to reduce energy loss5. While these technologies improve energy 

efficiency on their own, energy-intensive software will drain a device's battery faster, 

regardless of how energy-efficient the hardware on the device is. Poor coding practices, such 

as inefficient algorithms, cause more usage of internal components, leading to more energy 

consumption. The energy-optimisation of software is less explored than hardware solutions, 

which is why it is important to explore how software can be optimised, as well as what features 

should be optimised. This is explored throughout the next chapter.  

2.1 Energy Measurement Techniques 

There are many different techniques used to measure the energy consumption of software, and 

there is certainly no silver bullet. Different devices, operating systems, and hardware 

components, such as CPUs, require different measurement strategies [7]. The most common 

methods are hardware-based and software-based approaches. Hybrid methods also exist that 

create a collaboration between more than one measurement method, but this falls outside of 

the scope of this thesis. Kruglov et al. present Figure 1, which effectively summarizes available 

energy measurement methods. 

 

5 https://www.tme.eu/en/news/library-articles/page/61414/optimising-power-consumption-in-battery-powered-

equipment/  

https://www.tme.eu/en/news/library-articles/page/61414/optimising-power-consumption-in-battery-powered-equipment/
https://www.tme.eu/en/news/library-articles/page/61414/optimising-power-consumption-in-battery-powered-equipment/
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Figure 1. Energy measurement methods taxonomy [8]. 

Hardware power monitors connect to the power source of a device to directly measure the 

power used. These are a useful and very accurate way to get readings of the total energy 

consumption of a device at any instant in time, however, are difficult to set up due to the custom 

changes that need to be made to get proper measurements, and also often require replacing the 

battery of a device, rendering it unusable and the process is irreversible6 [7], [9]. This highlights 

the difficulty and expertise involved with hardware-based measurement techniques. Software 

energy profilers, on the other hand, commonly use a mathematical model that estimates power 

cost for a particular hardware component, or the whole system, during software execution [8]. 

These software-based profilers are much easier to set up and time-sync, but come with the 

challenge of choosing the right profiler for a particular environment and setup. It is also 

important to remember that these software tools often collect information from all processes 

that are running, not just the software that is to be measured. This means that during 

experimentation, care should be taken to control what is being measured [8]. On Intel-based 

profilers, a tool known as RAPL (Running Average Power Limit)7 is used for measurements. 

RAPL is an Intel tool for providing power limiting features and also accurate, high-sampling-

rate, energy readings for CPUs, DRAM, and on-chip GPUs. It is provided on most modern 

Intel processors and is commonly used for reporting the accumulated energy consumption of 

various power domains. It runs as soon as the processor boots up, meaning no configuration 

 

6 Cruz et al. describe the process that was carried out to set up the Monsoon power monitor to read energy 

measurements from a mobile phone. This process required replacing the phone battery with a new power supply 

by modifying the battery cells connected to the electric components, and the phone to be connected to Monsoon 

instead. This tutorial can be found at https://tqrg.github.io/physalia/monsoon_tutorial.html.  
7 https://www.intel.com/content/www/us/en/developer/articles/technical/software-security-guidance/advisory-

guidance/running-average-power-limit-energy-reporting.html  

https://tqrg.github.io/physalia/monsoon_tutorial.html
https://www.intel.com/content/www/us/en/developer/articles/technical/software-security-guidance/advisory-guidance/running-average-power-limit-energy-reporting.html
https://www.intel.com/content/www/us/en/developer/articles/technical/software-security-guidance/advisory-guidance/running-average-power-limit-energy-reporting.html


12 

 

has to be done if one wants to measure energy consumption, so it is easy to use [10]. A RAPL 

power domain „is a physically meaningful domain for power management“ [10]. Khan et al. 

[10] describe that the four most common power domains provided by RAPL are: Package 

(PKG), Power Plane 0 (PP0), Power Plane 1 (PP1), and DRAM (Dynamic Random Access 

Memory). There can be different domains depending on the processor model. Figure 2 visually 

presents the power domains supported by RAPL, as presented in Khan et al.’s paper. 

 

Figure 2. Power domains supported by RAPL [10]. 

PKG includes the consumption of all the cores, as well as integrated graphics, caches, and a 

memory controller. PP0 measures consumption of all processor cores on the socket, whereas 

PP1 measures consumption of the processor graphics on the socket. Finally, DRAM measures 

the consumption of RAM attached to the memory controller. The energy counters for each of 

these domains are accessed through model-specific registers (MSRs), which update the 

cumulative energy consumed per domain once every millisecond since the processor was 

turned on. Each domain has a corresponding MRS status register; for example, 

MSR_PKG_ENERGY_STATUS holds energy readings for the PKG domain, and 

MSR_PP0_ENERGY_STATUS holds the PP0 domain energy readings. 
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2.2 Types of Background Processes 

Application posture is a term used to refer to how a software application interacts with its user. 

It was first introduced by Alan Cooper and Robert Reimann [11], [12], and they present a way 

to classify software systems for desktop applications into three categories based on the 

differences in user interaction [11], [12]: Sovereign (have most of the users attention, offer 

many features and are typically used for a long time), Transient (briefly interact with the user, 

typically performing a single task then closing) and Daemonic (background processes that 

perform vital tasks that do not interact with the user). This thesis focuses specifically on 

Daemonic background processes. Cooper et al. describe Daemonic processes in more detail. 

They explain that this posture does not usually rely on user interaction, even to the point where 

a user might not be aware of the existence of the daemonic process [12]. This posture, in 

particular, will be the backbone of the research carried out throughout the thesis. 

The Daemonic posture may, however, look different for different applications, devices, or 

operating systems. In Linux systems, a similarly named „Daemon“ process is known to be a 

system process that is running in the background, usually started by the system itself8. The 

Windows counterpart is known simply as a „Windows service“. These are described as being 

long-running applications that run in their own session and do not show any user interface9. In 

the Android documentation, a „task“ is any operation an app is doing outside of the main 

workflow10. There is no overarching definition to fit all situations. For consistency, the term 

„background process“ will be used throughout this thesis as a general term for such features, 

combining the definitions brought out above. This will be defined as „A program component 

that executes alongside the primary foreground workflow, starting automatically or indirectly, 

running with no UI, and continuing to run despite user interactions“. 

While this definition is helpful, there is still a diverse range of processes that can fall under this 

umbrella. A video transcoder and an automatic update manager would both be included as 

background processes under this previous definition, but their initiation, hardware usage, and 

persistence vary greatly, and this would not provide sufficiently specific value to the research 

done in this thesis. The goal of this thesis is to attribute energy consumed to particular 

 

8 https://web.archive.org/web/20200815081900/http://www.linux-

tutorial.info/modules.php?name=MContent&pageid=3  
9 https://learn.microsoft.com/en-us/dotnet/framework/windows-services/introduction-to-windows-service-

applications  
10 https://developer.android.com/develop/background-work/background-tasks  

https://web.archive.org/web/20200815081900/http:/www.linux-tutorial.info/modules.php?name=MContent&pageid=3
https://web.archive.org/web/20200815081900/http:/www.linux-tutorial.info/modules.php?name=MContent&pageid=3
https://learn.microsoft.com/en-us/dotnet/framework/windows-services/introduction-to-windows-service-applications
https://learn.microsoft.com/en-us/dotnet/framework/windows-services/introduction-to-windows-service-applications
https://developer.android.com/develop/background-work/background-tasks
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implementation choices, rather than different timing, trigger, or scope properties. To properly 

study how much energy background processes use, it is important to break them down into 

clear, practical categories. As no such classification exists, information was gathered about 

common properties found in industry sources11 and academic sources [13], [14]. These 

properties affect how demanding the background process is and how much energy it uses. The 

final properties are: 

1. Trigger: How the process is started. Schedule-driven (starts according to pre-defined 

timer) or Event-driven (starts on specific events). 

2. Frequency: How often does it run? Periodic (regular intervals), Aperiodic (randomly), 

or Sporadic (event-driven but can only occur with a minimum separation between 

them). 

3. Persistence: How long does it stay active? Persistent (survives reboots) or 

Asynchronous (does not persist through reboots). Immediate (begin immediately and 

execute quickly), Long-running (run a long time), or Deferrable (can be delayed). 

4. Resource usage: What hardware is mainly used (CPU, GPU, network interface, 

sensors ...)? 

5. Scope: Whether it runs locally (on-device I/O) or externally (network, Bluetooth, 

external device, cloud).  

These properties make it easier to compare different background processes and understand their 

energy impact. The properties brought out above are by no means exhaustive, but they give a 

general enough overview of different types of processes. Table 1 shows some typical 

background processes and what categories they may commonly fall into. 

Table 1. Examples of background processes and their related properties. 

Background 

process 

Trigger Frequency Persistence Resource 

usage 

Scope 

Incremental 

backup to 

cloud 

Schedule 

driven 

Periodic Deferrable Disk, 

Network 

External 

Live cloud 

sync 

Event driven Sporadic Long-running 

daemon 

Disk, 

Network 

External 

 

11 https://dev.to/rajrathod/background-jobs-473j ; https://learn.microsoft.com/en-us/azure/architecture/best-

practices/background-jobs ; https://developer.android.com/develop/background-work/background-

tasks/persistent 

https://dev.to/rajrathod/background-jobs-473j
https://learn.microsoft.com/en-us/azure/architecture/best-practices/background-jobs
https://learn.microsoft.com/en-us/azure/architecture/best-practices/background-jobs
https://developer.android.com/develop/background-work/background-tasks/persistent
https://developer.android.com/develop/background-work/background-tasks/persistent
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Error logging Event driven Aperiodic Immediate Disk I/O Local 

Media indexer 

/ thumbnailer 

Schedule 

driven 

Periodic Asynchronous Disk, CPU Local 

Sensor poller 

(e.g., 

temperature 

log) 

Schedule 

driven 

Periodic Long-

Running 

Disk, 

Sensors 

Local 

Autosave Schedule 

driven 

Periodic Asynchronous Disk I/O Local 

For this thesis, background processes with the following combination of properties are chosen: 

Schedule-driven periodic processes that are disk I/O heavy, in the local scope, and usually are 

asynchronous or deferrable. By comparing the same process with the same properties, 

differences can be found across other dimensions, such as implementation differences, to find 

conclusively what affects consumption. Other background processes that fit this combination 

are temporary file cleaning (periodically scans folders to remove stale files), thumbnail 

rendering (automatically refreshes previews for files or media, usually saving files to disk), or 

auto-archiving (moves files to a new folder if they are old).  

 



16 

 

3 Related Work 

Design choices made by developers can amplify the energy drawn from an application. In this 

section, choices from two angles will be explored: Code-level and environment-level studies. 

Both angles add valuable context to the thesis, as they provide insights into what is already 

known about energy-efficient practices, which can then be brought into the context of autosave, 

as they have demonstrated that meaningful changes can be found from small differences in 

implementation and context. The review below highlights the gap this thesis fills: feature-

centric operation-level evidence drawn from real desktop editors. 

3.1 Energy Consumption in Software 

Much research has been done in the field of energy consumption in software. The studies 

brought out below have explored various aspects relating to software and how choices made 

during the development process have affected consumption. These studies can be grouped by 

level of abstraction, where one group focuses on code-level studies, such as programming 

practices, code refactoring, or feature additions. The other group focuses on a higher level of 

comparison, environment-level studies, such as characteristics of a program, operating system, 

or programming language. Both are important to this thesis, as one demonstrates how 

implementation decisions in the code translate into consumption differences, and the other 

demonstrates how the surrounding context can amplify those effects. This review will begin 

with an overview of code-level studies. 

3.1.1 Code-level Studies 

Sahin et al. [15] present an in-depth exploration of six common code refactoring techniques. 

197 refactored versions of nine Java applications were tested on a LEAP (Low Power Energy 

Aware Processing) [16] node. Results showed that every refactoring had the potential to impact 

energy consumption, with consumption swinging by -4.6% to +7.5%, with the Extract Local 

Variable refactoring consistently decreasing energy usage. Similarly, Şanlıalp et al. [17] 

applied five refactorings to the desktop (C#) and mobile version (Java) of the 2048 game. Using 

Intel Power Gadget and Trepn Profiler, they found that Simplify Nested Loops, as well as a 

high maintainability score, demonstrated lower energy consumption, while other combinations 

were not so significant. These studies demonstrate that seemingly small edits can meaningfully 

influence power consumption. These studies evaluate the entire program, making it hard to 

pinpoint whether the effect rises from a specific feature.  
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Jagroep et al. [18] and Jimenez et al. [19] do not focus on general refactorings of the whole 

code but rather approach their experiments by looking for software features that they can 

attribute energy consumption to. Jagroep et al. [18] compare two releases of Document 

Generator using a hardware-based monitor as well as a software-based profiler. An increase in 

consumption was attributed to the addition of an encryption provider, as it increased the run 

time for a test case, which caused 12 seconds more energy to be consumed. Jimenez et al. [19] 

explore the energy consumption of Instagram on both tablets and PCs. They found there were 

significant energy consumption differences between features, with video-based content, such 

as sharing stories or reels, being the largest energy consumers. These studies help understand 

that the addition of a feature causes more consumption, but this is not a useful or meaningful 

insight if the feature is required in the application. Exploring different implementations of the 

same feature would provide relevant information for developers who want to implement it, 

rather than just suggesting they exclude the feature altogether. 

Chowdhury et al. [20] assess the energy impact of a specific feature, logging. This study used 

the GreenMiner hardware-based energy measurement system to measure the impact of logging 

in 1000 versions of 24 Android applications with logging enabled and disabled. They found 

that the addition of logging did not produce statistically significant differences in energy 

consumption for most versions. However, for 79% of the apps, at least one version showed a 

medium-to-large energy increase. They determined that only high log rates and resulting disk 

flushes produced a clear rise in consumption, but otherwise, less frequent logging (≤ 10 log 

messages per second) and message size have no energy impact on the mobile applications. This 

study aims in a similar direction, where a particular feature is explored to find the factors or 

implementation differences that affect its consumption. 

3.1.2 Environment-level Studies 

The next set of studies examines how researchers have linked an application’s context and 

global software attributes to its consumption. Hindle’s [21] explores 43 Firefox and 45 Vuze 

releases, measuring consumption using a hardware power monitor and attributing decreased 

consumption to declining general application churn metrics such as the Measure of 

Aggregation and Data Access Metric. Mancebo et al. [1] also looked into general code metrics, 

investigating SonarCloud maintainability indicators. They used a hardware EET (Energy 

Efficiency Tester) and tested four versions of the Redmine software, finding that lines of code 

were a significant predictor of energy consumption. These works reveal how metrics in the 
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code, such as maintainability, can shape energy profiles. However, shows very little about 

specific features. If the code is generally maintainable, what does this say about whether a 

certain implementation of a feature is energy-inefficient? 

Pereira et al. [22] explore environmental analysis on a higher level, comparing how different 

languages compare in terms of energy consumption. They present an in-depth study of the 

energy efficiency of 27 programming languages, comparing implementations of 10 

programming problems across the languages, measured using Intel’s RAPL tool. They found 

that language choice alone can swing consumption by one to two orders of magnitude. 

Compiled languages like C, C++, and Rust are generally the most energy-efficient, while 

interpreted languages like Python consistently appear among the least energy-efficient. 

Developers are often bound to a specific language, and it is often not simple to change the 

language they are working in to benefit energy consumption. However, if general 

recommendations about a specific feature implementation are given, it is possible that these 

can apply to multiple languages and developers. Table 2 presents a summary of all the studies 

explored and gives a brief overview of topics studied in this field.  

Table 2. Summary of related work. 

Paper Applications 

evaluated 

Measure Energy 

measurement 

method 

Hardware 

component 

measured 

Results 

[15] 197 

refactored 

versions of 

nine Java 

applications 

6 common 

refactorings 

Hardware: 

LEAP node 

Total energy 

consumption 

Refactoring energy 

consumption ranged from 

-4.6% to +7.5%. 

Refactorings were not 

consistent in their 

impacts (Except Extract 

Local Variable, which 

consistently decreased 

energy usage). 

[17] 2048 Game. 

Java for 

mobile and 

C# for 

desktop 

5 

refactoring 

techniques 

and 

maintainabi

lity 

measures. 

Software: Intel 

Power Gadget 

(desktop) and 

Trepn Profiler 

(mobile) 

Total energy 

consumption 

Using Simplify nested 

loops reduced energy 

consumption. Higher 

maintainability reduced 

consumption. 

[18] 2 Versions of 

the 

Document 

Differences 

in software 

release 

Hardware: 

Watts Up? Pro 

Total energy 

consumption 

and 

Total consumption 

increased in the newer 

version of the software 
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Generator 

software 

and software: 

Joulemeter 

 

performance 

counters 

[19] Instagram on 

tablet and PC 

Instagram 

features on 

tablet and 

PC 

Hardware: 

EET device 

Total energy 

consumption 

Actions involving videos 

were the least energy 

efficient. Tablets were 

more energy efficient 

than PCs. 

[20] 1000 

versions of 

24 Android 

applications, 

logging 

enabled and 

disabled 

Mean 

joules 

Hardware: 

GreenMiner 

Total energy 

consumption 

High logging frequency 

increased consumption, 

due to disk flushes. 

Lower rates (≤ 10 

logs/sec) and message 

size have a negligible 

impact. 

[21] 43 releases 

of Firefox, 

45 

subversions 

of Vuze, and 

18 versions 

of rTorrent 

 

Software 

change, 

Object-

oriented 

software 

metrics, 

and churn 

metrics 

Hardware: 

Watts Up? 

Pro  

Software: 

System 

Activity 

Reporter 

 

Total energy 

consumption, 

CPU, Disk, 

Memory, 

Network 

 

Consumption decreased 

for Firefox and Vuze, and 

remained stable for 

rTorrent. OO metrics, 

such as Data access 

metric and Measure of 

aggregation correlated 

with power consumption 

(Vuze). Churn metrics 

also correlated with 

power consumption 

(rTorrent) 

[1] 4 different 

versions of 

RedMine 

Maintainab

ility 

Sonarcloud 

metrics. 

 

 

Hardware: 

EET device 

Total energy 

consumption, 

CPU, 

HDD, 

Graphic card 

Significant correlation 

between lines of code 

and energy 

consumption. No 

correlation was found 

between other measures. 

Energy consumption 

varies across versions, 

but not uniformly across 

hardware components. 

[22] 10 

benchmark 

programs 

each 

implemented 

in 27 

languages 

Programmi

ng-

language 

choice  

Software: Intel 

RAPL read via 

powercap 

RAPL 

package and 

DRAM 

domains 

(CPU+memo

ry) 

Compiled languages 

were the most energy 

efficient. Interpreted 

languages were the least 

energy-efficient. Strong 

correlation with 

execution time and 

energy use. 
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Collectively, this review established that small code tweaks and environment decisions both 

matter. What these studies lack, however, is an operation-level understanding of how a 

background feature’s internal design interacts with the energy consumption of the application, 

especially in the case of autosave. By reconstructing existing application features into their 

minimalist operations and executing energy measurements on these operations separately, a 

level of insight is gained that is previously unexplored. This thesis therefore contributes a novel 

feature-centric, operation-level analysis of autosave in real Python desktop editors. 
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4 Methodology 

This thesis employs a quantitative research design to measure the impact of different feature 

implementations on energy consumption. This chapter focuses on defining a detailed 

methodology, as well as justifying decisions that narrow the scope of investigation to produce 

results and recommendations that future developers can use in their software feature 

implementations. Finally, a motivational example is presented that emphasizes the impact that 

choices in the methodology will have on real-world scenarios. 

4.1 Research Design 

Meaningful measurements play an important role in this work. Weak measurements can lead 

to a lack of quality assurance and results that do not help improve upon our goals [8]. The 

methodology must be carefully designed and selected in such a way to allow for consistent, 

accurate, and reliable results. Hindle [21] defines a Green Mining methodology for setting up 

experiments to measure and correlate power consumption to software change between different 

software versions. This methodology was also adopted and expanded upon by Mancebo et al. 

[1] in their study on how maintainability relates to energy consumption. Cruz [7] also describes 

a shorter, but similar, methodology and states that the most effective approach to interpret 

energy consumption values would be to compare the consumption of two different versions of 

an application during the same use case scenario. These methodological designs provide a 

general basis for designing the experiments. However, they lack many details on how to make 

software choices or perform reliable measurements during experiments. Steps from Hindle’s 

[21] methodology have been adapted and extended to fit the investigation in this thesis. 

Generally, the revised process follows the same goal as in Hindle’s [21] methodology, with 

sections moved and renamed for clarity. First, the preparation phase selects the software, 

relevant versions, and test cases (Activities 1, 3, and 4) to establish what is being measured. 

The experimental setup then determines the appropriate level of instrumentation (Activity 2). 

Next, the experimental procedure phase configures the testbed and describes detailed steps to 

take for every experiment run (Activities 5 and 6). Finally, the analysis phase compiles and 

analyzes the gathered data to find trends (Activity 7). Specific extensions of activities are 

described in the subsequent section.  
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4.1.1 Language Selection 

Python became the most used language on GitHub, overtaking JavaScript after many years. 

GitHub also released statistics that show that Python is not only the number one language, but 

also the fastest growing of all the languages [23]. This shows that many Python developers 

could benefit from recommendations that decrease the energy consumption of their software, 

and there will be a large effect on many repositories on GitHub. Despite its widespread usage, 

it is widely accepted that Python is one of the least energy-efficient programming languages 

that is commonly used [22]. This emphasises the need for sustainable coding practices in 

Python applications, as it is a popular yet energy-inefficient language. These choices 

demonstrate that every guideline from this thesis could have a widespread effect on many 

developers and significantly decrease overall energy consumption in multiple applications.  

4.1.2 Application and Feature Selection 

To obtain comparable, operation-level energy profiles, this thesis restricts itself to a single 

application class and a single background feature. The benefit of restricting to a single 

class/feature pair ensures that energy costs can be attributed to specific implementation choices 

rather than unrelated contextual factors. Mancebo et al. [1] highlight criteria to be used when 

selecting the software products to be tested and compared. They describe that all selected 

products must include at least the same functionality to be tested, and that the source code must 

be available for installation, execution, and analysis. The first point is considered when 

choosing the application class and feature. The choice is motivated by the following: 

• Widespread usage of application class: Findings can be applied to a broad audience 

in a wide range of applications. Python text editors are commonly used and a necessity 

for many people’s work life, and larger applications are likely to include text-editing 

itself as an embedded component, transferring knowledge found to an even larger 

developer base. Repositories with a large number of stars likely indicate a large and 

loyal user base and a large number of devices that run the software. This is taken into 

consideration when selecting an application. 

• Prevalence of feature: The feature itself appears often in the chosen application class, 

so the findings impact an even larger set of individuals. Autosave is available and 

enabled by default in many text editors, large or small. This range is considered when 

selecting suitable repositories to get subtly different contexts in which autosave is 

implemented. In addition, it is a process that is likely to run more frequently than other 
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background processes, firing every few seconds in some cases. This amplifies the 

consumption of even small inefficiencies in the long term, thus testing this feature is 

more meaningful. 

• Common Functionality: Implementations between applications are comparable, as 

they all carry out identical functionality, whilst still having subtle variations. Autosave 

implementations in text editors are likely to share a stable set of comparable operations 

(such as file writing, change tracking) and the same core autosave workflow. 

• Testability: The feature can be triggered easily and tested under different conditions. 

Autosave can be tested under different file sizes, and its variety of operations allows 

different versions of this feature to be tested. It can be easily repeated and scripted. 

Autosaving in text editors satisfies all four criteria. This makes it a prime target for studying 

how subtle implementation decisions translate into measurable energy costs. To address 

Mancebo et al’s second point, this thesis only considered open-source applications on GitHub 

that have been pushed to in the past year, so results and coding practices are as up-to-date as 

possible. Table 3 presents the results of repository mining, with only the three applications that 

were deemed suitable for experimentation. The full repository mining can be found in 

Appendix I – Table 11. 

Table 3. Repository mining for applications. 

Repository Description Versions 

(Tags) 

Commits Last 

Stable 

release 

Num of 

releases 

(since 

1.1.2024) 

Stars Autosave 

Included? 

novelWriter Text editor 

designed for 

writing 

novels 

131 >6500 Feb 

2025 

26 >2.6K Yes 

Mu Simple 

Python IDE 

22 >2500 Jun 

2024 

1 >1.4K Yes 

Leo Outliner, 

Editor, IDE, 

and PIM 

153 >3500 Dec 

2024 

9 >1.5K Yes 

All selected repositories are open-source and utilize licenses that permit academic study and 

modification, with novelWriter and Mu using the GPL-3.0 license and Leo using the MIT 

license. This allows the code in the projects to be used ethically for conducting energy profiling 
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experiments. Next, a short analysis of each selected application will be carried out. Below, a 

summary of the autosaving in each application, as well as a visual overview, is provided12. The 

most recent stable builds of the applications, as of February 2025, were used for analysis. 

4.1.2.1 novelWriter 

In novelWriter [24], two types of autosave can be carried out: Project saving (default every 60 

seconds) or document text-content saving (default every 30 seconds). Both are triggered by 

QTimer events. In both cases, when the event is called, the program first checks if there are 

indeed any changes to be saved, before proceeding with the respective saving functionality if 

so. The project saving saves the whole XML representation of the project, whereas document 

saving only saves the written text into a separate file. In this case, the focus will just be on the 

document-saving workflow, as this is the more basic and reproducible functionality. The 

document saving function involves updating metadata like word counts, before writing content 

to a new temporary .nwd file and replacing the original file. This works similarly in the project 

saving, but just with different file content. Figure 3 visually demonstrates this workflow. 

4.1.2.2 Mu 

Mu [25] similarly relies on a Qtimer, which by default fires every 5 seconds. Each time the 

timer fires, the program checks all open tabs in the editor for changes. If any tab’s content has 

changed, it will call the save_tab_to_file() function for each changed tab. This function 

first detects the correct text encoding before writing directly to the relevant file. Mu uses 

.flush() and os.fsync() to ensure all data is physically written to disk. These functions 

clear the file’s internal buffer and force the kernel to physically commit data to disk. This 

ensures data is durable even after an unexpected crash or power loss. The flowchart for Mu is 

found in Figure 4. 

4.1.2.3 Leo-editor 

Leo’s [26] autosave functionality is triggered slightly differently from the previous 

repositories. The autosave plugin registers an „idle“ hook with the IdleTimeManager. The 

IdleTimeManager class periodically invokes various functionalities in the program when it 

detects a user has been idle, including calling the mod_autosave.py plugin. The autosave 

 

12 To see the full code analysis that was carried out, see https://docs.google.com/document/d/17WV0bngqA5-

zcD2C3R5UF6wLhgHBQELMr_BBhujO7iY/edit?usp=sharing  

https://docs.google.com/document/d/17WV0bngqA5-zcD2C3R5UF6wLhgHBQELMr_BBhujO7iY/edit?usp=sharing
https://docs.google.com/document/d/17WV0bngqA5-zcD2C3R5UF6wLhgHBQELMr_BBhujO7iY/edit?usp=sharing
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function checks if the autosave interval has elapsed (by default, 300 seconds) as well as if the 

outline of the document has changed. If both conditions are fulfilled, Leo updates various 

internal nodes and processes metadata within the application. Leo employs a unique strategy 

to file writing. Leo starts by creating a temporary backup file by copying the contents of the 

existing .leo.bak file into the new file. An XML-format string is created based on the 

information in the nodes, which includes various metadata about the project. This string is 

written separately, and overwrites the existing .leo.bak file mentioned earlier. If this write 

happens successfully, the temporary file is removed. This approach differs from novelWriter’s 

approach, as while a temporary file is created, it is never used to overwrite the main .bak file, 

instead performing two full file writes. It is also important to note that Leo’s autosave 

is only saving a backup of the main .leo project file. This does not alter the original file or 

clear the changed flag. This allows multiple autosaves to occur until the user explicitly 

performs a manual save. The idea is that in case of crashes or other problems, there is a backup 

of what the user was working on, allowing recent edits to still be recovered. Figure 5 displays 

the workflow for autosaving in Leo. 
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Figure 3. Flowchart of novelWriter autosave. 



27 

 

 

Figure 4. Flowchart of Mu autosave. 
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Figure 5. Flowchart of Leo autosave. 
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Error! Not a valid bookmark self-reference. goes over key differences in autosave 

implementations when considering just the most basic file writing operation in the applications 

(i.e., the base version of the autosave). 

Table 4. Implementation differences between novelWriter, Mu, and Leo. 

 novelWriter Mu Leo 

Trigger Uses Qtimer, which calls 

_autoSaveDocument() 

every 30 seconds by 

default, which checks if the 

document has been 

changed, before calling 

savedocument() if 

changes are found. 

Uses Qtimer, which calls 

autosave() every 5 

seconds by default, which 

checks each tab for 

changes, before calling 

save_tab_to_file() 

if changes are found. 

Uses IdleTimeManager to 

run idle-time hooks. When 

the app is idle, these hooks 

run onIdle. It checks if 

300s (by default) have 

elapsed and if the file has 

changed. If so, save() is 

called. 

Scope of 

saving 

Saves the current 

document’s text, while also 

updating metadata (e.g., 

word counts) before writing 

to disk. 

Saves the text content of 

individual tabs, each being 

saved to a separate file. 

Saves the entire Leo outline 

(.leo) to the .leo.bak 

backup file. This includes 

all window state and 

session data. 

File 

writing/ 

Data 

integrity 

Writes to a temporary file 

before replacing the original 

file on disk using the 

temporary file. One full-file 

write. 

Handles encoding and 

checks for correct 

encoding. Writes to file, 

flushes write, and calls 

os.fsync(). 

Leaves the original .leo file 

untouched (until a manual 

save). If the original 

.leo.bak file already exists, 

a temporary file is created. 

Copy the current .leo.bak 

into the temporary file. 

Write over the original 

.leo.bak separately, and 

delete the temporary 

backup. Two full-file 

writes. 

From the table, we find that novelWriter and Leo generally follow a similar temporary file 

creation strategy, whilst also saving metadata along with the text, whereas Mu writes directly 

to the original file, saving only the relevant text and no metadata. Mu has the highest save 

frequency of all three editors. 

4.1.3 Selected operations 

In this section, the focus will be on what operations are isolated within the autosave feature 

implementations. Table 12 in Appendix II presents a breakdown of what operations take place 

in addition to the file writing operation in each of the original applications. To summarise, here 

are the operations that were common among the applications: 
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Present in all applications: 

• Document change tracking/ checking for document change 

• Logging 

Present in two applications: 

• Check document exists (novelWriter, Leo) 

• Include metadata with file save (novelWriter, Leo) 

• Update UI element (novelWriter, Mu) 

All other operations were unique to only one application. 

The most common operations are change tracking and logging. The differences in 

implementation for the basic file writing operation were described in the previous sub-chapter. 

There are, however, differences in implementation for the change tracking and logging 

operations as well, that would provide useful insights if one were found to be significant in 

terms of energy consumption. Table 5 below provides a brief overview of how the operations 

are implemented in each application. 

Table 5. Operation implementation differences between novelWriter, Mu, and Leo. 

Operation novelWriter Mu Leo 

Change 

tracking 
New QTextDocument 

subclass 

GuiTextDocument is 

connected to the document 

and emits PyQt signals that 

ultimately change the 

_docChange variable to 

True. 

 

This variable is then 

checked by the autosave, 

and the autosave will start 

if there are changes in the 

document. 

 

The flag is then manually 

set back to False. 

Relies on the 

QTextDocument built-in 

modified flag; no new code 

is needed to change the flag. 

 

The autosave function 

queries the 

window.modified() and 

proceeds to save if it is true. 

 

The flag is cleared with 

tab.document().setM
odified(False) after a 

successful save. 

Connects a 

textChanged 

signal to the text 

editor that changes 

the changed 

variable to True. 

The onIdle() 

checks the changed 

variable. 

Leo does not clear 

the changed flag 

because the autosave 

is only used as a 

backup option, and 

the user still needs to 

carry out a manual 

save. 
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Logging Uses a logging package.  

 

Long log config section, 

sets up logging level as 

well as format and color for 

all the logs. 

 

Uses StreamHandler() 

to output logs to stderr 

only, no file logging. 

Uses the logging package 

and setup_logging() to 

build the root logger. 

 

Logs are saved using 

TimedRotatingFileHa
ndler to a separate mu.log 

file. 

Autosave progress is 

only reported using 

print() statements 

if the optional 

verbose flag is 

True. 

Similarities and differences become more apparent when analysing this table. Leo and 

novelWriter share a similar strategy of receiving signals that flip the value of a variable, with 

novelWriter utilizing the Qt13 framework’s PyQt signals, whereas Leo has a more custom 

approach. Mu simply uses a built-in property of Qt. It is important to note, however, that Leo 

never switches the variable back (due to it being just a backup save measure), meaning saving 

continues happening even if no more changes occur. For logging, both novelWriter and Mu 

use Python’s logging module, but diverge in their targets. Mu sends logs to a dedicated file, 

whereas novelWriter writes messages to stderr only. Leo uses print statements only when its 

verbose flag is enabled. 

4.1.4 Test Case Design 

To investigate how implementations of autosave, as well as which operations, vary in energy 

consumption, the whole feature and its operations need to be isolated from the rest of the 

functionality in the applications, as these affect measurements. Chowdhury et al. [20] isolate 

logging in their study by creating a synthetic Android application with the minimal required 

functionality to perform just one task. A similar approach will be employed for this thesis. 

First, the most basic version of the autosaving feature in each application is extracted and 

rebuilt into a new „skeleton application“, which only includes the most basic GUI and core file 

write operation. This is known as the „base“ version of the application. This removes all 

unnecessary energy-affecting features of the application and allows measurements to be 

focused only on the file writing operation of the autosaving functionality. When implementing 

these skeleton applications, the following guidelines were followed to keep measurements as 

fair and consistent as possible across applications: 

 

13 https://doc.qt.io/qtforpython-6/  

https://doc.qt.io/qtforpython-6/


32 

 

• All operations except for basic file writing are removed initially. (Word counting, 

logging, hash indexing, error handling) 

• Classes and functions should maintain their structure. The flow of information should 

remain the same as the original application. 

• A basic GUI text box is created using the Python Qt library13. This is the base of all 

applications and is implemented identically; thus, it should not affect measurements.  

• Autosaving is carried out at identical intervals in the skeleton applications, unlike the 

original repositories. Code is edited to set a common value across implementations (10 

seconds). (In the Leo skeleton, this meant just adding a timer that invokes autosave 

every 10 seconds, instead of the earlier idle timing mechanism) 

• Where possible, any other application-specific functionality is made more like other 

applications. (e.g., Mu goes through all tabs to save; this was edited to only have one 

„tab“ that needs to be saved) 

Next, specific operations are implemented. Each of the two common operations discussed 

earlier is added to the base version one by one, creating new versions of the skeleton 

application, each with one additional operation. Similar rules are applied here, where the 

implementation must remain as identical to the original as possible. To summarise, there are 

three skeleton application versions created for each original application (novelWriter, Mu, 

Leo). Starting with the base version, then a version where change tracking has been added to 

the base version, then finally a version where all three operations are present (base + change 

tracking + logging). These are the test scenarios on which cases will be built14.  

Several sources gave recommendations for how to choose test cases for experimentation. The 

case must demonstrate the functionality of the feature that is going to be changed, and it would 

be useful to have a high level of code coverage [1]. It would be most helpful if test cases 

demonstrate how a real user is likely to use the application outside of experimental contexts. 

Test cases need to be independent, so one should not affect the next. Most importantly, test 

cases must be designed in a way where the energy consumption of the experimental 

environment is not taken into account, and only the autosaving feature consumption is isolated. 

This is why it is essential to carry out control tests. These were created based on a breakdown 

 

14 The prepared skeleton applications used for experimentation are in the following thesis repository: 

https://github.com/MariaKuusvek/MSc-Thesis.  

https://github.com/MariaKuusvek/MSc-Thesis
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of all the processes that were running. Here is a list of broken-down parts of everything running 

on the device during experiments: 

• Base device consumption 

• The energy profiler 

• The bash script to run test cases 

• GUI rendering 

• Copying into the GUI text box 

• Autosave functionality 

Once these processes are isolated from the autosaving, only then can accurate estimations of 

autosaving feature consumption be made. These control tests did not involve the measurement 

of the autosaving but were just to estimate the consumption of the base application and system, 

as well as copying into the text box (in non-empty cases). For this, an extra skeleton application 

version was created with just the GUI text box, but no logic behind the scenes. These test results 

are used as a baseline and later subtracted from the main test results to isolate just the energy 

consumption of autosave. 

The main tests were then carried out. These tests are almost identical to the control tests, except 

the GUI-only application is replaced with the nine skeleton applications that each include the 

different autosave variants. The energy differences in these tests come from the implementation 

of the autosave, as well as the different file sizes used. Three different lengths of text were used 

in all test scenarios: Empty (0KB), medium (5KB), and long (50KB). The purpose of this is to 

test the autosave under different conditions. Does the energy consumption of autosave vary 

with file size, as well as implementation? This leaves nine test scenarios for each of the original 

applications. Table 6 summarises all the test cases, starting with control tests to isolate system 

and GUI consumption, and then presenting the main skeleton application tests.  

Table 6. Summary of all test cases to be conducted on the experimental device. 

Test Type Skeleton 

Application 

Purpose Description File length 

Control 

tests 

Gui-only 

application 

Isolate the energy 

consumption of just 

rendering the GUI on 

the screen, and pasting 

the relevant length of 

text. 

Start the GUI-only 

application, start profiler, 

paste relevant length of 

text, wait a set amount of 

time, then stop the profiler. 

Empty 

Medium 

Long 
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novelWriter 

tests 

Base 

skeleton 

application 

Measure autosave 

energy consumption 

when only basic file 

write is being 

performed. 

Start the base skeleton 

application, start profiler, 

paste relevant length of 

text, wait a set amount of 

time, then stop the profiler. 

Empty 

Medium 

Long 

Change 

skeleton 

application 

Measure autosave 

energy consumption 

when changes are 

being tracked and file 

writing is performed. 

Start the change skeleton 

application, start profiler, 

paste relevant length of 

text, wait a set amount of 

time, then stop the profiler. 

Empty 

Medium 

Long 

Logging 

skeleton 

application 

Measure autosave 

energy consumption 

when changes are 

being tracked and file 

writing is performed, 

while logging is also 

happening. 

Start the change+logging 

skeleton application, start 

profiler, paste relevant 

length of text, wait a set 

amount of time, then stop 

the profiler. 

Empty 

Medium 

Long 

Mu tests Base 

skeleton 

application 

Measure autosave 

energy consumption 

when only basic file 

write is being 

performed. 

Start the base skeleton 

application, start profiler, 

paste relevant length of 

text, wait a set amount of 

time, then stop the profiler. 

Empty 

Medium 

Long 

Change 

skeleton 

application 

Measure autosave 

energy consumption 

when changes are 

being tracked and file 

writing is performed. 

Start the change skeleton 

application, start profiler, 

paste relevant length of 

text, wait a set amount of 

time, then stop the profiler. 

Empty 

Medium 

Long 

Logging 

skeleton 

application 

Measure autosave 

energy consumption 

when changes are 

being tracked and file 

writing is performed, 

while logging is also 

happening. 

Start the change+logging 

skeleton application, start 

profiler, paste relevant 

length of text, wait a set 

amount of time, then stop 

the profiler. 

Empty 

Medium 

Long 

Leo tests Base 

skeleton 

application 

Measure autosave 

energy consumption 

when only basic file 

write is being 

performed. 

Start the base skeleton 

application, start profiler, 

paste relevant length of 

text, wait a set amount of 

time, then stop the profiler. 

Empty 

Medium 

Long 

Change 

skeleton 

application 

Measure autosave 

energy consumption 

when changes are 

being tracked and file 

writing is performed. 

Start the change skeleton 

application, start profiler, 

paste relevant length of 

text, wait a set amount of 

time, then stop the profiler. 

Empty 

Medium 

Long 

Empty 
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Logging 

skeleton 

application 

Measure autosave 

energy consumption 

when changes are 

being tracked and file 

writing is performed, 

while logging is also 

happening. 

Start the change+logging 

skeleton application, start 

profiler, paste relevant 

length of text, wait a set 

amount of time, then stop 

the profiler. 

Medium 

Long 

In total, there are 30 test cases, made up of one control test scenario and nine skeleton 

application versions, all tested under three file sizes. 

4.2 Experimental Setup 

To translate the methodological design into detailed evidence, all experiments were executed 

on the same controlled testbed. This chapter documents the environment in detail, as well as 

the tools used to carry out the experimental procedure. 

4.2.1 Instrumentation and Data Recorded 

Experimentation is carried out on a HP Elitebook Laptop provided by the University of Tartu. 

By default, these laptops come with a Windows installation, but for experimentation, a clean 

install of Linux was used. Lubuntu 24.04 LTS was installed as the operating system. Lubuntu 

is an Ubuntu-based Linux distribution that is designed to be more lightweight than other typical 

Linux distributions. It uses the LXQt desktop environment for a more lightweight experience. 

It is said to be lighter, use fewer resources, and be more energy-efficient15. This is ideal for the 

experiments, as it has fewer background processes and is less likely that unrelated services 

affect energy measurements. Table 7 presents a breakdown of the hardware specifications of 

the laptop, and Figure 6 visually demonstrates the hierarchical view of the power domains 

present in the experimental device. 

Table 7. Hardware specifications of the experimental device. 

Operating system Lubuntu 24.04.2 LTS 

CPU 11th Gen Intel(R) Core(TM) i5-1135G7 @2.40 GHz 

Processor Code Name 10 nm SuperFin Tiger Lake 

Instruction Set Architecture 

(ISA) 

x86_64 

 

15 https://www.osnews.com/story/24476/lubuntu-finally-a-lightweight-ubuntu/  

https://www.osnews.com/story/24476/lubuntu-finally-a-lightweight-ubuntu/
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Memory Total: 15 GiB 

Used: 1.0 GiB 

 

 

Figure 6. Hierarchical view of the device being used for experiments. 

In Figure 6, the Package L#0 represents the physical processor, also known as the CPU. This 

is one of the main components that is measured by RAPL. Within the package, there are four 

cores (e.g., Core L#0), each having two hyperthreads (e.g., PU L#0). The memory caches (L*) 

store data and programs regularly used by the computer. These are faster to access than DRAM. 

The main memory (DRAM) is shown in the NUMANode element; in this case, the experiment 

device has 15GB of DRAM. Lastly, the PCI devices represent external elements such as the 

audio card, disk, and ethernet interface, which are not measured by RAPL16. 

Perf17 was the chosen candidate for the experimentation as it provides command-line access to 

performance counters, allowing for easy automation and repeated test cases. It is also specific 

to Linux and is included in most Linux distributions, so no custom hardware or external 

applications are required. Perf is a tool that allows users to read the counters on the model-

specific registers on the RAPL interface. Khan et al. [10] describe that one advantage of using 

 

16 https://www-inf.telecom-sudparis.eu/COURS/cen/Mesures/tp-perf.html  
17 https://perfwiki.github.io/main/  

https://www-inf.telecom-sudparis.eu/COURS/cen/Mesures/tp-perf.html
https://perfwiki.github.io/main/
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RAPL is its low performance overhead. Even at high sampling rates, RAPL demonstrates little 

to no performance reduction in the system, and also minimal overhead introduced by reading 

the energy counters. RAPL-based profilers are commonly used for their high accuracy and 

were used in the earlier described study on programming language energy efficiency by Pereira 

et al. [22]. Perf snapshots the RAPL energy counters at the start and end of measurement (in 

our case, two minutes). The kernel PMU subsystem reports the difference in values, meaning 

the measurement taken represents all the energy consumed during the test as a cumulative 

sum16. By using the command perf list | grep power, the available power measurement 

events on the experimental laptop are found. Below are the available domains, as well as short 

descriptions of what they measure16. 

power/energy-cores/: Measures energy consumption of all the processor cores on the socket.  

power/energy-gpu/: Measures the energy consumption of the graphical processing units.  

power/energy-pkg/: Measures the energy consumption of the entire processor socket (all 

cores, GPU, cache, and memory). 

power/energy-psys/: Measures and controls the thermal of the entire SoC (System on a Chip).  

In some devices, it is also possible to read from the power/energy-ram/ register to see the RAM 

domain. This is not possible for the experiment device being used. For the measurements in 

this thesis, the PKG power domain is the main option of interest (Package L#0 in Figure 6 

above), as this provides a global overview of all the components that are to be used in 

experiments16. Since the tests are not graphically heavy, measuring the PP1 domain is not 

necessary, as this measures the consumption of just the graphical processor units. 

Measurements from the PSys domain are useful if the power consumption source is neither the 

CPU nor the GPU, however, this is also not necessary. Perf obtains the energy consumed during 

the execution of one command, measuring the consumption of all the processes that have run 

for the duration of the command. The sleep command can be used to measure consumption 

for a specific amount of time. Perf can also write or append the output directly to an external 

file16, which makes gathering results much more streamlined. 

4.2.2 Automation Scripts 

Tests that can be automated with a script make far more reproducible results [7], [21]. A user 

manually using the application may not maintain the same timing and speed for each run of the 

experiment, and this can skew results. In addition to this, manually running 900 tests is 
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inefficient and error-prone. For experimentation, an automated test tool must carry out the full 

functionality of the application test cases. A simple bash script using xdotool [27] was the best 

option for this automatic testing of all the main tests (control tests are carried out separately). 

Xdotool allows bash to send keyboard and mouse inputs to the GUI text box, and text can be 

easily copied into the box on screen. This is required as normally bash does not allow 

customisable keyboard and mouse inputs. Bash can also turn on the Perf profiler at the correct 

time, allowing for consistent timing of measurements. 

4.3 Experimental Procedure 

In this chapter, the decisions carried out earlier are put into fruition by defining specific steps 

that will be carried out to ensure the profiling is reliable and repeatable. First, this chapter 

establishes the measures taken to guarantee that each of the 900 runs measures only the energy 

generated by the autosave functionality. Secondly, every step in experimentation is 

transparently described so that future researchers can replicate or extend this work. 

4.3.1 Environment Control 

When using energy profilers that measure the consumption of the whole machine, it is 

important to consider that software cannot be isolated from the system where it is running. 

Operating systems have many services that execute automatically that can add noise to 

measurements [1], [7], [21]. Thus, it is very important to control the system environment to 

ensure that measurements are as accurate as possible throughout all the experiments. 

The first step is to reduce background noise from other processes that may run on the operating 

system. Hindle [21] brings out examples of services that should be turned off if possible: Disk 

defragmentation, virus scanning, automatic updates, social media notifications, screen 

blanking, and screen savers. Most of these are not relevant to the experimentation in this thesis. 

Disk defragmentation is not performed, as the device uses a solid-state drive (SSD), and Linux 

does not come with antivirus, so virus scanning will also not happen. Social media notifications 

will not appear on a clean install of Lubuntu, so it is also not relevant to control. Additional 

notes from Hindle [21] to ensure consistent measurements: Keep room temperature constant, 

leave screen on during tests, application is always the same screen size. These will also be 

applied during experimentation. The device is placed on top of a raised laptop stand to allow 

air to move about the device to further control thermal effects. All experiments take place in 

the same room, and the device will not be moved, touched, or interacted with. To address 
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Hindle’s last point, the command prompt will always be kept the same size and in the corner 

of the screen, and the GUI in the applications always opens an identical-sized window in the 

same place. Below, detailed steps of the environmental setup are described, addressing 

variables mentioned in this paragraph and additional factors that are thought to be important. 

1. Restart the device to ensure a clean slate. 

2. A USB stick is used to transfer all the skeleton applications and bash scripts to the 

device. A separate folder is created on the desktop. 

3. sudo apt update and sudo apt upgrade are called. 

4. Install xdotool. 

5. Close unnecessary applications running in the background. Reduce noise to a minimum 

and disable other power-influencing features. 

a. Turn off updates and „check for updates“. 

b. Disable screensaver. 

c. Disable Wi-Fi and Networking. 

d. Desktop Notifications are set to do not disturb. 

e. Disable the lid watcher. 

f. Turn off Bluetooth. 

g. Quit various services on the toolbar: Networking, Bluetooth, Qlipper. 

6. Set the refresh rate to the lowest setting: 40Hz. 

7. Set volume to 0%. 

8. Ensure device is plugged in and battery is at 100%. 

9. Configure the test ground in the energy profiler/bash script. 

10. Carry out control tests. 

4.3.2 Step-by-step Procedure 

Jagroep et al. [18] present steps that can be carried out as an extension to activity 6 originally 

proposed by Hindle [21], which are then further modified by Mancebo et al. [1] that increase 

the reliability and repeatability of measurements obtained through these experiments. For the 

experiments in this thesis, these experimental steps have been combined and extended from 

several sources into a new, unique set of steps that will be followed to ensure accurate, reliable, 

and repeatable measurements. Below are the general steps of what will happen on each run of 

the experiment, as specified by the bash script. 
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1. Start relevant application version: This startup will not be measured. The reason this 

is included in the test script, rather than manually opening the application, is that the 

moment the program starts, the autosave timer immediately begins as well, and starts 

saving at the specified interval. Thus, by including the startup in the bash script, there 

is a guaranteed amount of time wherein a certain number of autosaves will happen and 

get more repeatable measurements. Skeleton applications are sorted into three folders, 

one for each of the original repositories. They follow the following basic naming 

structure, to be more easily scriptable: {OriginalApplicationName}_skeleton 

_{functionality}.py. 

2. Wait 5 seconds: To account for variance in startup time, to ensure that the same amount 

of autosaves take place every run. 

3. Begin profiling with Perf: Sleep 120 command is used to run Perf for exactly 2 

minutes. This should capture exactly 12 autosave calls in the background (as autosave 

happens every 10 seconds). 

4. Paste relevant length text into the GUI text box: Text is copied from pre-made .txt 

files of the correct size and pasted into the application using xdotool. The only case 

where this does not happen is the empty case. Different lengths of Lorem Ipsum were 

used as filler text in both non-empty cases. All non-control tests follow the scheme: 

test_{SkeletonApplicationFileName}_{TextLength}.txt. 

5. Wait for Perf to finish: Results are appended to a specific output file. The use of a 

proper naming scheme will make the parsing process easier. 

6. Close application: This marks the end of a single test case. This means that the total 

single test time is 125 seconds. The profiler measures between the 5-125 second mark. 

7. Wait 5 minutes between tests: Thermal effects must be carefully managed, as previous 

studies have found that RAPL readings increase with core temperature [10]. For this, 

sufficient time in between tests will be left to cool the device from any heat it may have 

generated during the test. Several studies have been carried out that investigate the 

thermal time constant of different processors. The thermal time constant (τ) is defined 

as „the time it takes for the temperature of the thermistor to change by 63.2% of its 

initial temperature difference“, with 5τ being the value where 99.4% of the temperature 

change has dissipated18. Mesa-Martinez et al. [28] measured a thermal time constant 

 

18 https://www.mmc.co.jp/adv/en/solution/thermistor/thermistor08.html  

https://www.mmc.co.jp/adv/en/solution/thermistor/thermistor08.html
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for AMD K8 chips to be between 5ms and 300ms, implying that 5τ is 1.5 seconds. 

Whereas Chhablani [29] measured it to be around 0.1s for over 99% of temperature 

dissipation. Pereira et al. [22] waited 2 minutes between experiments, deeming it 

enough not to affect energy measurements. The time between tests in this thesis was 

kept at 5 minutes. This is a reasonable and safe value, as the previous studies show that 

5 minutes is much longer than many thermal time constants, and in addition, the 

experiments in this thesis are not CPU-intensive and are unlikely to raise the 

temperature too much. 5 minutes is also a reasonable amount to ensure the experiments 

do not go on for too long. 

8. Repeat: Jimenez et al. [19], as well as Chowdhury et al. [20], suggest repeating the 

same test case 10 times. To be safe, all test cases are repeated 30 times, as this is the 

number of samples required to assume data is normally distributed. This ensures 

consistency and repeatability of the experiments by accounting for variability.  

There are three control tests, repeated 30 times, leaving a total of 90 control test runs in total. 

There are nine test cases for each of the original applications. With three selected applications, 

this leaves 27 test scenarios, each repeated 30 times for a final 810 test runs for the application 

measurements. A total of 900 runs are carried out. 

4.4 Motivational Example 

Software developers specializing in desktop text-editing applications, as well as those 

contributing to larger open-source projects with text-editing capabilities, commonly use 

programming languages such as Python. Autosaving is a widely implemented feature in text 

editors, and many users rely on this feature when writing in their editor of choice. This is why 

the functionality and performance of the feature work satisfactorily, even when the user cannot 

see what is going on behind the scenes, as poor feature energy consumption can still indirectly 

affect user experience. Consider this: 

Battery usage: A user working on a portable desktop device like a laptop notices their battery 

life drops significantly after installing an application that a developer contributed to by adding 

several background processes. Despite the application being idle, background processes such 

as autosaving continue to run in the editor, consuming energy and battery unnecessarily. The 

user uninstalls the application as they are unsatisfied. 
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Large-scale usage: In a corporate setting, hundreds of workstations use applications that 

integrate a text-editing tool. Autosaving is periodically carried out for all the workers using 

your software. Although each instance may consume only a small amount of energy, the 

cumulative energy consumption across the organization becomes significant. This leads to 

increased operational costs and raises sustainability concerns, particularly for companies 

aiming to reduce their carbon footprint. 

Performance degradation: A user is using a text-editing application on an older device that 

is resource-constrained. The application is running slower than expected due to the constant 

autosaving, and this is affecting the user’s experience. They are unable to use the application 

as normal, as the way this feature is implemented within the application is energy inefficient. 

While developers focus on enhancing functionality and improving user experience, this can 

lead to neglecting the energy consumption of the feature in the application they are contributing 

to, leading to energy inefficient solutions, and thus unsatisfied customers who are less likely to 

use the application. Results found in this thesis can provide actionable insights into optimizing 

such software by investigating how a specific background feature affects energy consumption. 

4.5 Compile and Analyse the Results 

Two main comparisons are made throughout the experimentation. Firstly, to answer RQ1, 

single application versions are compared based on the operations they contain. The aim is to 

find out if one of the operations causes an increase/decrease in energy consumption. The idea 

is to look for trends in the operations, to find if there is a pattern that one operation causes 

differences in consumption across multiple instances. RQ2 will be answered by comparing 

applications between themselves. If multiple software solutions each have identical 

functionality, but different implementations, does a particular way of implementing cost more 

energy than another? From this, a set of results is found from which a detailed and clear 

recommendation can be made to the developer of what sort of implementation or operation can 

or should be added in a particular situation. 

4.5.1 Data Pre-processing 

Before beginning any statistical tests, it is important to ensure the correct values are being used 

for comparison. First, any outliers were removed. For this, anything that falls outside 1.5xIQR 

(Interquartile Range) was removed. 15 entries had to be removed in total. For every 

measurement result, the relevant control test value was subtracted. This means that the average 
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will be taken for each of the control test scenarios (empty, medium, long), and the relevant 

value will be subtracted from every result. The following equation describes the relationship 

between the energy in the test: ∆𝐸𝑓𝑒𝑎𝑡𝑢𝑟𝑒 = 𝐸𝑟𝑢𝑛 − 𝐸̅𝑚𝑎𝑡𝑐ℎ𝑒𝑑 𝑐𝑜𝑛𝑡𝑟𝑜𝑙. These values are suitable 

to be compared for the in-app comparisons (RQ1), where the idea is to find if each subsequent 

operation addition causes an increase in energy. 

In the case of the between-app comparisons (RQ2), a slightly different type of measurement is 

made. The aim is to compare only the consumption of an operation, not the cumulative addition 

to the last version. If the base version is inefficient, this should not also be compared in the 

change tracking version. For this, the operation needs to be isolated, meaning that the last „step“ 

version joules are subtracted, creating a new delta value. In the case of change tracking, the 

base version joules are subtracted, and in the case of change tracking and logging, just the 

change-tracking version joules are subtracted. For example, the full equation for comparing 

values in the change tracking variant would be: ∆𝐸𝑐ℎ𝑎𝑛𝑔𝑒 𝑡𝑟𝑎𝑐𝑘𝑖𝑛𝑔 = ∆𝐸𝑐ℎ𝑎𝑛𝑔𝑒+𝑏𝑎𝑠𝑒 −

∆𝐸𝑏𝑎𝑠𝑒 = (𝐸𝑐ℎ𝑎𝑛𝑔𝑒+𝑏𝑎𝑠𝑒 − 𝐸̅𝑚𝑎𝑡𝑐ℎ𝑒𝑑 𝑐𝑜𝑛𝑡𝑟𝑜𝑙) − (𝐸𝑏𝑎𝑠𝑒 − 𝐸̅𝑚𝑎𝑡𝑐ℎ𝑒𝑑 𝑐𝑜𝑛𝑡𝑟𝑜𝑙). 

4.5.2 Statistical Analysis 

Hypothesis testing was carried out on each of the comparisons described. Data is first checked 

to see which prerequisites are fulfilled, to decide which test would be best for a particular 

scenario. A common requirement is whether the data is normally distributed. At least 30 

samples should be available to assume the data is normally distributed [30]. The Shapiro-Wilk 

test can be used to check data for normal distribution. Another requirement for statistical tests 

is homogeneity between groups. This means that variances in each group should be roughly 

the same. A test for homogeneity can be carried out using Levene’s test. A normal distribution 

and homogeneity suggest the data is likely parametric, and parametric tests can be used. 

Parametric tests have greater statistical power, so should be used where possible [30]. On the 

other hand, a nonparametric test can be used if either the Shapiro-Wilk or Levene’s test ends 

with a rejected null hypothesis (data is either not normally distributed, or variances are not 

equal). The DATAtab website provides a clear overview of which test can be used in a 

particular scenario [30]. This is shown in Table 8 below. 

Table 8. List of most common parametric and nonparametric tests [30]. 

 Parametric tests Nonparametric tests 

One sample Simple t-Test Wilcoxon test for one sample 
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Two dependent 

samples 

Paired Sample t-Test Wilcoxon-Test 

Two 

independent 

samples 

Unpaired Sample t-Test Mann-Whitney U-Test 

More than two 

independent 

samples 

One-way ANOVA Kruskal-Wallis-Test 

More than two 

dependent 

samples 

Repeated Measures ANOVA Friedman-Test 

Correlation 

between two 

variables 

Pearson Correlation Spearman Correlation 

Research questions 1 and 2 all involve exploring relationships of two variables between three 

or more groups, with three versions being compared, as well as three applications being 

compared. All tests are independent of each other; thus, One-way ANOVA is used in the case 

of parametric samples, and the Kruskal-Wallis Test in the case of nonparametric tests. These 

tests reveal if the differences between the independent groups are statistically significant or 

not. If there is a significant difference between the groups, then a post-hoc test is carried out to 

determine exactly which groups differ [30]. 

In the case of ANOVA, the most common method for comparing all possible group pairings is 

Tukey’s range test method. Each pairing produces an adjusted p-value, wherein a conclusion 

can be made whether the difference in means between the two groups being compared is 

significant19. This will finally result in identifying significant groups in the data. For when data 

is found to be nonparametric, the Kruskal-Wallis test is used instead. The suitable post-hoc test 

in this case would be the Dunn-Bonferroni test, which is a rank-based pairwise test. Similar to 

the Tukey method, this test calculates a p-value for every pairing, where a p-value smaller than 

0.05 indicates a significant difference and the two groups are assumed to differ [30]. 

4.5.3 Scripts and Libraries Used 

All results from the bash scripts are stored in separate files for each test case. Each file has 30 

sets of results (for the 30 repetitions of each test). A Jupyter Notebook20 Python script was used 

 

19 https://statisticsbyjim.com/anova/post-hoc-tests-anova/  
20 https://jupyter.org/  

https://statisticsbyjim.com/anova/post-hoc-tests-anova/
https://jupyter.org/
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to carry out the analysis of results. Python has many built-in libraries, like the ones mentioned 

above, for these types of tests, so it is the easiest tool to use. Libraries such as Pandas21, 

NumPy22, SciPy23, and statsmodels24 were used to easily parse relevant values from the set of 

results and carry out hypothesis testing. Relevant diagrams to illustrate findings were created 

using Seaborn25. All scripts can be found in the thesis GitHub26. After carrying out statistical 

tests, energy-efficient scenarios can be narrowed down to find particular configurations that 

are most efficient.  

 

21 https://pandas.pydata.org/  
22 https://numpy.org/  
23 https://docs.scipy.org/doc/scipy/reference/stats.html  
24 https://www.statsmodels.org/stable/index.html  
25 https://seaborn.pydata.org/  
26 https://github.com/MariaKuusvek/MSc-Thesis  

https://pandas.pydata.org/
https://numpy.org/
https://docs.scipy.org/doc/scipy/reference/stats.html
https://www.statsmodels.org/stable/index.html
https://seaborn.pydata.org/
https://github.com/MariaKuusvek/MSc-Thesis
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5 Results 

In this section, the final results of the experiments will be discussed. A total of 900 

measurements were taken, with 810 main test cases and 90 control tests that were carried out, 

with each test case producing a results file of resource usage values. The control tests found an 

average testbed energy consumption of 48.19 joules and a range of 32.34 joules across all file 

sizes. The average values for each control test scenario were subtracted from the relevant main 

test to receive the delta energy value for autosaving. The results, discussion, and conclusions 

for the experiments will be presented in order of the research questions, answering each one 

consecutively. The full set of measurements taken is found in the CSV file in the thesis 

GitHub26. Below, only the conclusions of the hypothesis testing are discussed27. 

5.1 Results of RQ1 – Intra-Application Comparison 

In this section, the relevant results for research question 1 are discussed: What operations 

within the autosaving feature are most energy-intensive? In-app comparison will be carried out 

for this section. The aim is to compare the operation additions in a single application. The three 

skeleton versions compared were base, change, and change+logging.  

First, novelWriter was tested. No significant difference was found between any of the versions 

in all three file sizes, indicating that the addition of particular operations does not significantly 

impact consumption. Figure 7 visualises the differences in energy consumption. 

 

Figure 7. Box plot of energy distribution in variants of novelWriter in three file sizes. 

 

27 For full hypothesis testing results, see https://docs.google.com/spreadsheets/d/14lV3lX50QL54Ocp-

foSjeYGQ2VO_ROkp_NZSYdc1Z-w/edit?usp=sharing  

https://docs.google.com/spreadsheets/d/14lV3lX50QL54Ocp-foSjeYGQ2VO_ROkp_NZSYdc1Z-w/edit?usp=sharing
https://docs.google.com/spreadsheets/d/14lV3lX50QL54Ocp-foSjeYGQ2VO_ROkp_NZSYdc1Z-w/edit?usp=sharing
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However, in Mu, a significant difference was found between the medium (5KB) Mu base vs 

the Mu change version, with a p-value of 0.004. Mean increased by 5.83 joules when adding 

change tracking. Figure 8 visually demonstrates this difference. This may be attributed to the 

use of the Qt framework modified flag calls, as this is different from the other applications. 

 

Figure 8. Box plot of energy distribution in variants of Mu in all three file sizes. 

Similarly to novelWriter, Leo also found no significant difference in overall energy 

consumption of autosave when adding new operations. Figure 9 visually presents this. 

 

Figure 9. Box plot of energy distribution in variants of Leo in all three file sizes. 

What these results demonstrate is that, in general, the addition of operations does not affect the 

energy consumption significantly, except in the case of some implementations of change 

tracking. So, in the case of change tracking, it is worth exploring how implementations differ 

for developers to make a more justified choice. 

5.2 Results of RQ2 – Inter-Application Comparison 

Here, research question 2 is explored: Are some autosave implementations more efficient than 

others? Is there variation in the energy consumption across different implementations of the 
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autosaving feature in desktop-based text editors? In the case of these tests, adjusted delta values 

will be used. As described earlier, base versions will be compared as before, but for the change 

tracking and logging versions, in order to isolate the operation for comparison, the joules of 

the previous „step“ will be subtracted. Results are organised by operation: 

Base autosave: A significant pairwise difference was found between medium (5KB) Mu and 

novelWriter base versions, with a mean difference of 6.84 joules, with novelWriter consuming 

more. A similar difference was found between medium (5KB) Leo and Mu base versions, with 

a difference of 4.04 joules, with Leo consuming more. This difference can be visually seen in 

Figure 10 with the comparison of medians. From this comparison, it is clear that Mu dominates 

in efficiency compared to the other two implementations, likely due to its unique file-writing 

mechanism. Leo and novelWriter saved to a temporary file before overwriting the real file and 

removing the temporary file. 

 

Figure 10. Box plot of energy distribution in basic applications (5KB). 

Change Tracking: A significant difference was found between Leo and Mu implementation 

in the medium (5KB) case, with Mu costing 6.23 joules more than Leo. This was also the case 

for Mu and novelWriter in the medium (5KB) case, with Mu costing 10.37 more joules than 

novelWriter. This difference is further illustrated in the Figure 11 box plot. In the long case 

(50KB), Leo’s comparison with Mu was significant as Leo used 7.83 joules more than Mu, as 

well as 5.01 joules more than novelWriter in the same case. Similar to RQ1 comparison, Mu’s 

change tracking was expensive due to its use of the Qt framework. Leo also showed that its 

change tracking is inefficient in two cases, likely because file writes continue to be carried out 

after changes stop occurring. 
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Figure 11. Box plot of energy distribution in change-tracking applications (5KB and 50KB). 

Change + Logging: In the empty case (0KB), Leo and novelWriter had a significant 

difference, with Leo using 5.12 joules more than novelWriter. In the medium (5KB) case, Mu 

used 3.75 joules more than novelWriter, whereas in the long case (50KB), Mu used 5.96 joules 

more than Leo. The fact that the differences in energy are relatively small indicates that it is 

easy to magnify the significant differences found between the applications, even if the 

operation itself is not significant to the overall autosave operation; this is especially apparent 

in Figure 12. Mu appears to use the most joules due to its external logging file. 
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Figure 12. Box plot of energy distribution in logging applications (5KB and 50KB). 

Based on the results found above, all the cases where a statistically significant difference was 

found are summarised in Table 9.  

Table 9. Summary of all statistically significant pairwise p-values. 

Pairwise 

significance 

File size Test Which used more 

energy 

Δ Energy 

consumption 

Mu base vs 

Mu change 

5KB Dunn-Bonferroni (p = 

0.0029) 

Mu change 5.83 J 

Mu base vs 

novelWriter 

base 

5KB Dunn-Bonferroni (p = 

0.0.003) 

novelWriter base 6.84 J 

Mu base vs 

Leo base 

5KB Dunn-Bonferroni (p = 

0.046) 

Leo base 4.04 J 

Mu change 

vs Leo 

change 

5KB Dunn-Bonferroni (p = 

0.015) 

Mu change 6.23 J 

Mu change 

vs 

5KB Dunn-Bonferroni (p = 

0.000037) 

Mu change 10.37 J 
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novelWriter 

change 

Leo change 

vs Mu 

change 

50KB Tukey (p = 0.0001) Leo change 7.83 J 

Leo change 

vs 

novelWriter 

change 

50KB Tukey (p = 0.016) Leo change 5.01 J 

Leo logging 

vs 

novelWriter 

logging 

0KB Tukey (p = 0.0155) Leo logging 5.12 J 

Mu logging 

vs 

novelWriter 

logging 

5KB Tukey (p = 0.032) 

 

Mu logging 3.75 J 

Mu logging 

vs Leo 

logging 

50KB Tukey (p = 0.0021) Mu logging 5.96 J 

These results present differences in the implementations of applications that hypothesis testing 

helped to reveal. However, when these are scaled up, how do these differences present 

themselves? 

5.3 Results of RQ3 – Scaling Factors 

How do file size and save frequency affect energy consumption? Now that the general idea of 

how the autosave implementations vary in consumption is established, further exploration can 

be done on how to magnify these effects. First, a file size analysis will be done to see if there 

is a correlation between file size and consumption, and if it is possible to estimate whether 

larger file sizes magnify the effects of poor implementation even further. Effects of the 

implementation can then be further investigated by studying the save frequency of the original 

applications, and considering this implementation choice as well. 

5.3.1 File Size Impact 

For this, the general spread of medians across the three file sizes is analysed. Figure 13 and 

Figure 14 illustrate the distribution of energy vs file size for all variants. It is worth noting that 

for these diagrams, just the Δ energy value of the whole run is being considered. So only control 
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test values have been subtracted from the values below. A negative value indicates the cases 

where energy consumption went down compared to the control, with the new addition of 

autosaving. 

 

Figure 13. Box plot of application-specific joule distribution between file size. 

 

Figure 14. Box plot of joule distribution between file sizes in all variants. 

While the empty and medium sizes do not seem to indicate much difference in the median, it 

is worth noting that the long file size is highest in all three app sizes. This may indicate that 

with larger file sizes, energy consumption rises. 
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5.3.2 Save Frequency Impact 

Performing an analysis of save frequency can also reveal insights. So far, only the 12 autosave 

calls in the space of 2 minutes have been compared to one another. This proved to be a big 

enough number to notice subtle changes in the energy consumption, however, this does not 

reflect the save frequency of the original applications. Are there any insights or 

recommendations that can be made in this aspect? Firstly, the consumption of a single save can 

be found, then scaled up. The average of the „full version“ save will be taken for each program 

(i.e., the change tracking and logging operations are included). Since the largest file size 

showed the most variation in energy consumption, 50KB sizes will be used. Table 10 presents 

an analysis of what each application's save frequency may look like energy-wise. 

Table 10. Estimated hourly cost of autosaving in each application. 

Editor 

(Change+logging 

build) 

Average 

joules for 

12 

autosaves 

Average 

estimated 

joules per 

save 

Autosave 

frequency 

in original 

application 

Calls per hour Estimated 

joules 

consumed 

per hour 

novelWriter 9.98 J 0.83 J 30s 120 99.6 J 

Mu 10.3 J 0.86 J 5s 720 619.2 J 

Leo 11.07 J 0.92 J 300s (of 

idle time) 

12 11.04 J 

The final values found in the table represent an estimation of the number of joules consumed 

by just the autosaving functionality if the applications were left open and idle for one hour. 

While the energy consumption between individual autosave implementations is subtle, energy 

differences become much more apparent when scaled up like this. Reducing Mu’s timer from 

5 seconds to 30 seconds (same as novelWriter) would reduce its hourly energy consumption 

from ~619.2 to a mere ~103.2, which is a reduction of 83%. The magnitude of joules saved 

here is the largest of any of the other changes found in other comparisons. 

5.4 Results of RQ4 – Summary Recommendations for Developers 

There is enough evidence to suggest that the way a feature or operation is implemented can 

significantly increase or decrease the energy consumption of the overall application, and this 

justifies recommendations to be made to developers. It is important to note that all conclusions 

drawn from experiments apply to this specific testing environment (on an SSD and Intel Tiger 

Lake laptop under Lubuntu operating system) and are prone to change on different systems. It 
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is outside the scope of this thesis to say whether these recommendations can apply in all 

situations. Below are the recommendations that can be concluded from the experiments: 

1. Before all else, reducing save frequency is the simplest way to reduce consumption: 

From the results of RQ3, we find that hourly cost can be cut down by almost 90% 

instantly by calling less frequently in one case. 

2. Prefer in-place writes: It was found in RQ2, that Mu’s unique in-place file write, 

which carries out file writing directly onto the original file more efficient than its 

temporary-file counterpart, saving 5 joules in the worst case. But if you must, use 

Leo’s double-file write: If a developer wants to increase failure resistance, using Leo’s 

approach uses less energy than novelWriter’s approach. 

3. Use a custom and dedicated change-tracking flag: RQ1 revealed that Qt’s built-in 

change-tracking mechanism created a considerable increase in energy consumption, 

whereas the other two editors used custom flags and signal emissions. RQ2 also showed 

that Leo’s backup autosaving mechanism proved very inefficient and unnecessary in its 

current form. If it had a separate flag to determine when changes stop, it would prevent 

extra file writes. 

4. Log more often or wherever necessary: The addition of logging, nor its 

implementation, significantly affects energy consumption. The energy consumption of 

adding logging was negligible in all cases. This means that developers should not 

hesitate to carry out logging, especially if their concern is over the consumption of 

energy. Developers can focus more on performance, maintainability, or other factors 

when deciding on where and how to implement logging. 
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6 Discussion 

Now that the results have revealed which implementations caused differences in energy, an 

investigation can be carried out into why this happened. The results for each research question 

will be discussed in sequence.  

The first research question aimed to find if any operations inside autosave are more expensive 

energy-wise, and in which cases. Across all three editors, logging added no statistically 

significant energy overhead in any scenario. When looking at the raw mean values, overall, 

there was little overhead with logging, with many cases displaying an energy reduction. The 

largest addition was 3.62 joules, with the second and third largest addition being only a mere 

2.95 and 1.67 joules, which is fairly negligible when compared to the differences in 

implementation of the other operations. One can imply that developers can be generous with 

logging, as it doesn’t have a significant difference in energy, so more focus can be put on 

communicating important information, rather than suppressing the amount of logging done due 

to energy concerns. The addition of change tracking was mostly insignificant except in the case 

of Mu, where, in the case of medium and long files, there was an increase of 5.83 and 5.61 

joules when compared to the base version. From this, a conclusion cannot be made that this 

operation in general is the cause for the increase, as it only appears in one of the editors, but 

rather that closer attention is needed when choosing an implementation. Logging was not found 

to be a significant operation in any of the editors; this means that the overhead energy cost of 

logging is relatively quite small, so any differences observed in this small consumption are 

likely to be negligible in the larger picture. This matches the claim made by Chowdhury et al. 

[20], where they similarly find that logging was a negligible contributor to energy consumption. 

For the second research question, implementation differences are more closely examined. 

Variation was found in the energy consumption of different implementations. When comparing 

implementations of the most basic autosave functionality, it was found that Mu consumed 

significantly less energy than novelWriter, with a difference of 6.84 joules in the medium file 

case, with Leo sitting in the middle of the other two editors, but also with a significant 

difference of 4.04 joules. Mu overwrites the target file in place and performs flush and fsync, 

while the other two editors employ a temporary file for more failure resistance. This suggests 

that in-place file writes are cheaper. However, since a significant difference was not found 

between Leo and novelWriter, an interesting conclusion can be made. Even though Leo carries 
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out two full-file writes for better data integrity when saving, this does not have a considerable 

impact when compared to novelWriter’s more basic approach. Leo requires two successive 

failures for the save to fail, while novelWriter requires just one. Thus, Mu is the simplest and 

least energy-consuming option of them all, but if a developer prefers a more robust approach, 

they should use Leo’s double file-write, as this is practically better than novelWriter’s. 

When adding the change tracking operation to all the editors, Mu proved the least efficient for 

medium files, with an average increase of 6.23 joules and 10.37 joules, while Leo proved the 

least efficient for long files, with an average increase of 6.16 joules and 5.09 joules. Mu’s 

change tracking relies on the Qt framework, and the QTextDocument class’s built-in modified 

flag, unlike its counterparts, which instead rely on signal emission and custom flags. The 

isModified() flag appears to analyse the internal state more aggressively than the other 

custom flags used in novelWriter and Leo. Using setModified(False) to change the flag 

back is also likely causing the spike in energy. Leo’s change tracking was also found to be 

inefficient. Earlier, it was described that Leo is the only program of the three that does not clear 

its changed flag, due to the nature of the autosave being only a backup measure. This appears 

to be the most likely culprit for the significantly increased energy output. Simply put, Leo 

performs the full saving workflow more times, because it does not change the changed flag 

back to False. This functionality, however, still serves a purpose, so it would be neglectful to 

simply recommend that developers avoid using this sort of autosave implementation altogether. 

This thesis suggests creating a new autosaveChanged flag, separate from the original flag, 

and unique to the autosave. This means that the user is still prompted to save manually, as per 

the original changed flag, but the autosave does not continue if it has detected changes once. 

This is likely to save up to 6 joules. 

What was most surprising, however, was the differences in results for the logging. While no 

individual application logging addition caused significant energy changes, there are still 

differences in energy when each isolated logging implementation is compared to one another. 

What this indicates is that logging is overall a cheap operation, and unlikely to greatly affect 

energy, but there are still energy differences when zooming into that one operation specifically. 

Mu was found to consume the most energy in the medium and long file sizes, suggesting that 

saving to a separate log file is the least efficient logging implementation. Due to the negligible 

difference in logging and the small joule values associated with logging implementation 
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differences, this is not something that is worth taking into consideration when creating 

recommendations for developers. 

While novelWriter and Mu efficiently check for document changes before carrying out an 

actual file write, it still does not excuse the high frequency of autosave function calls. Even 

though the actual file write is not even being carried out for most of the saves, the energy 

consumption of the applications with high autosave frequency is very apparent. This should be 

a cause for more consideration, whether the number of calls per hour needs to be this high. One 

can imagine how much more significant these amounts become when scaled up to the course 

of an 8-hour workday, or even worse, regular use over multiple months. While Leo showed 

greater consumption for long files, it justifies the use of its implementation through having 

such a long autosave timer. Developers need to take more consideration into the necessity of 

such frequent calls, and ensure their choice is very well justified, as this is the largest long-term 

contributor to energy. Only then are nuances in how the autosave is implemented more 

significant to the overall package. 

6.1 Threats to Validity 

To fully understand the significance of the results, limitations and assumptions must be 

considered. This section explores several potential threats to the accuracy of measurements that 

may have been present during experimentation for this thesis. 

Many factors can affect the energy consumption of the device running the tests. The importance 

of controlling variables in the testing environment was emphasised earlier. The operating 

system carries out many tasks in the background, and tasks may turn on such that the 

experiments pick up on the energy difference. While care was taken to control every variable, 

there is a possibility that a factor was missed and remains uncontrolled, leading to imprecise 

measurements. The experiment environment was the same for every experiment, and 

experiments were carried out in succession, so if there was a an uncontrolled factor, it is 

unlikely that it significantly changed throughout energy readings, as it was present in all 

readings as a result [1], [15], [18], [19]. 

The number of data points may also pose a threat. For this thesis, only one language was tested 

on one platform. Therefore, the results cannot be generalized to all platforms and contexts in 

which this feature is used. Another language or use of another platform may be affected 

differently by the test cases carried out. More generalizability could be achieved by increasing 
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test diversity, such as by testing on different hardware, but unfortunately, these tests take time, 

and necessary hardware diversity is not available in the scope of this thesis. However, there are 

enough versions and feature analyses to indicate the relationship between implementation and 

energy consumption. Nevertheless, this research is still useful for the goal of generating 

awareness for energy consumption in software [1], [15], [18], [21] 

Another potential threat is the selection of the energy profiler, and if it can reliably produce 

correct readings [1], [18]. Khan et al. [10] bring out some limitations to RAPL-based profilers. 

They describe that the 32-bit MSR registers overflow roughly every 52 minutes on the Haswell 

architecture, so software must poll more frequently to prevent reading incorrect values. They 

also explain that registers in RAPL are written consecutively and a few milliseconds apart, so 

high-rate sampling may capture a stale value unless these are carefully synchronised. It is worth 

noting that these limitations have been observed on the Haswell and Skylake architectures and 

do not necessarily apply to all processors that have RAPL. While software-based energy 

profilers are known to be less precise than hardware power monitors, the Perf tool is widely 

used and commonly used on many Linux systems, and these limitations by no means invalidate 

RAPL’s usefulness. 
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7 Conclusion 

In this thesis, the goal was to expose the hidden cost of autosaving in Python desktop text 

editors. By re-implementing three real-world approaches of autosave inside basic skeleton 

applications, and carrying out 900 energy profiling experiments, evidence was found to justify 

that developers should pay more attention to the implementation decisions being made. 

Implementation choices can directly affect the consumption of the overall application that uses 

the autosave feature. For example, it was found that the most significant contributor was how 

often an autosave function call was made, with a simple frequency fix saving up to 90% of the 

hourly consumption of an application. Another implementation that proved to save up to 7 

joules was using in-place writes, instead of saving to a temporary file first. From these findings 

and results, general recommendations were formulated for developers who develop in such 

contexts. Overall, the contributions made in this thesis involve the creation of a reproducible 

methodology for carrying out experiments on skeleton applications of existing repositories, as 

well as providing empirical findings on which operations and implementations are most energy 

efficient. This has contributed to the field of green software and the investigation of energy 

consumption. Future work should aim to replicate these experiments, but with more varied 

variables to test the generality of these rules. Operating system, the type of device used, and 

what language the feature is implemented in may affect the I/O operations in these applications.  

To conclude, the path to greener software is not always about large algorithm implementations 

or hardware improvements. Sometimes, the decision to rewrite a single line or to skip a certain 

operation is the difference between thousands of saved joules in the long run. 
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Appendices 

I: Full Repository Mining 

Table 11. Full repository mining for autosave. 

Repositor

y 

Descriptio

n 

Version

s (Tags) 

Commit

s 

Last 

Stable 

releas

e 

Num of 

releases 

(since 

1.1.202

4) 

Stars Platfor

m 

Autosav

e 

Included

? 

Thonny Python 

IDE for 

beginners 

47 >5300 Dec 

2024 

4 >3.3K Linux, 

Window

s, 

macOS 

Thonny-

autosave 

plugin 

exists, 

but not in 

official 

release 

PDF 

Arranger 

PDF 

editing 

tool 

36 >1200 Oct 

2024 

2 >3.8K Linux, 

Window

s, 

macOS 

No 

novelWrit

er 

Text editor 

designed 

for writing 

novels 

131 >6500 Feb 

2025 

26 >2.6K  Yes 

Babi Text editor 47 >700 Oct 

2024 

2 >400  No 

Mu Simple 

Python 

IDE 

22 >2500 Jun 

2024 

1 >1.4K Linux, 

Window

s, 

macOS 

Yes 

ExCo GUI text 

editor 

18 >200 Jan 

2025 

2 >100 Linux, 

Window

s, 

maxOS 

No 

Leo Outliner, 

Editor, 

IDE and 

PIM 

153 >3500 Dec 

2024 

9 >1.5K  Yes 

Aura-Text Text editor 27 >400 >Dec 

2024 

6 >300

K 

 No 
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II: Table of Application Operations 

Table 12. Summary of available operations in each application. 

Application Functions Description 

novelWriter Checks to see if the 

project/document 

exists 

Verifies the project is loaded and the NWItem and 

NWDocument objects exist. Aborts save if any are missing. 

 

Document change 

tracking/check for 

document change 

GuiDocEditor _docChanged variable is set to True when 

changes are detected. Autosave checks the value of this 

variable and only saves if it is true. There is a separate 

GuiTextDocument class that is a QTextDocument 

object that emits a signal when changes are made to the text 

box. The signal starts the process of setting the variable to 

True. 

Logging 

 

Logging is performed throughout the saving procedure, as 

well as to report errors. 

Save cursor 

position 
The cursor position is saved to the NWItem so the editing 

location can be restored later. 

Document handle 

verification 

Ensures the correct document is being saved by comparing 

the thandle and dochandle. 

Word/Character 

counter 
Runs the standardcounter() function, which counts 

characters, words, and paragraphs. Then sends a signal to 

update the UI with new counts. 

Hash/External 

Modification Check 

Checks for external changes the file on disk. If an external 

change is detected, an error occurs, and autosaving stops. 

UI updates/Signal 

emission (Update 

header, update 

footer, status bar) 

Signals are sent after saving and after word counting so that 

parts of the UI can be updated accordingly. 

Include metadata in 

file save 

Prepares and writes various metadata to a header at the 

beginning of the file. 

Mu Document change 

tracking/check for 

document change 

The Window() class holds the modified variable, which is 

True when changes are detected. Autosaving continues only 

when changes are detected. 

Logging Logging is performed throughout the saving procedure, as 

well as to report errors. A log file is specified, and logs are 

saved to this file. 

UI updates The save_tab_to_file() function calls the 

show_status_message() that updates the status bar. 
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Encoding detection Detects the encoding cookie, validates the codec, and 

determines the encoding of the file. Uses default encoding if 

no encoding cookie is found. 

Leo Checks program 

state 

If the program is in testing mode or has been killed, autosave 

will not start. 

Checks if document 

exists 
Checks if the Commands class and the document exists. If 

not, autosave is skipped. 

Document change 

tracking/check for 

document change 

Check if the c.changed variable is true. The 

setChanged() function in the Commands class makes 

this variable true, it is called in many parts of the code, 

representing changes that the user can make to their 

document. However, it is only changed back to False using 

the clearChanged() function in the main save function, 

not the autosave function. 

Write to all file 

nodes 
Call writeAllAtFileNodes() to write to all external 

nodes. This updates various internal state records. 

Logging Print statements are carried out if the verbose variable is 

true. 

Logging in GUI Also has g.app.log object, but this is connected to a 

GUI element that visually displays log messages. 

Check file type Check the filename extension to decide which file write 

function to carry out. Otherwise writes to XML format. 

Include metadata in 

file save 
The outline_to_xml_string() function carries out 

several put() functions to add various types of metadata to 

the XML string. 

Save the internal 

record of 

timestamp 

Calls setFileTimeStamp() in write_xml_file and 

records the last modification time (last save). 
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