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In Search of the Best Activation Function

Abstract: The choice of an activation function in neural networks can have great
consequences on the performance of the network. Designing and discovering new
activation functions that increase the performance or solve problems of existing activation
functions is an active research field. In this thesis, a kind of trainable activation function
is proposed - a weighted linear combination of activation functions where the weights are
normalized using Softmax, inspired by the DARTS network architecture search method.
The activation function is applied at the layer, kernel, and neuron levels. Optimizing the
activation function weights is done on training loss and validation loss, as was done in
DARTS. The activation function here was tested on two simple datasets, sine wave, and
spiral datasets, on image classification tasks and on a robotics task. In the case of image
classification, on CIFAR10 using the trainable activation function for initial training the
accuracy increased 5% over the baseline, on ImageNet the accuracy increased 1% over
the baseline. For the robotics task, CartPole, the mean reward increased by 10 points
out of a maximum of 200 when using the already learned activation functions in the
case of Deep Q-learning. In the case of Proximal Policy Optimization, the mean reward
increased by 2 points approximately over the baseline. For future work, more difficult
tasks could be explored for robotics tasks and longer initial search could be explored for
image classification tasks.

Keywords: Activation function, trainable activation function, artificial neural network,
image classification, reinforcement learning, robotics, CIFAR10, ImageNet, CartPole

CERCS: P170 Computer science, numerical analysis, systems, control; P176 Artificial
intelligence



Parima aktivatsioonifunktsiooni otsingul

Liihikokkuvote: Aktivatsioonifunktsiooni valik tehisndrvivorkudes tihti mdjutab mudeli
sooritusvoimet. Uute aktivatsioonifunktsioonide disainimine ja avastamine, et parandada
nirvivorkude sooritust, on aktiivne uurimisvaldkond. Siin t60s esitletakse ja testitakse
kindlat treenitavat aktivatsioonifunktsiooni - kaalutud lineaarset kombinatsiooni erine-
vatest aktivatsioonifunktsioonidest, kus kaalud on normaliseeritud kasutades Softmax
funktsiooni, mis on inspireeritud DARTS nérvivorkude arhitektuuri otsingu meetodist.
Treenitavat aktivatsioonifunktsiooni testitakse narvivorgu kihi, kerneli ja neuroni tasemel.
Aktivatsioonifunktsiooni kaale optimiseeritakse kas treeningkao voi validatsioonikao
pohjal DARTS-i1 eeskujul. Treenitavat aktivatsioonifunktsiooni kasutati siin t60s kahe
lihtsa funktsiooni, siinuse ja spiraali, dppimiseks, piltide klassifitseerimiseks ning iithe
robootika iilesande lahendamiseks. Piltide klassifitseerimisel saavutas mudel treenitavate
aktivatsioonifunktsioonide kasutamisel CIFAR10 andmestikul 5% suurema tdpsuse baas-
mudeli tdpsusest ja ImageNet andmestikul 1% suurema tipsuse baasmudeli tdpsusest.
Robootika iilesande, CartPole, korral suurenes keskmine preemia umbes 10 punkti vorra
200 punktisest maksimumist kui kasutati juba opitud aktivatsioonifunktsioone uuesti
treenimiseks Deep Q-learning algoritmi puhul. Proximal Policy Optimization algoritmi
puhul suurenes keskmine preemia umbes 2 punkti vorra. Tulevikus saaks uurida selle
meetodi rakendamist keerukamatele iilesannetele robootika valdkonnas ning pikemat
otsingut piltide klassifitseerimise iilesande puhul.

Votmesonad: Aktivatsioonifunktsioon, treenitav aktivatsioonifunktsioon, tehisnirvivork,
piltide klassifitseerimine, stiitmuldpe, robootika, CIFAR10, ImageNet, CartPole

CERCS: P170 Arvutiteadus, arvutusmeetodid, siisteemid, juhtimine; P176 Tehisintellekt
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1 Introduction

Activation functions are a central part of neural networks. Choosing the right activation
function can have great consequences on the performance of neural networks. Designing
and discovering new activation functions that improve the results of learning is an open
field of research. For example, in 2017, the Swish activation function was discovered
using a specific search method [RZL17]. Swish increased the performance of image
classification tasks and allowed to train deeper networks.

Finding or choosing better activation functions is needed because there are often
problems with most used activation functions and the default used activation function
might not be optimal. For example, tanh and sigmoid cause vanishing gradients, and
ReLUs have the "dying ReLU" problem. ReLLU is the most popular activation function
and is often used as the default for all tasks, however, for example, in the case of robotics
tasks often the most optimal function is tanh. It may be the case that when solving a
new problem with neural networks, for example, protein folding, a suboptimal activation
function might be used without investigating further.

In this thesis, a kind of trainable activation function is explored - a weighted linear
combination of different basic activation functions, where the weights are normalized
using Softmax. The motivation comes from the idea of using differentiable architecture
search (DARTS) [LSY 18] to choose between different network branches. In the case
of certain simple functions that we try to learn, it is easy to see that choosing the right
activation function helps us learn the function faster and using a smaller network [Mat18].
It may be the case that for more complex functions we can also choose optimal activation
functions. The goal was to find out if using this kind of activation function increases the
performance of neural networks and if it is possible to choose better activation functions
for the network and the problem at hand based on the learned weights. The designed
trainable activation function was applied for each layer, for each kernel where applicable,
or for each neuron. It was also explored if training the weights of the activation function
on the training set or the validation set improved the results more, as was done in DARTS
and is done more generally in the case of hyperparameter optimization.

There have been previous works linearly combining activation functions to get
trainable activation function units [SBF* 18], but in addition to previous approaches that
test the trainable activation function on one level, here the trainable activation functions
are tested and analyzed on the layer, kernel, and neuron level. In previous works, similar
mechanisms have been tested mainly on image classification tasks but here it is also
examined how they behave on simpler functions and also on robotics tasks. Additionally,
DARTS-like optimization of the activation weights on validation loss and deriving and
testing the final architecture is also explored.

The most important results of this thesis are that for image classification using the
trainable activation function the accuracy on CIFAR10 increased by 5% on the test set
and the accuracy on ImageNet increased roughly by 1% compared to using ReL.U. For
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the CartPole robotics task, the mean reward increased by 10 points by using the already
learned activation function in the case of Deep Q-learning and 2 points in the case of
Proximal Policy Optimization.

The thesis is split into three main sections: Background, Methods, and Experiments.
The Background section (Section 2) describes the background and previous work. The
Methods section (Section 3) describes different methods used and the design of the
trainable activation function. The Experiments section (Section 4) begins with simple
one-dimensional and two-dimensional functions to validate that this method is viable.
From there on, the focus is mostly on image classification and starts from easier tasks and
networks and progresses toward more complicated examples. First, the experiments on
the CIFAR10 dataset using a small network are analyzed. Secondly, the same experiments
using a larger network are analyzed. Concluding the image classification topic, some
experiments were run on the ImageNet dataset. From there on, simple robotics task is
examined to see if the method works in the case of reinforcement learning. The analysis
in all cases is done by looking at how the activation functions were learned and reasoning
why.

The code used for training and analysis is available at http://github.com/ingma
rliibert/trainable-activations


http://github.com/ingmarliibert/trainable-activations
http://github.com/ingmarliibert/trainable-activations

2 Background

There have been many attempts at finding out which activation functions are optimal
to use or attempts at designing and searching for new activation functions. Designing
new activation functions is an active research field as activation functions can solve many
problems. For example, the popularisation of the Rectified Linear Unit (ReLU) helped
against the vanishing gradient problem, helped train deeper networks [GBB11] and was
partly responsible for the breakthrough of deep neural networks around 2012 [KSH12].
More recently, the Swish activation function was discovered using a specific search
method [RZL17]. Swish increased the performance of image classification tasks and
allowed to train deeper networks. Below is an introduction to various approaches used
when it comes to activation functions. The search technique DARTS is also described in
the context of searching for activation functions.

2.1 Activation functions

Activation functions are a central part of neural networks. Each neuron takes a vector
of real values as an input and calculates the weighted sum of those values. The output
of the neuron is the activation function applied on the sum. Activation functions must
be continuous, bounded, and nonconstant for neural networks to be universal function
approximators [Hor91]. Activation functions can be classified as fixed-shape activation
functions or trainable activation functions [ADIP21].

2.1.1 Fixed-shape activation functions

Fixed-shape activation functions are all the classical activations functions with a fixed
shape, for example sigmoid, tanh and ReLLU. Rectifier-based functions such as ReL.U,
and LReLU also form a subgroup inside the fixed-shape group [ADIP21]. Examples of
sigmoid and ReLLU activation functions can be seen in Figure 1.
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Figure 1. Examples of fixed shape activation functions

2.1.2 Trainable activation functions

The set of trainable activation functions contains all activation functions for which the
shape is learned during the training phase [ADIP21]. These group into two different
families: parameterized standard functions and functions based on ensemble methods.
Parameterized standard functions are derived from standard fixed activation functions
with a set of trainable parameters. Functions based on ensemble methods are defined
by mixing several distinct functions, for example combining them linearly. These
approaches can be often expressed in terms of feed-forward subnetworks which receive
one single input value [ADIP21].

Parameterized standard functions Parameterized standard functions are functions
where parameters are added to classical activation functions that allow their shape to be
tuned. For example, the first attempt at a trainable activation function was the adjustable
generalized sigmoid [Hu92]. This is a simple function where two parameters «, 3 are
added to the classical sigmoid function that adjust the function shape:

. (6]
1+ exp(—fa)

In a similar fashion, the Parametric ReLU (PReLU) [HZRS15] has one added parameter
o

AGSig(a)

a ifa>0
o -a otherwise

PReLU(a) = {

The AGSig and PReL.U activation functions with different parameter values can be
seen respectively in Figures 2 and 3.
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Figure 2. AGSig activation function Figure 3. PReL.U activation function

Functions based on ensemble methods Ensemble methods refer to merging together
different functions. For this, a set of basis functions and a combination model are needed
[ADIP21]. A good example of this is the approach by which the Swish function was
discovered [RZL17]. They designed a search method that combined different unary and
binary functions together. The combination model is the way in which the activation
functions must be combined.

A big family of ensemble methods is the linear combination of one-to-one functions
[ADIP21]. In this thesis, also a trainable activation function from that family is under
consideration, where multiple activation functions are in a weighted linear combination
and the weights are normalized using Softmax. There are some similar approaches to
this that are explored below.

Adaptive Blending Unit Adaptive Blending Unit (ABU) [SBF'18] is a trainable
activation function that combines different functions linearly and sums them:

ZO% : fi(a)

=1

where «; are the parameters to learn and f; are the activation functions. They applied the
trainable function unit at the layer level. They normalized the weights in four ways -

1. dividing the weights by their sum
2. dividing the weights by the sum of their absolute values

3. clipping negative values before normalization and dividing the weights by their
sum

4. applying Softmax to the weights

10



The 4th choice is similar to the approach explored in this thesis. The functions used
were tanh, ELU, ReL.U, identity, and Swish. They found that using ABU increased the
performance in several cases over regular activation functions. For example, in the case
of Simple Modular Convolutional Networks (SMCN) trained with Adam on CIFAR10
the increase was approximately 3% accuracy gain over ReLU. The most performant
normalization technique was dividing the weights by the sum of their absolute values,
but each of the normalization techniques performed similarly enough for the authors not
to prefer one over another.

Adaptive Activation Functions Adaptive Activation Functions (AAF) are similar
weighted linear combination activation functions where sigmoid normalization was used
for each weight [DP16]. They used the trainable activation function on a per-neuron
basis. The adaptive activation function was defined as

v = Z fi(u)l(g:)

where f; is the activation function, [(z) = H%, and g; is the matrix of parameters to be
optimized for. The set of functions used was sigmoid, tanh, and ReLLU. They placed the
trainable activation functions first at the first layers of the network and then at the last
layers. They found that when placing them at the end, the accuracy was better than when
placing the functions at the beginning. For the CIFAR10 dataset, the adaptive activation
function produced a gain of 2% when compared to the baseline of ReLLU and for the
Caltech256 dataset there was no gain over using ReL.U.

There are also cases of trainable activation functions where the set of weights was
learned per feature map in a convolutional network [EWL16]. In this thesis, all of those
options are examined - learning a set of weights per neuron, per kernel, and per layer.

2.2 DARTS

Differentiable architecture search (DARTS) is an efficient neural architecture search
method that leverages a continuous search space where the architecture can be optimized
using gradient descent [LSY18]. The categorical choice of a particular operation is
relaxed to a Softmax over all possible operations:

(i) — Z exp(a

ocO 20’60 exp(a

(()ivj))

o(x)

where the operation weights for a pair of nodes (i, j) are parameterized by a vector o("7)
and O is the set of operations. The search is then reduced to learning a set of variables
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Figure 4. Overview of the DARTS process [LSY 18]

o = o"). The process can be seen in Figure 4 - at (a) the operations on the edges are
unknown, at (b) a mixture of operations is placed on each edge, at (c) the architecture
weights are learned while training, and at (c) the final architecture is induced.

They used both validation loss and training loss to minimize the architecture weights,
but using the validation loss proved to be a better choice by reaching a better final
architecture. Optimizing architecture weights on validation loss while optimizing the
other weights of the network on training loss is a bi-level optimization problem:

min  L,q(w*, a)
«
s.t  w* = argmin,, Lypqin(w, @)

where the goal is to find architecture weights o that minimize the validation loss
Loa(w*, ), where the rest of the network weights w* are found by minimizing the
training loss: w* = argmin, L;.q;n(w, ). They proposed a simple approximation
scheme to achieve this while avoiding expensive inner optimization and using only a
single training step:

Vozﬁval (w*, Oé) ~ va/v‘val (w - ngﬁtrain(w) (1/)7 O[)

where w denotes the current weights of the network, o denotes the architecture
weights and ¢ is the learning rate for a step of the inner optimization.

Deriving the final architecture is done by replacing each mixed operation with k
most likely operations, where k£ was 1 or 2 usually, based on circumstances. The whole
process as an iterative algorithm can be seen in Algorithm 1. After deriving the final
architecture, they trained the model again on the combination of training and validation
dataset and evaluated the model on the test dataset.
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Algorithm 1: DARTS

1 Create a mixed operation (") parametrized by «*) for each edge (i, j)
2 while not converged do
3 L Update architecture v by descending V, L,q1(w — £V Livain(w, ), @)

4 Update weights w by descending V , Lyqin (W, @)

5 Derive the final architecture based on the learned «

3 Methods

This section describes the methods used in this thesis. Definition of the trainable
activation functions on the layer, kernel, and neuron level, training algorithms, and
evaluation are described.

3.1 Trainable activation function

The trainable activation function designed is a weighted linear combination of different
activation functions, where the weights are normalized using Softmax. Different sets of
activation functions were explored, from which the most commonly occurring were:

1. A set containing basic activation functions:

* ReLU
* T'anh
* Sigmoid
* Linear
2. A set containing all from the basic set and also some other more popular activation
functions:
* Swish
* Softsign
* Softplus
» SeLU
* Hard sigmoid
» GeLU
* FLU

3. A set containing all from the previous set with the addition of some more uncom-
mon choices for activation functions:
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e Softmazx
e Sin
* Cos

The trainable activation function is defined as:

exp(ay)
fer Zf’e}— el’p(af/)

f(X)

where F is a set of activation functions, o is the weight for activation function f. For
the layer level trainable activation function, X is the input to the layer. For the kernel
level trainable activation function, X is the input to the kernel. For the neuron level
trainable activation function, X is the input to the neuron.

In the case of the layer level activation function, when there are NV activation functions
in the activation functions set, then there are /N activation function weights for each layer.
In the case of the kernel level activation function, there are /V activation function weights
per each kernel. In the case of neuron level activation function, there are /N activation
function weights per each neuron.

For all of the activation functions to be equally preferred at the start, all of the weights
for the activations were initialized at zero.

3.2 Training

In the case of trainable activation functions, usually optimizing the activation function
weights is done on the training loss together with the other weights. However, if we
approach the issue as hyperparameter optimization, then we may also use the DARTS
method of optimizing the weights on the validation loss. In the case of DARTS, optimiz-
ing on the validation loss led to better performance, while optimizing on the training loss
led to overfitting of the training data, leading to poor generalization [LSY18]. Therefore
two training schemes were used - one optimizing on validation loss using a simplified
version of the DARTS approximation introduced in the Background section (Section 2)
for a simpler implementation, as can be seen in Algorithm 2, and another optimizing on
training loss, as can be seen in Algorithm 3. In the algorithms, « denotes the weights of
the activation functions, w denotes the weights of the rest of the network.

Algorithm 2: Optimizing on validation loss

1 while not converged do
2 Update weights w by descending V , Lyqin (W, @)
3 Update activation weights « by descending VL, (w, &)
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Algorithm 3: Optimizing on training loss

1 while not converged do
2 L Update weights w, a by descending V., o Ltrain(w, @)

Deriving the final architecture Deriving the final architecture after training and
analyzing the results was done in the case of the layer level activation function by
replacing the mixed operations with k£ most preferred operations by weight for each
layer, where different values of k£ were tested, seeing if the benefits remained. The &
values used were k£ = 1 where the most preferred activation function remained as the
only activation function used for the layer, and k£ = |F'| where F' is the set of activation
functions used, where all of the activation functions remained but the activation weights
were fixed and set as not trainable. For example, when there were 4 activation functions
in the set - ReLLU, sigmoid, tanh and linear - then for £ = 1 for each layer the function
with the highest weight was used for that layer in the derived architecture - for example,
sigmoid for the first layer, ReLU for other layers. For £ = 4 all of the functions remain
in a linear combination, but the weights are fixed. After deriving the final architecture,
the model was trained again on the whole data and evaluated on the test set.

Evaluation The evaluation was done by comparing the train and test accuracy of a
model using trainable activation functions to a baseline model’s train and test accuracy.
The baseline model uses the default activation function for that type of model and task,
for example, ReLLU for image classification or tanh in the case of some robotics tasks.
Two aspects were evaluated. The first one is the performance of the model after training
the model using the trainable activation function. The second one is the performance of
the model after deriving the final architecture and training the model again. Activation
functions learned on the layer level are also presented as graphs of the learned weights
and shapes of the learned functions. For kernel and neuron level activation functions that
is not done because of the great number of activation functions learned.
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4 Experiments

This section contains the experiments that have been run using the trainable activation
unit. For all new dataset and model combinations tested, a baseline with the default
activation function was trained to compare against to. For image classification, the
default activation function was ReLLU, for some robotics tasks and reinforcement learning
algorithms the default activation function was tanh. By default the activation function
weights were optimized on training loss unless specified otherwise.

4.1 Simple functions

To introduce and illustrate the problem, two small problems are solved using the layer
level and neuron level trainable activation function units, motivated by a blog post by
Matiisen [Mat18].

4.1.1 Sinusoid

The first function to be learned is the sine wave. The data points of the function to be
learned are generated using the sine function with random noise generated from the
normal distribution with a scale of 0.15. The data points can be seen in Figure 5. The
model used was a simple model with one hidden layer, one input, and one output.

1.0 A

0.5 A1

0.0 A

-0.51

—1.0 A

-10.0 -75 -50 -25 0.0 2.5 5.0 7.5 10.0
X

Figure 5. Sine wave data points with noise

The first experiment used a layer level trainable activation function with functions
ReL.U, tanh, sigmoid, and linear with 10 neurons in the hidden layer. The function was
learned successfully by the network. The separate contributions of each node and the
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final curve can be seen in Figure 6. The Softmax normalized weights of the learned
activation functions can be seen in Figure 6. It can be seen from the learned weights
that the learned combination was mostly sigmoid with a little bit of tanh. The learnable
activation function successfully chose the most optimal choice from the 4 functions -
using ReLLU, it would have not been possible to learn the function using only 10 hidden
nodes.

31 = Final curve
0.8 1 — H!dden node 0
21 —— Hidden node 1
—— Hidden node 2
0.6 i

—— Hidden node 3

> 14 —— Hidden node 4

0.4 1 Hidden node 5
—— Hidden node 6

01 Hidden node 7

0.2 1 —— Hidden node 8
14 —— Hidden node 9

0.0 -

relu  tanh sigmoid linear

—100 —75 —50 —25 0.0 2.5 5.0 7.5 100
X

Figure 6. Learned activation weights and individual contributions of hidden nodes

However, when using the cosine function as one of the candidates instead of the
linear function, the network can learn the sine wave using only 3 nodes or even 1, as can
be seen from Figure 7. It can be seen that the trainable activation function chose cosine
as the preferred activation function.

1.0 1
0.8
0.5 A
0.6 === Final curve
—— Hidden node 0
> 0.0 .
—— Hidden node 1
0.41 —— Hidden node 2
—0.51
0.2 1
0.0 - -1.01
relu  tanh sigmoid cos

-10.0 -75 =50 =25 0.0 2.5 5.0 7.5 10.0
X

Figure 7. Learned activation weights and individual contributions of hidden nodes

When using the cosine function as the activation function the learned function
generalizes beyond the training set, as can be seen in Figure 9 as opposed to when using
the sigmoid function, which can be seen in Figure 8.
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Figure 8. Learned function using sigmoid Figure 9. Learned function using cosine

The same effect follows when using the neuron level trainable activation function.
As can be seen in Figure 10 and Figure 11, one node chose the cosine function while
the other two had very little effect on the curve. As can be seen from Figure 10, hidden
nodes 1 and 2 had very small weights compared to hidden node 1 which gave shape to
the final curve.

1.00 A

0.75 A

0.50
0.25 A === Final curve
—— Hidden node 0; weight 0.96

> 0001 : - : L 4‘ —— Hidden node 1; weight 0.05

—0.25 A —— Hidden node 2; weight 0.05
—0.50

—0.75 A

—1.00 A

-100 -75 =50 -25 0.0 2.5 5.0 7.5 10.0

Figure 10. Individual contributions of nodes using neuron level trainable activation
function

18



Hidden node 0 Hidden node 1 Hidden node 2

1.0
0.8
0.8
0.8
0.6

0.6 0.61

0.4
0.4 047

021 0.2+ 021

00 . . . 00 , — B,

relu tanh sigmoid cos relu tanh sigmoid cos relu tanh sigmoid cos

Figure 11. Learned weights of the activation functions for each neuron

4.1.2 Spiral

The second function to be learned is the spiral function with two classes [Pyt17], as can be
seen in Figure 12. The model used in this case was a model with two hidden layers with
10 nodes each and two inputs - coordinates for the point. The goal was to classify each
point as 0 or 1. Behind both hidden layers was a layer level trainable activation function
with the functions ReLU, tanh, sigmoid and sine. The model successfully learned the
function, as can be seen in Figure 13 for predictions on train data and Figure 14 for
predictions on a wider dataset. Both layers chose sine to be the most preferred function,
as can be seen in Figure 15. Sine was chosen to be the activation function because of the
periodic and circle-like nature of the dataset. It effectively transforms the coordinates
into spherical coordinates which helps to learn the function faster.

10 /0" o~ ol ,,,,.m..
(@) (@)
N eneet? ’;"/'} “:w"/'f

-10 -5 0 5 -10 -5 0 5 10

v

y
S)

Figure 12. Spiral function Figure 13. Model prediction on train data
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Figure 14. Model prediction on test data
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Figure 15. Learned weights of hidden layers

4.1.3 Conclusion

It can be seen from the experiments that the layer level and neuron level activation
functions successfully chose the optimal choices from the activation function set. If the
technique works in simple examples like that, it could also work in more complicated
cases helping choose better activation functions that not only allow the network to learn
the training data better but also help to generalize beyond the training set.
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4.2 Image classification

Image classification experiments were the main experiments. The experiments start with
smaller datasets and smaller models and gradually move to bigger datasets with bigger
models. The datasets used were CIFAR10 [KH"09] and ImageNet [RDS™* 15]. The goal
was to find at first results and patterns on simpler networks and datasets and then compare
and validate if the same results emerge on larger networks and datasets.

For the experiments with the small model and basic activation function set on the
CIFARI10 dataset, each experiment was repeated 3 times to see if the training routines
using the trainable activation functions are stable. The means and standard deviations of
the accuracies were calculated and the results are presented as mean =+ std in the tables.
The layer level learned activation function weights and shapes are used and analyzed as
examples from a single run. Experiments on bigger models and datasets are presented as
single run accuracies.

4.2.1 CIFAR10 with small model and basic activation functions

Table 1. Non-regularized model Table 2. Regularized model

Layer type Layer output Layer type Layer output
InputLayer (N, 32, 32, 3) InputLayer (N, 32, 32, 3)
Conv2D (N, 30, 30, 32) Conv2D (N, 30, 30, 32)
Activation (N, 30, 30, 32) Activation (N, 30, 30, 32)
MaxPooling2D | (N, 15, 15, 32) MaxPooling2D | (N, 15, 15, 32)
Conv2D (N, 13,13, 64) Conv2D (N, 13,13, 64)
Activation (N, 13, 13, 64) Activation (N, 13,13, 64)
MaxPooling2D | (N, 6, 6, 64) MaxPooling2D | (N, 6, 6, 64)
Conv2D (N, 4,4, 64) Dropout (N, 6, 6, 64)
Activation (N, 4,4,64) Conv2D (N, 4,4, 64)
Flatten (N, 1024) Activation (N, 4,4, 64)
Dense (N, 64) Flatten (N, 1024)
Activation (N, 64) Dense (N, 64)
Dense (N, 10) Activation (N, 64)
Dropout (N, 64)
Dense (N, 10)

The dataset and model used in this experiment were the CIFAR10 dataset [KH*09]
with a small basic convolutional neural network [Ten22]. Two models were used, one
without dropouts, which can be seen in Table 1 and is called here the non-regularized
model, and one with dropouts, called here the regularized model, which can be seen in
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Table 2. Both models have L2 kernel regularization terms on convolutional and dense
layers with a factor of 0.001. The optimizer used was Adam with a learning rate of 0.01,
no augmenting or preprocessing was done on the images. The training set contained
60,000 images and the test set 10,000 images. The training set and test set were the same
for all experiments. The models were trained for 20 epochs, which was the number of
epochs where the baseline model did not continue any further learning.

First, the baseline was found by training the models using the ReLLU activation
function. After that, the models were trained using layer level, kernel level, and neuron
level trainable activation functions as the activations. The activation set was comprised
of ReLLU, tanh, sigmoid and linear functions. Both the non-regularized and regularized
model activation functions’ weights were optimized on training loss. The results of
training can be seen in Table 3.

Table 3. Small model accuracies on CIFAR10 using basic activation function set

Type Non-regularized Regularized
Train acc. Test acc. Train acc. Test acc.
ReLU | 0.8181 4 0.0049 | 0.7096 + 0.0037 | 0.6991 + 0.0029 | 0.7152 4+ 0.0015
Layer | 0.8675 + 0.0010 | 0.7332 4+ 0.0031 | 0.7724 + 0.0007 | 0.7636 + 0.0054
Kernel | 0.8493 + 0.0018 | 0.7321 4+ 0.0032 | 0.7516 4 0.0012 | 0.7515 £ 0.0070
Neuron | 0.8496 + 0.0028 | 0.7217 4+ 0.0013 | 0.7469 £ 0.0008 | 0.7380 =+ 0.0044

Baseline The baseline was trained using the ReLU activation function. In the case
of the non-regularized model, there can be noted slight overfitting of the model on the
training data. For the regularized model, the overfitting is gone and test accuracy slightly
rose over the non-regularized model’s test accuracy.

Layer level activation functions For the layer level trainable activation function, it
can be seen that in the case of the non-regularized model, the training accuracy rose
roughly 5% over the baseline and the test accuracy rose 2% over the baseline. In the case
of the regularized model, the training accuracy rose 7% over the baseline and the test
accuracy rose roughly 5% over the baseline. The use of the trainable activation function
raised the accuracies significantly.

The non-regularized model’s Softmax normalized weights of the activation functions
and the activation functions’ shapes can be seen in Figure 16. The shapes are plotted
by giving the activation function an input vector ranging from -20 to 20. The input of
the function is on the horizontal axis and the output on the vertical axis. It can be seen
that the most different from ReLU are the first and second layers, while the last layer
is mostly only ReLLU. The first layer might be different because of the need to scale or
transform the data into a more suitable shape. In the case of using the trainable activation
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functions for the regularized model, the first epoch of the training achieved much higher
accuracy than the first epoch of the baseline (0.20 vs 0.45), and often in the case of
using only ReLU, the regularized model did not begin to train and accuracy remained at
0.1, which did not happen when using trainable activation functions. It may be that this
happens because of dead ReLUs and the usage of the trainable activation function helps
against this.
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Figure 16. Non-regularized model’s learned activation functions’ weights and shapes

The regularized model’s weights of the activation functions and the activation func-
tions’ shapes can be seen in Figure 17. It can be seen that the first 3 activation layers are
similar to the non-regularized model, but the last one seems to be mostly linear in shape,
suggesting that the last layer does not contribute much to learning. It may be that the last
layer is not needed because the expressiveness of the model increased using the trainable
activation function.
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Figure 17. Regularized model’s learned activation functions’ weights and shapes
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Table 4. Final derived architecture accuracies

20 0 2

Model type Activation type | Train accuracy | Test accuracy
ReLU 0.8181 £ 0.0049 | 0.7096 £ 0.0037
Non-regularized | Derived (k =4) | 0.7335 £ 0.0052 | 0.7078 £ 0.0042
Derived (k=1) | 0.4718 4+ 0.0413 | 0.4646 + 0.0438
ReLU 0.6991 £ 0.0029 | 0.7152 4+ 0.0015
Regularized Derived (k =4) | 0.7640 + 0.0022 | 0.7549 + 0.0042
Derived (k=1) | 0.4346 4+ 0.0118 | 0.4625 + 0.0136
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Next, deriving the final architecture was done using £ = 4 and £ = 1, which means
that in the first case all activation functions remained with fixed weights and in the last
case one with the greatest weight remained. After deriving the final architecture, the
model was trained again. As can be seen in Table 4, the accuracies remained about
the same as they were for the layer-level activation function. In the case of £ = 1,
the accuracies decreased significantly, probably because the combination of different
functions was more suitable and one activation function did not dominate in most of the
cases. Often the dominating activation function was something else than ReLU, which
brought the accuracy down. Because deriving the final architecture and training the
model again did not give any benefits, it is not repeated for other image classification
experiments, except for the experiments where the activation weights were optimized on

Training the models using the kernel level activation
functions generally achieved worse accuracy than when using the layer level activation
function, but the accuracies still increased over the baseline - the non-regularized model’s



train accuracy increased roughly by 3% and test accuracy increased by 2%, the regularized
model’s train accuracy increased by 5% and test accuracy by 3%. The accuracies can be
seen in Table 3.

Neuron level activation functions Training the models using the neuron level activa-
tion functions generally achieved worse accuracy than when using the layer level and
kernel level activation functions. Using neuron level trainable activation function, the
non-regularized model’s train accuracy increased by 3% over baseline and test accuracy
increased by 1% over baseline. For the regularized model, the train accuracy increased
by 4% over baseline and test accuracy increased by 2% over baseline. The accuracies
can be seen in Table 3.

Conclusion Using the trainable activation function at any level gave a significant
increase over the baseline accuracy of the model and increased the model’s expressiveness.
The best results were achieved using the layer level trainable activation function with
roughly a 5% increase in test accuracy over the baseline in the case of the regularized
model. The first layer activation functions were for both models a mix of all of the four
activation functions and for the regularized model the last layer resembled the linear
function. In the case of kernel and neuron level activation functions, the test accuracy
increased a few percent over the baseline, but the results remained worse than for the layer
level activation function. It may be that since using the kernel or neuron level trainable
activation functions increases the parameter count of the model more significantly than
the layer level trainable activation function, it would take longer to train the model.

4.2.2 CIFAR10 with small model and basic activation functions set, optimizing on
validation loss

For optimizing on the validation loss, a validation set was extracted from the training set
on which the activation weights were optimized. Two different splits were tested, one
where the validation set was 20% of the training set and one where the validation set
was 50% of the training set (as was done in DARTS). After the training part, the final
architecture was derived with £ = 4 and £ = 1 and trained again on the combination of
the training and validation set.

Validation set 20% of training set The first training results can be seen in Table 5.
As can be seen they did not increase when compared to training the whole network on
all of the data using layer level activation functions and optimizing all of the weights on
training loss. The regularized model train accuracy grew, but cannot be directly compared
to the train accuracy of the baseline, because the training dataset was smaller in this
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case. The test accuracy of the regularized model using the trainable activation function
achieved similar performance to the test accuracy of optimizing on training loss.
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Table 5. Accuracies using ReLU and layer level activation function

Type Model Train accuracy | Test accuracy
ReLU Non-regularized | 0.8181 =+ 0.0049 | 0.7096 £ 0.0037
Regularized 0.6991 £+ 0.0029 | 0.7152 + 0.0015
Laver Non-regularized | 0.8476 £ 0.0032 | 0.7180 £ 0.0111
Y Regularized 0.8204 £ 0.0005 | 0.7527 £ 0.0029

The layer level activation functions learned can be seen in Figures 18 and 19 for
respectively the non-regularized and regularized model. Interestingly, sigmoid was often
more preferred than other options. The learned weights were quite similar for both
models.
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Figure 18. Non-regularized model’s learned activation functions’ weights and shapes
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Figure 19. Regularized model’s learned activation functions’ weights and shapes

After that, for experiments using the layer level activation functions, the final archi-

tecture was derived using k¥ = 4 and k£ = 1 and the whole network was trained again
using fixed activation functions weights. The results can be seen below in Table 6. The
accuracies did not increase over the accuracies achieved for initial training using layer
level activation functions optimizing on training loss for £ = 4. For k = 1 the accuracies
were significantly lower as was the case when optimizing on training loss.

Table 6. Final derived architecture accuracies

Model type Activation type | Train accuracy | Test accuracy
ReLU 0.8181 £ 0.0049 | 0.7096 £ 0.0037
Non-regularized | Derived (k =4) | 0.8491 £ 0.0193 | 0.7382 £ 0.0079
Derived (k=1) | 0.5916 4+ 0.0517 | 0.5952 + 0.0512
ReLU 0.6991 + 0.0029 | 0.7152 4+ 0.0015
Regularized Derived (k=4) | 0.7630 4 0.0089 | 0.7558 + 0.0053

Derived (k=1)

0.4354 £ 0.0265

0.4791 £ 0.0363

Validation set 50% of training set When using 50% of the dataset as the validation
set on which to optimize the activation functions weights, the results were similar and
no significant increase in accuracy was present. The results for training can be seen in
Table 7.
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Table 7. Accuracies using ReLU and layer level activation function

Train accuracy

Test accuracy

0.8181 £ 0.0049

0.7096 £ 0.0037

0.6991 + 0.0029

0.7152 £ 0.0015

0.8493 + 0.0035

0.6908 + 0.0053

Type Model
Non-regularized
RelU Regularized
Laver Non-regularized
Y Regularized

0.8161 £ 0.0041

0.7137 £ 0.0104

The learned weights and shapes of the activation functions can be seen in Figures 20
and 21 respectively for the non-regularized model and regularized model. The learned
weights are quite similar to the ones learned when using 20% of the training set for
activation weights optimization.

Activation layer 1

Activation layer 2

relu  tanh linear sigmoid

Activation layer 3

0.75 A
0.50
0.25 A
0.00 -

relu  tanh linear sigmoid

Activation layer 4

relu tanh linear sigmoid

1.00

0.75 A

0.50 A

0.25

relu tanh linear sigmoid

10 A 10 4
0 ———oo— 0o —m—
-10 L , - —-10 1+ ; T
-20 0 20 -20 0 20
Activation layer 3 Activation layer 4
20 20

10 A

0

=10

Activation layer 1

Activation layer 2

__/

104

0

=20 0 20

=10 =

-20 0 20

Figure 20. Non-regularized model’s learned activation functions’ weights and shapes
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Figure 21. Regularized model’s learned activation functions’ weights and shapes

The accuracies after deriving the final architecture and training the model again on

all training data can be seen in Table 8.

Table 8. Final derived architecture accuracies

Model type k Train accuracy | Test accuracy
ReLU 0.8181 £ 0.0049 | 0.7096 £ 0.0037
Non-regularized | Derived (k =4) | 0.8482 + 0.0094 | 0.7376 + 0.0019
Derived (k=1) | 0.6361 4+ 0.0261 | 0.6204 + 0.0203
ReLU 0.6991 £ 0.0029 | 0.7152 £ 0.0015

Regularized

Derived (k = 4)

0.7548 £ 0.0113

0.7547 £ 0.0068

Derived (k=1)

0.4617 £ 0.0210

0.5087 + 0.0210

Conclusion Optimizing the activation function weights on validation loss seem to give
no extra benefits, however similar test accuracy was achieved as when optimizing on
training loss, meaning that the decrease in training data for the rest of the network did
not have very adverse effects. Different weights for activation functions were learned
when optimizing on the validation loss, preferring more the sigmoid activation function.

4.2.3 CIFARI10 with small model and more activation functions

For this experiment, more activation functions were used to see if expanding the set brings
any differences in performance or learned activation functions. Both non-regularized
and regularized versions of the small model were trained again on the CIFAR10 dataset
using layer, kernel, and neuron level trainable activation functions. The activation set
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comprised of ReLU, tanh, linear, sigmoid, Swish, Softsign, Softplus, SeLU, hard sigmoid,
GeLU, and ELU functions. The results of training can be seen in Table 9.

Table 9. Small model accuracies on CIFAR10 using more activation functions

Type Non-regularized Regularized
Train acc. Test acc. Train acc. Test acc.
ReLU | 0.8181 £ 0.0049 | 0.7096 4+ 0.0037 | 0.6991 + 0.0029 | 0.7152 4+ 0.0015
Layer 0.881 0.727 0.777 0.760
Kernel 0.877 0.731 0.771 0.768
Neuron 0.886 0.738 0.777 0.756

Layer level activation functions

In the case of the layer level activation function,

the non-regularized model’s train accuracy rose roughly 7% over baseline, which was
slightly more than it was for the basic activation functions set, and test accuracy rose 1%
over baseline. For the regularized model, train accuracy rose 8% over baseline which
was more than for the basic activation functions set and test accuracy rose roughly 5%
over baseline, which was similar to the increase when using the basic activation functions
set. Seems that increasing the choices for activation functions enables the model to learn
the training data better.

For the non-regularized model, we can see in Figure 22 that no activation function
choice was dominant by weight and a combination of them was the result for each layer.
It can be seen that the first layer is different from the rest three, which look more or less
the same. The same pattern was seen for the basic activation function set in the previous
experiments. It could be that when more activation functions are present that longer
training is needed for a function to become dominant.
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Figure 22. Non-regularized model’s learned activation functions’ weights and shapes

For the regularized model we can also see in Figure 23 that the more differing
activation functions are the first and last layer, as we saw when using the basic activation
functions set in previous experiments. The last layer here also is more linear than other
layers. In activation layer 3, Swish was the most preferred function by far, where in other

layers there were no dominant functions by weight.
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Figure 23. Regularized model’s learned activation functions’ weights and shapes

Kernel level activation functions Using the kernel level activation function, it can be
seen that the non-regularized model’s train accuracy rose roughly 7%, which was better
than kernel level activation with the basic activation functions set achieved, and test
accuracy rose roughly 2% over baseline. For the regularized model, the train accuracy
rose 7% and test accuracy rose roughly 5% over baseline, which was slightly better than
the layer and kernel level results for the basic activations set.

Neuron level activation functions For the neuron level activation function, it can be
seen that the non-regularized model’s train accuracy rose roughly by 7%, which was
4% better than in the case of the basic activation functions set, and test accuracy rose
roughly 3% over baseline. For the regularized model, the train accuracy rose 7% and test
accuracy rose roughly 4% over baseline, which were both better than in the case of the
basic activation functions set.

Conclusion It seems that using more activation functions increased both the training
and test accuracy in some cases and enabled the model to learn the train data better.
When using more activation functions, no activation function was as preferred as when
using the basic activation functions set. However, for the layer level activation functions,
the learned activation shapes remained similar to the ones learned when using the basic
activation functions set. Similarly, for the non-regularized model, the differing layer was
the first one and for the regularized model the more differing layers were the first and the

32



last ones, where the last one was more linear than others.

4.2.4 CIFAR10 with small model and all activation functions

For this experiment, new members Softmax, sin, and cos were added to the previous
activation functions set to see if they have any effect. In this case, both non-regularized
and regularized versions of the small model were trained on the CIFAR10 dataset using
layer, kernel, and neuron level trainable activation functions. The activation set comprised
of ReLU, tanh, linear, sigmoid, Swish, Softsign, Softplus, SeLLU, hard sigmoid, GeLU,
ELU, Softmax, sin, and cos functions. The training results can be seen in Table 10.

Table 10. Small model accuracies on CIFAR10 using all activation functions set

Type Non-regularized Regularized
Train acc. Test acc. Train acc. Test acc.
ReLU | 0.8181 4 0.0049 | 0.7096 4 0.0037 | 0.6991 £ 0.0029 | 0.7152 + 0.0015
Layer 0.884 0.735 0.779 0.751
Kernel 0.880 0.741 0.774 0.761
Neuron 0.893 0.733 0.781 0.764

Layer level activation functions In the case of the layer level activation function, it
can be seen that the non-regularized model’s train accuracy increased by 7% and test
accuracy rose roughly by 2% over the baseline, which are similar results to the set of
more activation functions. For the regularized model, the train accuracy rose by 8%
and test accuracy rose roughly by 4% over the baseline, which are similar to the results
achieved using the previous set of functions.

Considering the shapes of functions learned, as can be seen in Figures 24 and 25, the
same patterns remained, that the most differing layer is the first one, and in the case of
the regularized model also the last one. For the last layer of the non-regularized model,
Swish was the dominant function by weight, which differed from the experiment ran on
the previous set of functions used.
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Figure 24. Non-regularized model’s learned activation functions’ weights and shapes
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Figure 25. Regularized model’s learned activation functions’ weights and shapes

Kernel level activation functions Using the kernel level activation function, it can be
seen that the non-regularized model’s train accuracy rose roughly 7%, and test accuracy
rose roughly 3% over baseline, which are similar to the accuracy achieved with previous
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activation functions set. For the regularized model, the train accuracy rose 8% and test
accuracy rose roughly 5% over baseline, which are similar to the accuracies achieved
with the previous activation functions set.

Neuron level activation functions In the case of the neuron level activation function, it
can be that the non-regularized model’s train accuracy rose roughly 8% and test accuracy
rose roughly 2% over baseline, which was similar to the previous set of activation
functions used. For the regularized model, the train accuracy rose 8% and test accuracy
rose roughly 5% over baseline, which were slightly better compared to the previous set
of activation functions used.

Conclusion Adding Softmax, sin, and cos to the activation functions set does mostly
not further significantly increase or decrease the train and test accuracy of the models
in most cases. It does increase accuracy slightly in the case of neuron level activation
functions. In some layers when using more or all activation functions, Swish is preferred
strongly, indicating there might be a benefit to using Swish.

In Table 11 are presented all single run accuracies of the experiments ran on small
models. From it can be seen that most of the test accuracies achieved on the regularized
model are similar ranging from 0.75 to 0.76, which means all of the methods increased
the test accuracy of the model significantly by roughly 4% to 5%. Using more activation
functions to choose from slightly increased the accuracy further and helped the model fit
the training data better than just using the basic four activation functions, however adding
Softmax, sin, and cos to the set did not help further. It can be seen that the best test
accuracy was achieved by using the kernel level function and the best train accuracy by
using the neuron level function, using more and all activation functions sets respectively.
Considering that the layer activation function is the most efficient one, adding only a
small constant number of parameters to the model, it would be reasonable to use that the
most, since kernel level and neuron level accuracy gains over the layer level activation
function were mostly negligible.
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Table 11. Single run accuracies of experiments ran on small models

Train accuracies Test accuracies

Layer | Kernel | Neuron| Layer | Kernel | Neuron
level level level level level level
ReLU 0.696 0.713
Basic 0.772 | 0.750 | 0.747 | 0.759 | 0.742 | 0.732
More 0777 | 0.771 | 0.777 | 0.760 | 0.768 | 0.756

All 0.779 | 0.774 | 0.781 | 0.751 | 0.761 | 0.764
RelLU 0.813 0.712
Basic 0.867 | 0.848 | 0.853 | 0.734 | 0.736 | 0.722
More 0.881 | 0.877 | 0.886 | 0.727 | 0.731 | 0.738

All 0.884 | 0.880 | 0.893 | 0.735 | 0.741 | 0.733

Model type Act. set

Regularized

Non-regularized

4.2.5 CIFAR10 with a small ResNet

The next experiment was training a small ResNet model on CIFAR10 using layer, kernel,
and neuron level activation functions optimizing on train loss. The motivation for this is
to find out if the benefits of using the trainable activation function remain if the baseline
accuracy is higher to begin with. To get a better baseline accuracy, a larger model was
needed. The chosen model was a small ResNet model [HAB19] designed for use on
CIFAR10. The parameters of the model can be seen in Table 12. The optimizer used for
training was the SGD optimizer with a learning rate of 0.01 and momentum of 0.9. The
learning rate was divided by 10 after validation loss reached a plateau for 5 epochs. The
minimum allowed learning rate was 0.0001. The batch size was 64. The models were
trained for 30 epochs.

Table 12. ResNet model parameters

N residual units | N filters
0 16
3 16
3 32
3 64

The results can be seen in Table 13. As can be seen, only models using layer level
functions with basic or all activation functions set increased in accuracy over the baseline.
The increase in accuracy was approximately 1% for the layer level activation function
using the basic activation functions set and 0.4% if using all activation functions. The
benefit of using the trainable activation functions is smaller in this case.
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Table 13. ResNet accuracies on CIFAR10

Act. fn. level \ Act. fn. set | Train accuracy | Test accuracy
ReLU 0.987 0.851
Basic 0.991 0.859
Layer More 0.987 0.851
All 0.988 0.855
Basic 0.932 0.839
Kernel More 0.976 0.847
All 0.946 0.844
Basic 0.914 0.830
Neuron More 0.966 0.850
All 0.952 0.851

The learned activation functions’ weights and shapes for the layer level activation
functions can be seen in Appendix L.I. For the basic activation functions set it can be
seen in Figure 32 that the 4 or 5 first activation layers preferred a mix of all the functions
and the layers 6 to the second to last layer all preferred ReLLU as the activation function.
The last layer however strongly preferred linear, which was the pattern also for the small
regularized model. The shapes of the functions can be seen in Figure 33.

When using more activation functions, for layers 1 to 12 there were no dominantly
preferred activation functions, as can be seen in Figures 34 and 35 in Appendix LII. For
the last layers from 13 to 19 the preferred layer was either GeLU or SeLU in the last
layer. For the all activation functions set it can be seen in Figures 36 and 37 in Appendix
LIII that the pattern is the same - for the first 12 layers there are no dominant activation
functions by weight and for the last 7 layers it is either GeLU or SeL.U in case of the last
layer.

To conclude, the benefits of using the trainable activation functions with a larger
model that achieves a higher baseline are more negligible. The patterns for the learned
activation functions remain the same roughly, but it seems that in the first layers when
using larger activation functions set the first layers do not learn to prefer any activation
functions, which might be mitigated with longer training.

4.2.6 ImageNet with ResNet-18

The last image classification experiment was to train a bigger model on a bigger dataset
to see if there are any benefits to using the trainable activation functions. The dataset used
was ImageNet [RDS™15] and the model used was ResNet-18 [HZRS16] as implemented
in the package keras-resnet [Kot17]. Training was done using the SGD optimizer with
batch size 256. Images were resized to 224 by 224, random rotation with a factor of
0.2, and random flipping augmentations were applied during training to increase the
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validation accuracy. The learning rate was 0.1 and it was reduced on validation loss
plateau with a patience of 5 epochs. The minimum learning rate was 0.0001. The model
parameters can be seen in Table 14. The models were trained for 80 epochs.

Table 14. ResNet-18 model parameters

N residual units | N filters
2 64
2 128
2 256
2 512

Three models were trained: one baseline using ReLLU as the activation function, one
using layer level trainable activations comprised of ReLU, tanh, linear, sigmoid, Swish,
referred to as set A, and one using layer level trainable activations comprised of ReL.U,
tanh, linear, sigmoid, Swish, Softmax, referred to as set B. A smaller set of functions
is used because the network did not begin to train with a larger set of functions. The
results of training can be seen in Table 15. Using layer level activation function with set
A resulted in a small increase of almost 1% in validation accuracy, using set B resulted
in a slight decrease in validation accuracy.

Table 15. ResNet-18 accuracies on ImageNet

Act. fn. set | Train accuracy | Val. accuracy
ReLU 0.771 0.599
A 0.771 0.608
B 0.776 0.593

The learned layer level activation functions’ weights and shapes can be seen in
Appendix L.IV. As can be seen in Figures 38 and 39 that for the first activation functions
set and for the first layers sigmoid is the dominant function by weight and from there
on for the rest of the layers the dominant functions are ReLU or Swish. In contrast to
other experiments, here there are clear preferred functions from the beginning when
in other experiments, usually a mix of functions was preferred in the first layers. This
might be because the training was longer or because of the specific architecture, meaning
that when using the mechanism for searching for one best activation function, a longer
training might benefit. However, the pattern still remained that the first and last layers
differ more from ReLLU. In many cases also Swish was the preferred function, validating
that there are benefits to using Swish.

For the second activation functions set, as can be seen in Figures 40 and 41 the results
were mostly the same, except in some cases Softmax was also preferred and in the last
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layer, the linear function was the dominant function as was often also the case for other
experiments.

4.3 Robotics

The last experiments are about learning robotics tasks using reinforcement learning. The
goal was to see if the trainable activation functions would also give a benefit in the case
of robotics tasks. The task that had to be learned was CartPole-v0 from the OpenAl
Gym environments [BCP*16]. The algorithms used were Deep Q-Learning (DQN)
[MKS*13] and Proximal Policy Optimization (PPO) [SWD™"17].

The model used for both algorithms had two hidden layers with 64 nodes each.
Behind both of the layers was the layer level trainable activation function. Two sets of
activation functions were tested - the basic set and the set with more activation functions.
Three derived architectures were also trained in addition to initial training with the basic
and more activation functions sets. One was derived from the results of training the layer
level activation function using the basic activation function set with £ = 4, meaning
the weights were fixed and the model was trained again. The other ones were derived
from the results of training the layer level activation function using the more activation
functions set with £ = 1 meaning only the most preferred activation functions remained
for each of the layers and £ = 11 meaning the activation function weights were fixed. A
baseline was trained using the tanh activation function for DQN and ReL.U activation
function for PPO. Each experiment was repeated 5 times and rewards were averaged
because of the higher degree of randomness in reinforcement learning coming from
choosing the actions more randomly at the beginning. The learned activation functions
presented are from one specific experiment as an example. It is separately mentioned if
much variation for the learned activation function weights occurred in other runs. The
performance evaluation was done by comparing the mean rewards for each configuration.
The mean rewards were calculated by taking a mean of the rewards from all of the runs.

4.3.1 Deep Q-learning

The first algorithm tested was DQN as implemented in the keras-rI2 package [McN19].
The Boltzmann policy was used as the exploration policy, the target model update rate
was 0.01 and the network optimizer was Adam with a learning rate of 0.001. The model
was trained for 50000 steps.

In Figure 26 can be seen the mean rewards by episode for each type of activation
function used and the mean rewards with standard deviations can be seen in Table 16. It
can be seen that the highest mean rewards were achieved by using two of the derived
architectures, followed by tanh. The highest mean reward belongs to the models with
activation functions derived from training on the more activation functions set with k = 1,
which resulted in an increase of 10 points over the baseline of tanh. Training the model
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for the first time using layer level activation function with basic and more activation
functions resulted in a lower mean reward. Since the standard deviations were quite high,
permutation tests were conducted, with the null hypothesis being that the baseline mean
rewards and the specific model mean rewards are drawn from the same distribution, and
the alternative hypothesis being that the baseline mean reward is less than the specific
model’s mean reward. With a significance level of 0.05, the null hypothesis failed to
be rejected for all types of trainable activation functions used, meaning the increases in
mean rewards were not statistically significant. The p-values of the tests can be seen in
Appendix ILI

Table 16. Mean rewards of DQN training

Act. fn. set Mean reward
Tanh 135.7 £ 6.5
Basic 121.9 +10.8
More 1245 £ 9.9

Derived from basic (k=4) | 135.7 £ 8.8
Derived from more (k =1) | 145.3 £ 15.5
Derived from more (k =11) | 131.8 +9.6

200 A
175 A
150 -
125 A
°
©
2 100 A
o tanh
75 A basic
50 —— more
—— derived from basic (k = 4)
25 s —— derived from more (k = 1)
—— derived from more (k = 11)
O T T T T

0 10 20 30 40 50
Episode

Figure 26. DQN rewards by episodes

The learned activation functions’ weights and shapes can be seen below in Figure 27.
It can be seen that the most preferred function for both layers was tanh, however, the first
layer also had linear and sigmoid in the mix. The search worked as the default or known
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best from these functions was found. If we were to derive a final architecture with & = 1
then tanh would remain for both layers.

Activation layer 1 Activation layer 2 Activation layer 1 Activation layer 2
1.0 1.0 20 20
0.8 A 0.8
0.6 1 0.6 101 107
0.4 0.4 0l ol
0.2 0.2 1
0.0 - 0.0 T T T - T T T T — =10 T T T T
relu tanh linear sigmoid relu tanh linear sigmoid -20 -10 0 10 20 -20 -10 0 10 20

Figure 27. Learned activation functions’ weights and shapes

The learned activation functions’ weights and shapes for more activation functions
set can be seen in Figure 28. In this case there was no clear dominant function by weight,
however for the first layer SeLU was most preferred and for the second layer ELU was
most preferred. Deriving the final architecture with £ = 1 from using more activation
functions resulted in using SeLLU and ELU for the activation functions and gave the
highest mean reward as can be seen from Table 16.

Activation layer 1 Activation layer 2

1.00 1.00 2 Activation layer 1 20 Activation layer 2
0.75 0.75
0.50 0.50 10 4 10 1
0.25 0.25 0 0
0.00 0.00
SEESESERTT SLESITEEST ’
COE LSO 979 CELELFILR 9579 - T T T T — — T T T T T
PSS & O oo & -20 -10 0 10 20 -20 -10 0 10 20
ga & B g &

Figure 28. Learned activation functions’ weights and shapes

4.3.2 Proximal Policy Optimization

The second algorithm tested was PPO as implemented in the Keras example [Chr21].
The policy learning rate was 0.003 and the model learning rate was 0.01. The model
was also trained for 50000 steps. In Figure 29 can be seen the rewards by episode for
each type of activation function used and the mean rewards with standard deviations
can be seen in Table 17. The highest mean reward was achieved by using the already
learned activation functions derived from training using the more activation function
set with £ = 1 where SeLLU was chosen as the activation function for the first layer and
ReL.U for the second layer. Using it resulted in a 2 point increase over the baseline of
ReLU. Training the model initially using layer level activation function with basic and
more activation functions resulted in slightly lower mean rewards. Since the standard
deviations were quite high, permutation tests were conducted, with the null hypothesis
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being that the baseline mean rewards and the specific model mean rewards are drawn
from the same distribution, and the alternative hypothesis being that the baseline mean
reward is less than the specific model’s mean reward. With a significance level of 0.05,
the null hypothesis failed to be rejected for all types of trainable activation functions used,
meaning the increases in mean rewards were not statistically significant. The p-values of
the tests can be seen in Appendix ILII.

Table 17. Mean rewards of PPO training

Act. fn. set Mean reward
RelLU 173.4 +£3.2
Basic 1584 +9.2
More 161.6 £ 11.7

Derived from basic (k=4) | 172.9 £ 8.7
Derived from more (k=1) | 175.7 £ 4.1
Derived from more (k=11) | 174.5 + 3.4
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Figure 29. PPO rewards by episodes

The learned activation functions’ weights and shapes can be seen below in Figure 30.
It can be seen that the most preferred function for both layers was ReLU. The default
or known best from these functions was found. If we were to derive a final architecture
with £ = 1 then ReLU would remain for both layers.
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Figure 30. Learned activation functions’ weights and shapes

The learned activation functions’ weights and shapes for more activation functions
set can be seen in Figure 31. In this case, ReLU was only preferred in the second layer
and the first layer was a mix of all functions. In other runs of the same experiment, the
layers were sometimes switched - ReLU was dominant in the first layer and the second
layer was a mix of all the functions.

1.00 Activation layer 1 1.00 Activation layer 2 2 Activation layer 1 20 Activation layer 2
0.75 0.75
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Figure 31. Learned activation functions’ weights and shapes

4.3.3 Conclusion

It seems that for both algorithms using the trainable activation function for initial training
did not increase the mean rewards of learning the task. However, using the trainable acti-
vation function found the optimal activation function and deriving the final architecture
or fixing the weights of the learned activation function and training again seemed to bring
the mean rewards over the baseline. In the case of DQN, using the derived architecture
resulted in 10 point increase over the baseline out of 200 maximum, and in the case of
PPO, it resulted in 2 point increase over the baseline. However, the increases in mean
rewards were not statistically significant. In the case of more difficult tasks, training for
the first time using the trainable activation functions may offer more benefits than seen
for this task.
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5 Conclusion

Using the proposed trainable activation function improved the performance for both
image classification and robotics tasks. In the case of CIFAR10 with the small model,
the test accuracy improved by 5% and with the ResNet model the accuracy improved 1%
over the baseline using the layer level trainable activation functions for initial training.
For ImageNet the accuracy improved approximately 1% over the baseline. Using kernel
and neuron level trainable activation functions in the case of image classification usually
resulted in worse performance than using layer level activation functions, which might
be because of the significant increase of parameters over the layer level and baseline
function that would take longer to train. Using a larger activation functions set for the
trainable activation functions allowed the model to increase the train accuracy and fit
the training data better. In the case of the robotics task, for initial training, the use of
trainable activation functions did not increase the mean reward. When using already
trained activation functions, the mean reward for the CartPole task increased by 10 points
of 200 maximum over the baseline with Deep Q-learning and increased by 2 points over
the baseline for Proximal Policy Optimization, however, the increases in mean rewards
were not statistically significant.

For image classification tasks the layer level activation functions for the first layer
preferred to be a mix of different functions and for regularized models, the last layer
was often linear or almost linear. For the middle layers most often ReLLU or something
similar was preferred. However, the training did not function as a successful search
for the one most preferred function for each layer when training the small model on
CIFAR10 - choosing the most preferred function and training the model again reduced the
performance significantly, because for some of the layers the function chosen was tanh
or sigmoid, which decreased the performance. Fixing the weights after training using the
trainable activation function did not bring better results as well than just training using
the trainable activation function. Optimizing the activation function weights on validation
loss in the case of the small model on CIFAR10 did not bring any additional performance
gain for the initial training and training the model again using trained activation functions
did not increase the performance as was the case for regular optimizing on training loss.
In the case of using a larger set of activation functions in the trainable activation function
for larger models, training longer could help the model learn to prefer one out of the
other functions stronger.

For robotics tasks using the layer level trainable activation functions for initial training
did not increase the mean rewards but the training found the default activation function
used for that type of algorithm. When the set of activation functions was larger, it found
more optimal activation functions for the tasks that increased the mean rewards over the
baseline.

In conclusion, it was found that for image classification tasks the trainable activation
functions increase the accuracy already in initial training. For robotics tasks, using them
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for initial training did not increase the mean reward, but the mean reward increased when
using the already learned activation functions or choosing the most preferred activation
function for training the task again. It follows, that when using a neural network to learn
a new task, it can be certainly useful to use this type of trainable activation function in
the network. If it does not find one activation function to use for the task, it is probable
that it could still increase the performance of the model.

For future work, more difficult robotics tasks could be explored to see if in initial
training the trainable activation functions help more than in the case of the simple task
explored here. For image classification, training or running the search longer could be
tested for the model to learn to prefer activation functions more strongly in certain cases
where more activation functions are used. Experimenting with the Softmax temperature
could also be used to help the model learn to prefer the activation functions better and
faster.
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Appendix

I. ResNet learned activation functions graphs

L.I. Basic activation functions of model trained on CIFAR10
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Figure 32. Learned activation functions’ weights
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L.II. More activation functions of model trained on CIFAR10

Activation layer 1

Activation layer 2

Activation layer 3

Activation layer 4

1.0 1.0 1.0
0.8 0.8 0.8
0.6 0.6 0.6
0.4 0.4 0.4
0.2 0.2 0.2
0.0 0.0 0.0

RO & PR AT DO > 2D & 3OS AP O
R PO W O @) 9 @ o PO WO L) 9 @
< "’b'\\QQ&G‘\‘(&‘(& (9(6’ S < "’b'\\og& NgOR (7&/0"

EONC

Activation layer 5

Activation layer 6

W A O P a0 0 5
CHEEERRY 2 @
N %S &

Activation layer 7

1.0
0.8
0.6
0.4
0.2
0.0

X g O A
T ANCFOREONAN SO
SRR SAS I

CRCING

Activation layer 8

1.0
0.8
0.6
0.4
0.2
0.0

Q. O WO A X o NN
NGO A ERSEEN RS
CEL L 937 O CELSNEOL 2870
N0 o & N0 oSS &
3 Pg L > PP @

Activation layer 9

1.0
0.8
0.6
0.4
0.2
0.0

Activation layer 11

1.0
0.8
0.6
0.4
0.2
0.0

1.0
0.8
0.6
0.4
0.2
0.0

Activation layer 12

1.0
0.8
0.6
0.4
0.2
0.0

< - .
NS ARSRTR 2P
7 S

O
PP Q@

Activation layer 13

S 9 O O
N BT s &
> S

Activation layer 14

1.0 1.0
0.8 0.8
0.6 0.6
0.4 0.4
0.2 0.2
0.0 0.0

OB ARSI SXCTN SN
SO Y
\;<‘1\<Q\%Q;b?q?’?’

Activation layer 15

1.0
0.8
0.6
0.4
0.2
0.0

D28 @ 0O 3
A S ON Ly T @
< @\\QQ&oﬁo‘(&\@ 237 %
<>

Activation layer 16

1.0
0.8
0.6
0.4
0.2
0.0

9 WO
AR OIS
CLESNER 287 S
OIS\
2 LN

Activation layer 17

X 9O O N
RN SO
79

Activation layer 18

1.0 1.0
0.8 0.8
0.6 0.6
0.4 0.4
0.2 0.2
0.0 0.0

9\«\@ 02&‘\' ‘% SN
AN o
o X

Activation layer 19

1.0 1.0 1.0
0.8 0.8 0.8
0.6 0.6 0.6
0.4 0.4 0.4 1
0.2 0.2 0.2 1
0.0 0.0 0.0 -

X 9 A O NP PRCINEN
RN IO R ANCOCIONAE Yol
AT A A
) o9 < ) AN

S Q. © WO A

ARSI
CEST LI ¢
3 PP L

S
(4
{s,
9%

1.0
0.8
0.6
0.4
0.2
0.0

S RSN 0
&R "‘b/ S
K

7,

Figure 34. Learned activation functions’ weights

1

(91



154
10 A
5 4
0
-5

-10

20

15 A
10 A
5
0
5

-10

20

15 A
10 A
5
0-
—54

-10

20

151
10 A
5 4
0
—54

-10

20
15
10

0
-5
-10

Activation layer 1

Activation layer 2

Activation layer 3

Activation layer 4

15 A 15 A 15
10 A 10 4 10 A
/ 5 1 51 5 1
0 0 0
=5 1 =51 =51
T T — =10 - T — —10 - T — —10-— T T
=20 0 20 -20 0 20 -20 0 20 -20 0 20
Activation layer 5 20 Activation layer 6 2 Activation layer 7 20 Activation layer 8
151 151 154
10 4 10 A 104
5 5 51
0 0 - (%
-5 -5 4 -5 4
- . - —10 4 . - —10 4 . - -104 . :
-20 0 20 -20 0 20 -20 0 20 -20 0 20
Activation layer 9 20 Activation layer 10 2 Activation layer 11 20 Activation layer 12
15 1 15 1 151
10 4 10 A 10 4
5 5 51
0 A 0 0
-5 1 -5 1 -5
T T — —10 1+ T — —10 1+ T — -10 -+ T T
-20 0 20 -20 0 20 -20 0 20 -20 0 20
Activation layer 13 20 Activation layer 14 20 Activation layer 15 20 Activation layer 16
15 A 15 A 15
10 4 10 A 10 4
5 1 51 5
0 0 - 0
-5 -5 -5
T T ~ —10 T ~ —10 = T i T T
=20 0 20 -20 0 20 -20 0 20 -20 0 20
Activation layer 17 20 Activation layer 18 2 Activation layer 19
1 15 A 154
1 10 A 10 4
J 5 5]
J 0- 04
J 54 _5
T T — =10 T — -10 T T

-20 0 20

=20 0 20

=20 0

Figure 35. Learned activation functions’ shapes



LIII. All activation functions of model trained on CIFAR10
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L.IV. Activation functions of models trained on ImageNet
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Figure 38. Learned activation functions’ weights for set A
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Figure 39. Learned activation functions’ shapes for set A
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Figure 40. Learned activation functions’ weights for set B
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I1. Permutation tests’ p-values

ILI. Deep Q-learning

Table 18. p-values of permutation tests on DQN training results

Model type p-value
Basic 0.976
More 0.960

Derived from basic (k = 4) 0.504
Derived from more (k = 1) 0.131
Derived from more (k=11) | 0.730

IL.IL. Proximal Policy Optimization

Table 19. p-values of permutation tests on PPO training results

Model type p-value
Basic 0.992
Normal 0.972

Derived from basic (k = 4) 0.524
Derived from more (k = 1) 0.214
Derived from more (k=11) | 0.317
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