
1
Tartu 2021

ISSN 2613-5906
ISBN 978-9949-03-620-2

DISSERTATIONES 
INFORMATICAE 
UNIVERSITATIS  

TARTUENSIS
27

LIIS K
O

LBERG
	

D
eveloping and applying bioinform

atics tools for gene expression data interpretation

LIIS KOLBERG

Developing and
applying bioinformatics tools
for gene expression data interpretation



DISSERTATIONES INFORMATICAE UNIVERSITATIS TARTUENSIS  

27 
 
  



DISSERTATIONES INFORMATICAE UNIVERSITATIS TARTUENSIS  

27 
 
 
 
 
 
 
 
  

LIIS KOLBERG 
 
 

Developing and  
applying bioinformatics tools 

for gene expression data interpretation 



Institute of Computer Science, Faculty of Science and Technology, University of
Tartu, Estonia.

Dissertation has been accepted for the commencement of the degree of Doctor of
Philosophy (PhD) in informatics on May 18th, 2021 by the Council of the Institute
of Computer Science, University of Tartu.

Supervisor

Dr. Hedi Peterson
Institute of Computer Science, University of Tartu
Tartu, Estonia

Opponents

Dr. Martina Summer-Kutmon
Maastricht University
Maastricht, Netherlands

Dr. Kerrin Small
King’s College London
London, United Kingdom

The public defense will take place on June 21st, 2021 at 11:15 via Zoom.

The publication of this dissertation was financed by the Institute of Computer
Science, University of Tartu.

Copyright c� 2021 by Liis Kolberg

ISSN 2613-5906
ISBN 978-9949-03-620-2 (print)
ISBN 978-9949-03-621-9 (PDF)

University of Tartu Press
http://www.tyk.ee/

http://www.tyk.ee/


"Things can change. Life is all a learning process."
—Mike Tyson



ABSTRACT

Laboratories worldwide produce a sheer amount of experimental biological data.
Data analysis and interpretation are the key elements in gaining actionable in-
formation from these data. Furthermore, due to the advent of high-throughput
technologies, the dimensionality of these datasets has substantially increased.
Analysing such high-dimensional data requires good programming skills or the
help of a bioinformatician. However, the researchers who produce the data and
ask scientific questions about it outnumber the bioinformaticians. Therefore, in-
stead of performing custom analyses case-by-case, computational researchers de-
velop easy-to-use tools that enable numerous biologists to perform the analyses
themselves. These tools empower researchers to mine large-scale biological data,
such as gene expression data, and assemble the knowledge into a working model
of the system studied.

In this thesis, we develop two bioinformatics tools designed for gene expres-
sion data interpretation. First, we present the updated g:Profiler toolset for gene
list functional enrichment analysis. Specifically, we focus on the advanced fea-
tures and visual presentation of the functional characterisation results using a
novel Manhattan plot approach. In addition, we introduce an accompanying R
package gprofiler2 that enables easy integration of g:Profiler with automated anal-
ysis pipelines. Next, we present the funcExplorer web tool that combines gene ex-
pression clustering and functional enrichment analysis using g:Profiler to detect
co-expressed gene modules and provide a global overview of the experimental
data. Thus, funcExplorer assembles the whole analysis process from gene expres-
sion data to biological interpretation.

Finally, we demonstrate the benefits of these tools by employing them in a
systematic analysis of genetic variants that are associated with gene expression
levels. Namely, we performed association analysis between genetic variants and
co-expression gene modules. Among other methods, we used funcExplorer to
detect the co-expressed gene groups, and we used g:Profiler to describe the as-
sociated gene modules via shared biological functions and pathways. Our results
confirmed several previously known associations. Furthermore, applying funcEx-
plorer to data obtained from stimulating human monocytes with lipopolysaccha-
rides (LPS) for 24 hours led to discovering a novel association where a genetic
variant near SLC39A8 regulates a module of co-expressed metallothionein genes.
Interestingly, we found that this effect was mediated by a transient association
present only in early LPS response and lost before the gene module effect ap-
peared. Specifically, the genetic variant affected the expression of SLC39A8 hours
earlier, shortly after stimulation with LPS.

The tools developed in this work have proven to be useful to the life science
community, as demonstrated by millions of queries each year and close to thou-
sand citations they have received since the latest publications. The tools are meant
to help researchers to perform common analysis tasks by themselves. However,
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we also conducted an extensive application study by ourselves that further high-
lighted the utility of these tools for unravelling novel biological insight from gene
expression data in a data-driven manner.
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INTRODUCTION

The main focus of biologists is understanding the underlying mechanisms respon-
sible for the functioning of living organisms and how they interact with each other
and the environment. Starting from the hypothesis formation, researchers conduct
experiments and data analysis to evaluate the validity of a scientific theory and to
translate the understanding to actionable insights and new hypotheses. For exam-
ple, deciphering the complex biological processes underlying a common disease
has the potential to uncover the medical means to intervene or prevent the disease
development process.

Technological advancements in the life sciences, such as the advent of mi-
croarrays and next-generation sequencing, have offered new avenues to ask and
answer research questions in a more detailed and less time-consuming manner.
The abundance of publicly available experimental gene expression data suggests
that, at first, the focus was on conducting experiments and gathering the data.
By now, it is clear that collecting a massive amount of data alone is not enough
for biological discovery. Researchers turn to computational data analysis to con-
vert huge volumes of gene expression data to meaningful insights and interpre-
tation. However, data analysis usually involves the successive or simultaneous
application of several scripts and sophisticated methods. Furthermore, to make
the most of existing knowledge, the analysis often combines multiple data types
and sources. To simplify this process for a researcher without extensive program-
ming skills, various bioinformatics tools that automate these steps have emerged.
Besides, such tools are also beneficial to bioinformaticians for obtaining a quick
overview of data before conducting a thorough analysis.

Creating helpful software for biologists is one of the most visible and influ-
ential results of bioinformatics research and development. However, from the
developer’s perspective, several challenges need to be considered while develop-
ing a tool for biological interpretation. First, to make life easier for biologists,
the tool should be intuitive to use. Providing good documentation and practical
examples plays an essential role in this purpose by ensuring that the user can un-
derstand what the tool does and can make the right decisions while applying it.
Second, although interpretation requires a good insight and a bit of creativity, a
comprehensive and easy-to-understand visual overview provided by the analysis
software can have a fundamental role in this process. Third, tools that provide
hypothesis-free exploration by letting the data speak for themselves enable dis-
covering interesting patterns without pre-notion of what to look for. Fourth, the
results need to be conveniently shareable with colleagues to initiate relevant dis-
cussions. Finally, to facilitate the publication of the results, the tools should ensure
scientific reproducibility by providing all the used parameters and data versions.

Although there is a wide selection of tools for biological interpretation, many
of these have shortcomings in one or more of the qualities mentioned above. To
alleviate this, the main goal of this thesis is to develop convenient bioinformatics
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tools for the biological interpretation of gene expression data that enable to move
from expression changes to an understanding of implicated biological processes.
Specifically, we introduce different properties of the tools presented in this thesis
to emphasise the relevance of versatile interfaces, proper visualisations, and inter-
active features in the software that focus on data exploration and interpretation.
Finally, we demonstrate the utility of the developed tools by applying these in a
large-scale genetic associations study.

The thesis is organised as follows. The first chapter gives a short overview of
gene expression data and analysis methods essential to understand the rest of the
thesis. The chapter focuses mainly on different co-expression analysis methods
followed by functional enrichment analysis to map the co-expressed genes to ex-
isting biological knowledge. The following chapters give more specific context
and summarise shortly the publications I-IV, mainly from the perspective of my
contribution. Specifically, Chapters 2 and 3 cover two tools developed for bi-
ological interpretation, updated functional enrichment analysis toolset g:Profiler
(Publications I-II) and co-expression analysis web tool funcExplorer (Publication
III). Chapter 4 first introduces the standard methods and data used to associate
genetic variants with gene expression levels. This introduction is followed by
demonstrating how co-expression analysis methods combined with functional en-
richment analysis help to interpret genetic associations that affect gene expression
(Publication IV), which in turn has the potential to provide biological context for
common diseases. The thesis is concluded with a discussion on future work and
some reflections on developing academic software in the bioinformatics field.
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CHAPTER 1

PRELIMINARIES

This chapter provides a short overview of high-throughput gene expression data
and analysis methods applied in this thesis for the biological interpretation of these
data.

1.1. Gene expression data

The genetic information of most living organisms is stored in deoxyribonucleic
acid (DNA) that resides in the cell’s nucleus. DNA usually occurs as chromo-
somes, and the set of all chromosomes in a cell makes up its genome. The genome
contains genes that are regions of DNA that carry instructions on how to produce
a functional product. These products are needed to perform different jobs in the
cells and are essential for the structure, function, and regulation of tissues and
organs. In most cases, the product of a gene is a protein. The process of pro-
ducing functional products involves two main steps. First, DNA is transcribed
into messenger ribonucleic acid (mRNA), and then, in the case of protein-coding
genes, the sequence of mRNA is used to produce proteins via a process called
translation. In the case of non-protein-coding genes, RNA is not translated into a
protein. Regardless of the type of gene, the process of going from DNA to a func-
tional gene product is known as gene expression. By controlling which genes are
expressed, the cell controls the protein production and thereby regulates its size,
shape, and activity. This, in turn, affects higher level phenotypes such as height,
weight, skin color, or characteristics of certain types of diseases. Therefore, to un-
derstand how an organism functions at the cellular and molecular level, we study
its gene expression levels. Moreover, there can be thousands of genes expressed
in a particular cell that potentially determine what that cell can do, and a single
gene can result in a gene product that plays a role in many different phenotypes.
Thus, we are often interested in a more global view on how different genes act
together to produce and maintain a fully functioning organism.

Gene expression profiling experiments have enabled the investigation of thou-
sands of genes simultaneously. Often this process includes measuring the expres-
sion of every gene present in a particular cell. Ideally, gene expression levels
would be detected by quantifying the final gene product, which for many genes is
the protein. However, for gene expression profiling, it has been a common practice
to measure the intermediate step between the genes and proteins, the mRNA tran-
scripts, as a proxy for protein levels. Although the extent of correlation between
the protein and mRNA abundance has been debated (Fortelny et al., 2017), obtain-
ing and analysing mRNA-level data has been the easiest way to get the most global
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picture possible in a single experiment. The reason is that large-scale screening of
protein levels remains challenging. At the same time, there are well-established
and cheaper high-throughput profiling technologies for measuring mRNA levels
such as microarrays (Schena et al., 1995) and RNA sequencing (RNA-seq) (Wang
et al., 2009). A wide selection of gene expression profiling data under different
biological conditions is available from public repositories such as Gene Expres-
sion Omnibus (GEO) (Edgar et al., 2002) and ArrayExpress (Athar et al., 2019).
A typical outcome of a gene expression profiling experiment is a numeric matrix
where the probes or transcripts (hereinafter genes) are in the rows, samples in the
columns, and corresponding activity levels in the cells. This matrix is a common
starting point for applying computational methods to extract biological knowl-
edge from the data. From now on, we refer to the matrix format when talking
about gene expression data. Usually, the dimensions of a human gene expression
matrix are around 22,000 rows and few hundred columns.

1.2. Gene expression analysis

Extracting meaningful information from high-dimensional gene expression data
can be quite challenging, mostly because mining these data requires several com-
putational steps to gain insights. A standard gene expression analysis pipeline
starts from pre-processing and normalisation of the gene expression matrix. Then,
gene lists that exhibit similar expression patterns across the samples are identified.
For example, these gene lists are detected by performing differential gene expres-
sion analysis or co-expression clustering. Finally, the obtained gene lists are char-
acterised by investigating the shared biological functions based on the pre-existing
knowledge about these genes. In addition, different parts of this pipeline include
composing supporting visualisations.

The abundance of gene expression profiling experiments has given rise to sta-
tistical methods for analysing and interpreting gene expression data. However,
there is no one-size-fits-all solution. The choice of the analysis technique depends
on the data and the goal of the experiment. Fortunately, with the joint efforts of
biologists, statisticians, computer scientists, and software engineers, a wealth of
computational tools are available for researchers who want to mine the data for
knowledge. The following sections give a brief overview of the common methods
and tools applied for these fundamental tasks in the context of this thesis.

1.2.1. Differential gene expression analysis

The most basic gene expression analysis identifies genes whose expression levels
present significant changes between two or more experimental settings, for ex-
ample, between samples from healthy and diseased individuals or between stimu-
lated and unstimulated cells. These genes can be used to describe the differences
between the conditions and are called differentially expressed genes. There are
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various statistical methods used to detect such genes. Generally, the methods con-
sist of three parts: calculating a test statistic, determining the significance of the
observed statistic, and adjusting for multiple testing.

In the simplest case, a t-test is performed for each gene. Simply put, this test
compares the mean expression levels of the specific gene between two experimen-
tal groups at a time and estimates whether the difference is statistically significant.
In addition, a fold change (FC) of the mean expression levels between the two
groups is calculated to evaluate the change in the expression level of a gene. The
fold change is usually presented in a log2 scale that makes the measure symmetric
when the change decreases by an equivalent amount. This approach is applied on
every row of the gene expression matrix returning corresponding p-values that are
then used to identify significant genes. This identification is made after adjust-
ing for multiple testing to limit the number of false-positive results. In addition,
there are more sophisticated approaches for differential gene expression analysis
depending on the specific properties of the data-producing technology, such as
different linear models for microarrays (Ritchie et al., 2015) or model-based es-
timations using the negative binomial distribution for RNA-seq data (Love et al.,
2014; McCarthy et al., 2012). Regardless of the method, the outcome of dif-
ferential expression analysis is a gene list or two gene lists representing up and
down-regulated genes separately. If there are more than two experimental groups,
the same procedure is usually repeated for each possible pair of conditions.

1.2.2. Regression analysis

As we mentioned in the previous section, linear models can be used to find dif-
ferentially expressed genes. Furthermore, linear models are also employed in
various other contexts when studying gene expression data. This section gives the
basics about linear regression for analysing gene expression data. Although linear
regression is often used in the prediction context, here, we consider linear regres-
sion to quantify a relationship between two variables. For example, such models
are used in different association studies that are further discussed in Chapter 4 of
this thesis.

Simple linear regression is the most basic approach to study the relationship
between a quantitative response variable Y and a single explanatory variable X1,
also known as dependent and independent variables, respectively. Regression
analysis attempts to model the relationship between the two variables by fitting
the linear equation 1.1 to the observed data. In the case of gene expression data,
the regression models are used to identify the strength of the effect that the in-
dependent variable has on the gene expression. The method models the response
variable Y , i.e. the gene expression levels, in relation to the explanatory variable
X1 as

Y = β0 +β1X1 + ε, (1.1)

where β0 and β1 are the coefficients, i.e., an intercept and a slope, and ε is an error
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The independent variable can be continuous or categorical. For example, it
can be the age or weight of an individual or other measured phenotypes on a sam-
ple. When the variable X1 is binary, e.g., a disease state, this model can be used
to evaluate differential expression between the two groups. In this case, X1 is an
identifier variable with a value of 0 for healthy and 1 for diseased samples. An-
other example is using linear regression to estimate the effect size β1 of a genetic
variant on gene expression where genotypes are coded as (0, 1, 2).

Simple linear models can be extended to multiple explanatory variables. For
example, p variables are included in equation 1.2. This model is called multiple
linear regression. In addition to including these variables whose effects on the
gene expression we are particularly interested in, different confounding variables
are included as other covariates in the multiple linear regression model to account
for these effects. Depending on the study, these covariates can be age, sex, popu-
lation membership, or batch variables, to name a few.

Y = β0 +β1X1 +β2X2 + · · ·+βpXp + ε (1.2)

Alternatively, linear mixed models (LMMs) are sometimes used to control for
confounding factors. LMMs differ from simple linear models by incorporating
random effects among the explanatory variables (Silk et al., 2020). In this case,
factors that are not of particular interest to the study but confound the dependent
variable are treated as random effects. In contrast, the fixed effects represent
variables with intercepts and slopes to be estimated. We refer to (Silk et al., 2020)
for a review about the applications of LMMs in biology.

1.2.3. Co-expression analysis

Co-expression is defined as a simultaneous expression of two or more genes across
several conditions. Different metrics are used to measure co-expression, the most
common ones being Pearson’s correlation and Euclidean distance-based similar-
ity. The higher the similarity, the more strongly co-expressed the two genes are.
Co-expression analysis is an approach that uses this information to identify groups
of co-expressed genes. In this thesis, we consider gene lists resulting from any co-
expression analysis as gene modules, and we use the words ’cluster’ and ’module’
as synonyms.

Co-expression analysis identifies trends and patterns from gene expression pro-
files. In addition, this analysis is often used as a tool to study genes without known
function. Namely, the idea of finding groups of co-expressed genes relies on the
assumption that if two genes have similar expression profiles across different bi-
ological conditions, then these two genes are considered to be similar also at the
functional level (Eisen et al., 1998; Oliver, 2000). Based on this assumption, less
studied genes are characterised using the available information of well-known
genes within the same co-expression group. This approach is also known as the
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guilt-by-association approach (Oliver, 2000), and the underlying assumptions im-
ply the subsequent analysis steps for identifying enriched biological functions and
pathways in the co-expressed gene lists (described in section 1.3).

Various computational techniques are used for co-expression analysis, includ-
ing matrix factorisation methods such as singular value decomposition (SVD),
different clustering methods, and co-expression networks. A common feature of
all these methods is that they simplify the data while still retaining the inherent
structure (Slonim, 2002). Ideally, these are data-driven and hypothesis-free meth-
ods that derive the underlying patterns solely from the gene expression data rather
than reflecting the researcher’s intuition or experience. The following sections
introduce the most common clustering and matrix factorisation methods used for
co-expression analysis.

Clustering methods.

Clustering is one of the most popular analysis approaches to get a quick overview
of patterns present in the gene expression data (D’haeseleer, 2005; Jiang et al.,
2004). Clustering aims to partition a set of items, in our case the genes, into sub-
groups called clusters so that, based on a pre-selected similarity measure, similar
genes belong to the same cluster and dissimilar genes fall in different clusters. A
variety of clustering algorithms can be used for this task, the most common ones
being hierarchical clustering and K-means clustering (D’haeseleer, 2005; Jiang
et al., 2004).

Hierarchical clustering was the first algorithm used in gene expression data
clustering (Eisen et al., 1998). Agglomerative hierarchical clustering starts with
every gene as a separate cluster and successively joins the most similar clusters un-
til all the genes are organised as a tree-like arrangement called dendrogram (Jiang
et al., 2004). Thereby, in addition to forming the gene clusters, the dendrogram
also illustrates the similarity between different clusters. Specific clusters are de-
tected based on cutting the dendrogram at some level that depicts a fixed threshold
for expression similarity (see Figure 1). As a result, the dendrogram is partitioned
into sub-branches representing clusters of highly co-expressed genes. However,
the cutting point is often decided by the researcher based on visual observation
and thus is subjective.
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Figure 1. Detecting clusters from a dendrogram. Hierarchical clustering arranges
genes as a dendrogram based on the similarity of their expression profiles shown on the
y-axis as the height of the dendrogram. In hierarchical clustering, the clusters are usually
extracted based on cutting the dendrogram at some fixed level. A Cutting a dendrogram
at height seven results in detecting three gene clusters (colored in pink, green, and blue).
B Cutting the same dendrogram at height four results in six gene clusters, three of which
include only a single gene (colored in pink, olive green, green, light blue, blue, and pur-
ple).

Another approach is to determine the number of clusters beforehand. K-means
is a well-known algorithm used for this purpose, where, given a pre-specified
number K, the algorithm randomly selects K genes as cluster centroids and di-
vides all the remaining genes between the K clusters based on the expression
profile similarity (Jiang et al., 2004). In the next iteration, the algorithm resets the
centroids to the average of each cluster’s gene profiles and re-assigns the genes
to the clusters. This process repeats until there are no changes in gene clusters.
However, similar to hierarchical clustering, the key limitation of this approach
is that the value of K also relies heavily on the researcher’s prior knowledge or
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assumptions and judgment and thus is biased (Jiang et al., 2004; Quackenbush,
2001; Slonim, 2002).

In recent years, the weighted correlation network analysis (WGCNA) (Langfelder
and Horvath, 2007, 2008; Zhang and Horvath, 2005) has become popular for gene
expression clustering. Simply put, the method first constructs a weighted gene co-
expression network where the genes are nodes, and edges represent the correlation
between the corresponding pairs of genes. Next, WGCNA searches for densely
interconnected gene groups called modules using hierarchical clustering followed
by the Dynamic Tree Cut method (Langfelder et al., 2008). In the case of high-
dimensional gene expression data, a variant of K-means is used to pre-cluster
the data into large clusters, referred to as blocks, and hierarchical clustering and
module detection is applied to each block. Finally, highly similar modules from
different blocks are merged.

A common feature of standard clustering methods is that they partition the
gene expression matrix into non-overlapping groups of genes (Saelens et al., 2018).
Moreover, clustering algorithms always find clusters, regardless of whether there
are any biologically meaningful patterns in the data (Altman and Krzywinski,
2017). However, considering the connections between biological processes and
that genes can participate in several functions, such methods might not capture the
complexity of the underlying data structure. Alternatively, there are also cluster-
ing methods that are so-called fuzzy, such as the fuzzy C-means algorithm (Dem-
bele and Kastner, 2003), where each gene can potentially belong to multiple clus-
ters, which is evaluated by a membership score. Finally, clustering methods look
at co-expression across all samples and thus might miss local co-expression pat-
terns present in only a subset of samples (Brunet et al., 2004; Saelens et al., 2018).
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Matrix factorisation methods.

Besides clustering methods, matrix factorisation methods are used to detect co-
expressed gene modules from the gene expression data (Saelens et al., 2018). The
idea of factorisation methods is to project the input data matrix into a product of
two smaller matrices while preserving as much information as possible from the
original data (see Figure 2) (Saelens et al., 2018; Stein-O’Brien et al., 2018). For
this reason, matrix factorisation is sometimes also called matrix decomposition.

~ x

N
 g

en
es

N
 g

en
es

k factors

k factors
M samples

M samples

D A P~ x

Figure 2. Illustration of matrix factorisation technique. Given a gene expression
matrix D with dimensions N ×M, where N is the number of rows and M is the number of
columns, matrix factorisation methods try to decompose this data matrix into two related
matrices: gene-level matrix A and sample-level matrix P. The values in the matrices A
and P correspond to the weight by which the given gene or sample contributes to the
particular inferred latent factor. These k factors represent the detected gene modules. In
the case of matrix P, we call these weights as factor loadings.

The goal of matrix factorisation methods is to infer a set of new variables
using a linear combination of the original variables, such that the number of new
variables is smaller than in the initial data (Meng et al., 2016). Depending on
the specific method, these new variables are called latent factors, latent variables,
or components (Stein-O’Brien et al., 2018). Here, we consider these factors as
representatives of gene modules and thus use these terms as synonyms. As a
result, two matrices are obtained. One of these matrices contains weights for every
gene and a particular latent factor, and the other matrix contains the weights for
every sample and corresponding factor (see Figure 2). The latter are sometimes
also called factor loadings. The gene-level weights are then used to extract gene
modules corresponding to the factors. A way to define the genes that characterise
each factor is by choosing the ones that contribute the most, i.e., the genes at
both extremes of the weight values. For example, genes that are two standard
deviations away from the mean weights in the given factor.

As described above, the gene-level matrix assigns a weight for contributing to
a module for each gene. However, for a specific module, a vast majority of the
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genes are given close-to-zero weights (yellow shades in the matrix A in Figure 2).
In the context of clustering, one could think as if the weights of genes not belong-
ing to a particular cluster are set to zero. Furthermore, in matrix factorisation, a
specific gene can contribute to multiple modules. Consequently, different mod-
ules can include overlapping sets of genes, better reflecting the complex nature
of biological systems. Moreover, samples can contribute to a particular module
only to a certain degree (yellow shades in the matrix P in Figure 2), and thus ma-
trix factorisation methods have the potential to detect local co-expression, unlike
clustering methods (Saelens et al., 2018).

Various matrix factorisation techniques have been used for gene expression
data, the best known being SVD and the closely related principal component anal-
ysis (PCA), independent component analysis (ICA) (Hyvärinen and Oja, 2000),
and non-negative matrix factorisation (Stein-O’Brien et al., 2018; Way et al.,
2020). While each of these methods is defined by a distinct mathematical for-
mulation, the common goal remains the same, to reveal low-dimensional structure
from high-dimensional data. For a detailed review of matrix factorisation methods
and their applications in omics data, we refer to (Stein-O’Brien et al., 2018).

In addition, there are also matrix factorisation methods that are designed for
analysing biological data. For example, probabilistic estimation of expression
residuals (PEER) is a factor analysis method that uses Bayesian approaches to
infer hidden factors from gene expression data that explain a large proportion of
expression variability (Stegle et al., 2012). Pathway-level information extractor
(PLIER) is a matrix decomposition method that uses prior biological knowledge
of pathways and gene sets to deconvolve gene expression profiles as a product of
a small number of latent variables (factors) and their gene weights (Mao et al.,
2019).

1.2.4. Eigengenes

Every co-expression gene module represents a group of genes with high similar-
ity in expression profiles, thus indicating potential similarities in biological pro-
cesses. Intuitively, from the expression of each gene in the module, one could infer
a single characteristic expression profile that summarises the correlated behavior
of the module’s genes across the samples. This representative expression profile
is called eigengene (Alter et al., 2000; Langfelder and Horvath, 2007). Similar to
the expression profile of a single gene, an eigengene is a vector that contains as
many elements as there are samples in the data.

There can be different approaches to derive such profiles. The simplest one is
selecting a random representative gene from the module and using its expression
levels as an eigengene profile. However, none of the actual genes in the module
need to have the exact expression value presented in the eigengene. Therefore,
another naive option would be to calculate the average gene expression within the
module. But this approach gives each gene in the module an equal weight which
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might not always be justified. For example, since most clustering algorithms as-
sign every gene in the data to some cluster, some genes might belong to a module
due to a random chance. To overcome this shortcoming, a weighted average ex-
pression profile can be used (Langfelder and Horvath, 2008). The equation 1.3
represents an eigengene vector e for a module of p genes, where gi is the expres-
sion vector of gene i in that module and αi are the corresponding weights. Note

that in the case of standard average value, the weights αi =
1
p

.

e = α1g1 +α2g2 + . . .+αpgp (1.3)

A common approach for finding such weighted profiles was first described by
(Alter et al., 2000) who applied the singular value decomposition method on the
gene expression data to reduce a high-dimensional data set into fewer dimensions
while retaining important information. In essence, SVD is a matrix factorisation
method that defines a linear transformation from the genes× samples space to
the reduced eigensamples× eigengenes space, i.e., it obtains two matrices, just
as shown in Figure 2. The first matrix describes the ’eigensamples’ and the sec-
ond one describes the ’eigengenes’. Thus, the factor loading vectors represent
the weighted eigengenes in this case. The columns in the ’eigensamples’ matrix
correspond to the weights αi. Similarly, in the case of other matrix factorisation
methods, the factor loading vectors by definition capture the characteristic linear
transformations essential for defining the eigengene profiles (Alter et al., 2000;
Liebermeister, 2002; Stein-O’Brien et al., 2018).

The eigengene concept can also be transferred to the clustering context. Namely,
when performing SVD analysis on the sub-expression matrix of a single gene
module, then the corresponding eigengene is defined by the first vector in the de-
composition matrix, i.e., the first latent factor. Equivalently, this vector is the first
principal component of the PCA. However, since the sign of each principal com-
ponent scores vector is arbitrary, the orientation of each eigengene is then fixed
by constraining it to have a positive correlation with the module’s average gene
expression profile (Langfelder and Horvath, 2007). This ensures that the eigen-
gene profile corresponds to the direction of expression changes in the module. For
example, such an eigengene detection approach is implemented in the WGCNA
clustering method (Langfelder and Horvath, 2008). However, this approach can
be applied to gene clusters from any method.

Regardless of the co-expression method or the eigengene definition used, eigen-
gene profiles are linear combinations of expression levels of the genes in the mod-
ules. Therefore, the eigengene is correlated with the expression profiles of the
module’s genes and shows how the expression level of that group of genes changes
between conditions. In the presence of additional meta-information, these expres-
sion profiles can provide further context for co-expression interpretation. For ex-
ample, if an eigengene has increased expression levels in the group of diseased
samples compared to the healthy ones, one could assume that the module’s genes
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may be affected by the disease status. If there are no changes in the profiles
between healthy and diseased samples, these genes are probably not interesting
when studying that particular disease. Eigengenes have also been used to com-
pose co-expression networks to describe the relationships between different gene
modules instead of individual genes (Langfelder and Horvath, 2007).

Furthermore, eigengene profiles can be used to relate the gene modules to
other traits (Langfelder and Horvath, 2008). Genes with high weights in mod-
ules associated with some characteristics are natural candidates for further stud-
ies (Langfelder and Horvath, 2008). For example, (Tian et al., 2020) detected a
module where the eigengene was correlated with the pathological grade of breast
cancer across the patients. Another study used various physiological traits such as
body weight, cholesterol level, and insulin level to describe different gene mod-
ules (Ghazalpour et al., 2006). A use case where eigengene profiles are associated
with genotypes data is further discussed in Chapter 4.

1.2.5. Gene expression visualisation

Simply by looking at the numeric vectors or matrices, it is almost impossible to
comprehend all the information, especially in the case of multidimensional and
complex gene expression data. Therefore, different visualisation techniques are
used to get an overview of the data at a glance.

The most common way to visualise gene expression data is a matrix where
the numeric expression values in a cell are shown with a color gradient (see Fig-
ure 3A). This type of visualisation is called a heatmap. The color gradient in a
heatmap usually ranges from one color to another, corresponding to values from
the minimum expression through the average expression to the maximum expres-
sion in the data. For example, shades of blue are used for low and shades of red for
high expression values. As a result, the groups of genes or samples with similar
expression levels are shown with similar color, and thus such groups are easier to
discern from the matrix by eye.

To better grasp the patterns from the heatmap, it is beneficial to reorder the
rows and columns of the matrix according to some co-expression measure and
method so that more similar expression profiles are near each other. The most
typical approach for this is using hierarchical clustering and a corresponding den-
drogram that highlights the gene (or sample) clusters and the relations between
them (see Figure 3B).

However, the heatmap size grows with the growing dimensions of gene ex-
pression experiments so that the available screen space becomes a limiting factor
for this visualisation. Large numerical matrices, including tens of thousands of
genes and hundreds of samples, lead to overwhelming visuals. One option to
achieve a more compact picture could be visualising only the eigengene profiles
in a heatmap showing differences between the gene modules. Besides heatmaps,
line plots where the x-axis shows the samples and the y-axis shows the expres-
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sion values are often used to visualise expression profiles of genes or eigengenes
(see Figure 3C). Line plots provide insight into the patterns of correlation between
samples and expression levels. In addition, these plots enable to see trends in time
or some particular behavior such as low expression in one group of samples and
high in another group.
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Figure 3. Examples of visualising gene expression data. A Heatmap showing the nu-
meric values in a gene expression matrix by using a color gradient from blue to red. B
Hierarchically reordered heatmap with corresponding dendrograms highlighting differ-
ent co-expression groups in the data. C Line plots of expression profiles for two gene
modules and corresponding eigengene expression profiles defined by the first principal
component of the corresponding module are shown in blue. The x-axis corresponds to
the samples, and the y-axis shows the expression levels. D Co-expression network where
nodes illustrate the genes and edges represent Pearson’s correlation between the corre-
sponding genes. Edges with absolute correlation smaller than 0.9 are removed from the
network. The blue and red edges indicate a negative and positive correlation, respectively.
The edges corresponding to the correlation greater than 0.95 are highlighted with greater
thickness.

In the case of co-expression network analyses, a natural way of visualisation
is to compose a graph where nodes represent individual genes, and edges repre-
sent co-expression between the two genes or some functional connection (Merico
et al., 2009) (see Figure 3D). Ideally, the co-expression gene modules in the net-
work appear in visually distinguishable subgraphs in which each pair of nodes
is connected with each other via an edge. Applying a significance threshold to
the co-expression similarity to remove edges with similarity below a certain value
(e.g. absolute correlation < 0.9) further helps reduce the complexity of the net-
work and bring out the strongly correlated gene modules.
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Finally, as the data are complex and static images provide limited benefits,
interactive and navigable visualisations are becoming more and more popular by
making data exploration easier (Cruz et al., 2019; Pavlopoulos et al., 2015).

1.3. Gene list functional interpretation

As demonstrated above, gene expression analysis usually results in lists of genes
grouped based on similar expression patterns across the measured conditions. Re-
gardless of the analysis method, or whether the results are gene modules from
clustering or up and down-regulated genes from differential expression analysis,
the next steps in the analysis pipeline find a functional characterisation for the
observed behavior. One way to achieve this characterisation is to apply func-
tional enrichment analysis tools that associate the genes with the existing biolog-
ical knowledge from annotation databases to find the shared functions.

1.3.1. Functional annotations

Functional annotation is a statement about the function of a particular gene that is
usually discovered by conducting various detailed experiments and analyses. Sev-
eral dedicated databases gather and store knowledge about biological functions,
their relations, and corresponding annotations of genes and gene products from
published datasets and manuscripts. Here we introduce some of the most com-
mon annotation databases that are often used in functional enrichment analysis.

The most comprehensive annotation database used for functional enrichment
analysis is the Gene Ontology (GO) that provides curated information from three
different domains: molecular functions, biological processes, and cellular com-
ponents (The Gene Ontology Consortium, 2021). Namely, the GO annotations
capture the knowledge about how a gene functions at the molecular level, where
in the cell it functions, and what biological processes it helps to carry out. All the
functions in the database (also referred to as GO terms) have explicit definitions
and unique identifiers. These functions are arranged in an ontology, a structured
hierarchy with defined relationships between the terms. The ontology is repre-
sented as a directed acyclic graph depicted in a tree-like view where general bi-
ological functions are placed on the top and more specific terms to the bottom
of the tree (Figure 4). Every node in the graph corresponds to a term, and the
relations between the terms are shown with edges. The terms that are closer to
the root of the graph are referred to as parents, and the terms more proximate
to the leaf nodes, or bottom of the graph, are called child terms. An important
feature is that the gene annotations in this hierarchical structure are propagated
from the child term to the parent. That is, a gene annotation to a GO term im-
plies that this gene is also annotated to all its parents. For example, the genes
annotated to the lipid metabolic process (GO:0006629) are also annotated to the
primary metabolic process (GO:0044238) and metabolic process (GO:0008152)
(see Figure 4). Besides Gene Ontology, there are other structured databases. For
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example, the Disease Ontology (Schriml et al., 2019) provides the relations be-
tween the diseases while the corresponding annotations can be mapped using text
mining approaches (Osborne et al., 2009; Peng et al., 2012), for example. Simi-
larly, Human Phenotype Ontology provides an ontology and annotations to terms
that describe clinical abnormalities (Köhler et al., 2021).

Figure 4. Parent and child GO terms of primary metabolic process. Each rectangle
represents a GO term that is defined by a unique ID and human-readable description. The
edges represent the relationships between the terms. General terms are shown on the top
of the sub-tree, specific terms are shown on the bottom. The parent terms of the ’primary
metabolic process’ (in yellow) are ’metabolic process’ and ’biological process’. The child
terms are ’carbohydrate metabolic process’, ’lipid metabolic process’, etc. Figure adapted
from the QuickGO tool (Binns et al., 2009).

Another and more detailed way to characterise biological processes is via path-
ways. In essence, pathways are models that represent the series of reactions and
interactions between genes, proteins, or metabolites within cells, tissues, or or-
ganisms. Pathways are graphically illustrated as networks where nodes corre-
spond to entities participating in the reactions (proteins, nucleic acids, complexes,
small molecules) and edges represent the reactions (see https://reactome.
org/content/detail/R-HSA-1221632 for an example). The edges are often
directed to represent the direction of the reaction. The genes that are present in
a given pathway are used for the enrichment analysis. Pathways are collected
to major dedicated databases where they are curated, queried, and visualised. A
well-known pathway database is Reactome (Jassal et al., 2020) which includes
biological pathways such as signaling, innate and acquired immune function, reg-
ulation, metabolism, and disease. Another such knowledge base that contains
information about biochemical pathways and other types of molecular interac-
tions is the Kyoto Encyclopedia of Genes and Genomes (KEGG) (Kanehisa et al.,
2021). In addition, there is a community resource dedicated to different biological
pathways called the WikiPathways (Martens et al., 2021).

Finally, there are numerous other specific data sources such as transcription
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factors and their motifs from Transfac (Wingender, 2008), miRNA-target interac-
tions from mirTarBase (Chou et al., 2018) or protein complexes from CORUM
(Giurgiu et al., 2019), to name a few. Furthermore, dedicated databases conve-
niently combine annotation data from multiple sources, making them especially
useful for performing functional enrichment analysis described in the follow-
ing subsection. Ensembl BioMart (Kinsella et al., 2011) consolidating several
Ensembl databases, Molecular Signatures Database (MSigDB) (Liberzon et al.,
2011) including a wide range of different gene sets, and DisGeNET (Piñero et al.,
2020) focusing on human diseases are few examples of resources that provide
different collections of annotated gene sets.

1.3.2. Functional enrichment analysis

Functional enrichment analysis, sometimes also known as the gene set analysis,
is a method that performs statistical tests to evaluate if any biological functions
are significantly enriched in the gene list of interest, as compared to all the genes
in the genome. The gene list can be from a particular co-expression module or
significant differentially expressed genes from the differential expression analysis.
The biological functions are usually taken from the available annotation databases.

A common approach is over-representation analysis (ORA) which usually uses
hypergeometric test or its equivalent: one-tailed Fisher’s exact test. For every
function and pathway, the test determines whether the fraction of genes anno-
tated with the function in the given gene list is higher than expected by a random
chance. The corresponding enrichment p-value pT of a single process, pathway,
or other annotation T for the gene list of interest L is calculated using the infor-
mation shown in the contingency Table 1. Specifically, assuming that k genes out
of the total of n genes in the gene list L are annotated with the function T , and
there are M genes annotated with T among the total of N genes in the genome (or
the dataset at hand, depending on the background preference), the p-value pT is
computed using the equation 1.4.

pT =
min(n,M)

∑
i=k

(M
i

)(N−M
n−i

)(N
n

) . (1.4)

These values are calculated for each function in an annotation database of interest,
and a list of significantly enriched functions is returned.
Table 1. Contingency table of over-representation test. The values are used to calculate
the enrichment p-value in Eq. 1.4 of function T in a gene list L.

genes in L genes not in L Total
genes in T k M-k M
genes not in T n-k N-n-M+k N-M
Total n N-n N

In the case of differential expression analysis, the gene list L is usually deter-
mined based on a cut-off on the p-value in combination with the log2 fold change
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(e.g. adjusted p-value < 0.05 and log2 FC > 2). Thus, ORA focuses on a handful
of genes from the top or bottom of a ranked gene list showing the largest differ-
ence between the two biological classes. However, this approach can make ORA
results sensitive to the selected thresholds. That is, some thresholds can retrieve no
genes, and others retain a very long list of genes without any unifying biological
theme. In addition, all the genes are treated equally in the analysis.

An alternative enrichment analysis approach is Gene Set Enrichment Analysis
(GSEA) (Subramanian et al., 2005). While ORA focuses only on significantly
differentially expressed genes, the input of GSEA is a list of all the genes from
the platform ordered by some suitable metric such as differential expression sig-
nificance or fold change. For each function in the annotation database, the method
determines whether the genes annotated with this function are accumulated to the
top (or bottom) of this ranked list or are they distributed over the list randomly. If
a function T falls at either the top (over-expressed) or bottom (under-expressed)
of the gene list, it is considered to be correlated with the phenotypic class distinc-
tion (Subramanian et al., 2005). Similarly to ORA, this method yields a list of
statistically significant functions to interpret.

Since the enrichment tests are usually performed for tens of thousands of gene
sets at a time (e.g., more than 40,000 GO terms can be considered for analysis of
human gene lists), multiple testing correction is applied to reduce the amount of
potential false-positive results. Different correction methods are used for this task.
The most common ones being the Bonferroni correction method and Benjamini–
Hochberg False Discovery Rate (FDR) (Benjamini and Hochberg, 1995). How-
ever, one of the shortcomings of these methods is that they assume that the per-
formed tests are independent. But biological functions are not typically indepen-
dent because of their overlapping genes and complex association structures. There
are custom correction methods to take this dependence into account. For exam-
ple, the enrichment tool g:Profiler (Reimand et al., 2007) provides a tailor-made
algorithm g:SCS (Set Counts and Sizes) that estimates the significance threshold
by considering the size of the input gene list and the intersections between the an-
notation gene sets. Other approaches account for the term dependencies already
while performing the statistical tests. For example, the elim method iteratively
removes the genes mapped to the significant GO terms from more general GO
terms before calculating the p-value (Alexa et al., 2006). Nevertheless, the stan-
dard methods are still useful for filtering the enrichment results and keeping only
the strongest signals.

Finally, a function is usually considered to be significantly over-represented in
the input gene list if the corresponding p-value ≤ 0.05 after multiple comparison
correction. And a list of significant functional terms from the enrichment analysis
is used to characterise the input genes.
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1.3.3. Functional enrichment tools

Performing enrichment analysis requires a lot of computational work. This pro-
cess includes accessing and combining different annotation databases, converting
gene identifiers to the same namespace, counting numerous gene list overlaps,
and finally performing the statistical tests. Fortunately, various existing web and
stand-alone tools simplify these tasks for the researchers by automatically calcu-
lating and visualising the results for the input gene list. For example, g:Profiler
(Raudvere et al., 2019), DAVID (Jiao et al., 2012), WebGestalt (Liao et al., 2019),
Enrichr (Kuleshov et al., 2016) and Metascape (Zhou et al., 2019) are popular web
tools used for this task. GSEA is performed by a stand-alone desktop application
of the same name (Subramanian et al., 2005). In this thesis, we mostly focus on
web tools.

The landscape of enrichment analysis tools is diverse, covering different an-
notation databases, species, identifier types, and analysis methods. While most
of the services provide widely used resources such as GO, KEGG, and Reac-
tome, other annotation sources vary between the tools. For example, biological
pathways from WikiPathways (Martens et al., 2021) are available in Enrichr, We-
bGestalt, and g:Profiler, while transcription factors from Transfac database (Win-
gender, 2008) are included only by a few tools, e.g., Enrichr and g:Profiler. There
are also species-specific tools, such as the agriGO platform that is mostly dedi-
cated to plants and agricultural species (Tian et al., 2017). Most of the tools per-
form over-representation analysis. Some also offer GSEA-like approaches, such
as WebGestalt and g:Profiler.

Besides different annotation sources, the enrichment tools consider different
gene identifier types. Namely, the input gene lists of enrichment tools originate
from a broad range of experimental platforms, each having unique default identi-
fiers. As a result, there are numerous identifier types, some common ones being
Ensembl, RefSeq, Entrez and UniProt IDs. For example, there are around hundred
different identifiers for human data. Thus, enrichment web tools need to solve the
challenge of converting between various gene, protein, microarray probe, or other
types of identifiers. Specifically, this step aims to map the input gene list to the
same namespace with the annotation sources to calculate the overlaps between
the gene sets. However, most of the enrichment tools handle only a limited sub-
set of possible identifier types, thus creating an obstacle that the users need to
overcome manually or via external tools. For example, Enrichr works only with
the gene symbols; Metascape also accepts RefSeq, Entrez and Ensembl identifiers
as input, while other popular tools handle more extensive sets of identifier types.
Therefore, the availability of suitable identifiers is an important quality to consider
when choosing the right tool. Besides, different tools handle identifier mapping
differently. For example, Metascape and WebGestalt map all the identifiers to En-
trez IDs as a reference before the computations but g:Profiler maps to Ensembl
identifiers. Because of this difference, the compared gene sets can vary in size be-
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tween individual tools. Furthermore, the conversion is not always straightforward
as there can be one-to-many mappings and vice versa. For example, the same
gene can have multiple Ensembl identifiers, e.g. gene symbol RGS5 corresponds
to two Ensembl IDs, ENSG00000143248 and ENSG00000232995. Services such
as the Ensembl BioMart (Kinsella et al., 2011), or UniProt mapping (The UniProt
Consortium, 2021) consolidate a wide range of identifiers that are often used as a
mapping resource by the enrichment tools.

In addition to the range of data and identifier sources, user-friendly interface,
and modern look, one should also consider reproducibility and transparency. A
significant issue with the enrichment tools has been that most of them rely on out-
dated annotation data (Wadi et al., 2016), with some exceptions such as g:Profiler
and PANTHER (Mi et al., 2021). Although awareness of this problem has in-
creased, and more and more tools have started to update their databases, these
updates are often not consistent. Besides, very few of them provide access to
previous data versions for reproducibility like WebGestalt and g:Profiler do.

1.3.4. Enrichment analysis visualisation

The number of different biological functions and pathways in annotation databases
can be vast. Performing enrichment analysis against all these functions often
results in long lists of significantly enriched terms even when multiple testing
correction procedures are applied. Therefore, reading and interpreting such re-
sults can be a challenging task. Different visualisation approaches are essential to
achieve a comprehensive overview from enrichment results quickly.

Enrichment results are a collection of functional terms with corresponding p-
values. Hence, the most widely used visualisation method to show enriched terms
is a bar plot where the column height corresponds to the p-value (often in -log10
scale) (Figure 5A). Also, different variations and other basic plot types are some-
times used. For example, using dots instead of the bars or showing the intersection
between the input gene list and the function instead of the p-value. However, such
plots do not show the full results but present only a selection of top functions.
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Figure 5. Visualising enrichment results. A Classical visualisation methods such as
bar plot and dot plot for presenting enrichment results. B Semantic similarity-based scat-
terplot of enriched terms from REVIGO (Supek et al., 2011). C Different versions of
networks and graphs highlight the relations between the enriched functions. Shown ex-
amples were created using the topGO and enrichplot packages (Alexa and Rahnenfuhrer,
2019; Yu, 2018). D Word cloud of enriched functions obtained from the GOsummaries
package (Kolde and Vilo, 2015). The textual descriptions are size- and color-coded by the
enrichment p-value.
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More sophisticated approaches also include the relations between the func-
tions, for example, by clustering the enriched functions based on some semantic
similarity measure and showing these in a scatterplot (Supek et al., 2011) (Figure
5B). The semantic similarity can be based on the number of edges in the graph
path between two terms, for example. The hierarchical structure of functional an-
notations, especially the ontological data sources, offers a natural application for
network and graph-based visualisations (Figure 5C). Usually, each function is a
node, and edges represent gene overlap between functions. Sometimes also the
associated genes are included in the network. Ontology graphs are often com-
posed to show how the significant GO terms are distributed over the GO graph
(Eden et al., 2009; Supek and Škunca, 2017).

Word clouds are used to summarise the enriched terms with textual expres-
sions where the most important keywords are highlighted with size and color
(Figure 5D). For example, R package GOsummaries (Kolde and Vilo, 2015) and
stand-alone application WocEA (Ning et al., 2018) are dedicated to compose word
clouds of enrichment results.

To summarise, in this chapter we gave a brief overview of analysis and visual-
isation methods often applied to gene expression profiling data. In the following
chapters, we elaborate on using these methods in the tools and studies underlying
this thesis.
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CHAPTER 2

GENE LIST FUNCTIONAL INTERPRETATION WITH
G:PROFILER

Convenient tools that rely on most up-to-date data are essential for gene list func-
tional interpretation. As we mentioned before, there is a wide range of diverse
enrichment tools covering different data sources, species, and methods. In this
chapter, we describe g:Profiler, a toolset developed in our research group at the
University of Tartu.

The g:Profiler toolset (https://biit.cs.ut.ee/gprofiler) is widely used
for handling gene lists in various ways. This toolset performs functional enrich-
ment analysis and maps between identifier namespaces or orthologous organisms.
There are four dedicated tools that enable these functionalities:

• g:GOSt for gene list functional enrichment analysis;
• g:Convert for mapping gene identifiers between numerous identifier names-

paces;
• g:Orth for mapping genes of interest to homologous genes in another related

organism;
• g:SNPense for mapping single nucleotide polymorphism (SNP) rs-identifiers

to overlapping protein coding gene names, chromosomal coordinates and
predicted variant effects.

The g:Profiler web tool was first developed in 2007 by Reimand and colleagues
(Reimand et al., 2007), and has been under constant development ever since
(Raudvere et al., 2019; Reimand et al., 2011, 2016).

2.1. Functional enrichment analysis in g:Profiler

Functional enrichment analysis for gene list interpretation is the most popular use
case of g:Profiler toolset. For a list of user-supplied query genes, g:GOSt per-
forms over-representation analysis using the hypergeometric test. The statistical
test enables to infer shared functions in the input gene list by matching against pre-
vious knowledge from most common annotation databases such as the GO (The
Gene Ontology Consortium, 2021), KEGG (Kanehisa et al., 2021) and Reactome
(Jassal et al., 2020), to name a few. Since the input gene list is tested against thou-
sands of functions, it is essential to consider the total number of tests to control
the false-positive results. For this reason, g:GOSt by default applies a custom cor-
rection method that takes into account the set intersections between annotations
defined as the g:SCS (Set Counts and Sizes) method in g:Profiler (Reimand et al.,
2007). Nevertheless, users can also choose to apply more common methods like
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Bonferroni correction or Benjamini–Hochberg False Discovery Rate (FDR) (Ben-
jamini and Hochberg, 1995). Finally, statistically significant biological functions
(p-valuead j ≤ 0.05) together with corresponding adjusted p-values are reported to
the user.

In addition to the most popular gene set and pathway databases, all available
data sources in g:GOSt are constantly revised and updated. As of the latest update
article in 2019 (Raudvere et al., 2019), Publication I in this thesis, g:GOSt includes
various other sources like biological pathways from WikiPathways (Martens et al.,
2021), regulatory targets from miRTarBase (Chou et al., 2018) and TRANSFAC
(Wingender, 2008), protein databases Human Protein Atlas (Uhlén et al., 2015)
and CORUM (Giurgiu et al., 2019), and human disease phenotype associations
from Human Phenotype Ontology (Köhler et al., 2021). General principles in
the default data source selection are that these should be well-curated collections
that are regularly updated. Furthermore, g:Profiler enables to perform enrichment
analysis with custom annotation data using the Gene Matrix Transposed (GMT)
file format. A GMT file is a tab-separated text file where every row corresponds to
a single function followed by the list of genes annotated with this function. This
GMT file option becomes relevant when users want to analyse functional terms
or organisms specific to their research topic that are not available from the default
data sources.

Given the number of different annotation databases that are ever-evolving with
new knowledge, the constant data changes pose a challenge of keeping the in-
terpretation tools up to date while providing access to previous data versions for
reproducibility. g:Profiler is a rare tool that frequently updates its sources and at
the same time keeps previous versions accessible via dedicated archives (Wadi
et al., 2016). Furthermore, publishing a series of update articles (Kolberg et al.,
2020; Raudvere et al., 2019; Reimand et al., 2007, 2011, 2016) serves its pur-
pose of informing g:Profiler’s long-term users about the recent changes as well
as making it discoverable for new users. Only in 2020, the users worldwide
performed more than 10 million queries in g:Profiler. In addition, the primary
g:Profiler publications have been cited by more than 3,000 papers in total. This
number also includes the recent update article (Raudvere et al., 2019), Publica-
tion I, that has been cited by 774 papers within only two years after its publication
(data retrieved from Google Scholar, 06.05.2021). Moreover, g:Profiler has been
recognised by European Life Science Infrastructure ELIXIR as a Recommended
Interoperability Resource to be of fundamental importance to the research infras-
tructure of the life sciences (https://www.elixir-europe.org/platforms/
interoperability/rirs).

Relevant annotation sources and intuitive visualisations play a fundamental
role in gene list interpretation and greatly impact the researcher’s conclusions. We
have developed several improvements in g:Profiler keeping these requirements in
mind. The following sections discuss some of the recent updates in which I have
had a significant role.
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2.2. Taking gene list interpretation to the next level– g:Profiler
web tool update (Publication I)

A number of new software development technologies have emerged since the first
publication of g:Profiler in 2007. The wide availability of modern software and
interfaces has made users more demanding, especially in terms of speed, appear-
ance, and interaction. Therefore, any web tool, including g:Profiler, should keep
up with the trends to retain and attract users. However, over time the initial code-
base of g:Profiler became very complex and multi-layered, consisting of multiple
intertwined programming languages. At the same time, the complexity and size
of the underlying data in g:Profiler continued to grow. The existing solutions left
us little room for adding new features and made it harder to maintain a fast and
stable service. To scale up the underlying infrastructure and attain more flexibil-
ity for future changes, we introduced a complete technical rewrite of the g:Profiler
toolset in Publication I. As a result, g:Profiler now has a faster and more customis-
able back-end and a more convenient and modern user interface that provides a
responsive detailed results table and interactive visualisations (see Figure 6).

2.2.1. Manhattan plot for visualising enrichment results

Comprehensive visualisations are essential for identifying and presenting the key
elements of the analysis. However, functional enrichment analysis often ends
with long lists of enriched functions, making it challenging to visually summarise
the results. As we mentioned earlier, the most common approach is to present
a selected number of top functions on a bar plot. Several enrichment tools and
packages provide this option, such as Enrichr (Kuleshov et al., 2016), Metascape
(Zhou et al., 2019), and enrichplot (Yu, 2018). But this approach has its limi-
tations. First, the selection of functions shown on a graph is often subjective or
relies on arbitrary thresholds, and therefore does not represent the full informa-
tion. Second, such a presentation does not convey the interrelations between the
enriched functions. For example, in our analyses, we have seen that the GO en-
richment results are often flooded with strongly related terms that mostly stem
from different specificity levels of the ontology and are defined by a single group
of genes. Therefore, due to the propagation of the GO annotations, selecting the
top 10 terms for a bar plot might end up showing a single branch from the on-
tology tree representing essentially the same biological process and hiding other
potentially relevant ones. As a solution, in Publication I, we introduced a novel
Manhattan plot that compactly visualises all the enrichment results (Figure 6C).
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Figure 6. Overview of g:Profiler enrichment analysis results. A-B Modern interface
of g:Profiler enables flexible input and provides various parameter options for customised
analyses. C A novel Manhattan plot showing all the significantly enriched functions in a
single view. Each circle represents a single term. The x-axis corresponds to a unique ID
of the term and the y-axis shows the corresponding enrichment p-value in a -log10 scale.
Clicking on a term circle will highlight it on the plot and a table with highlighted terms
is created below the plot for more details. D A detailed results table with the enriched
functions is available from a separate tab. The interactive and searchable table can be
modified before exporting the results into a text file or graphical image. Selecting a term
in the table will highlight it also on the Manhattan plot.

Although the Manhattan plot is well-known from the genome-wide associa-
tion studies, to our best knowledge, this is the first time of using this plot for
enrichment analysis. By now, other enrichment tools have started to provide such
graphs as well (Clarke et al., 2021). The plot illustrates all the significantly en-
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riched functions across user-selected data sources (Figure 6C). The x-axis shows
the functions grouped by their source, and the y-axis shows the corresponding ad-
justed p-values in a negative log10 scale. Each circle represents a single enriched
term. These circles are color-coded by data source and size-scaled according to
the number of genes annotated to that term. The locations on the x-axis are fixed
regardless of the user input gene list. Corresponding positions are assigned so that
the functions from the same GO sub-branch are located close to each other form-
ing peaks in the Manhattan plot because such functions share genes and therefore
tend to be enriched together (see Figure 7). Fixed positions are essential for faster
and more intuitive interpretation of the results for the returning users. In addi-
tion to the fixed positions on the x-axis, by default, the p-values on the y-axis are
capped at 10−16 which fixates the scale of the y-axis to ensure fair visual compar-
ison of the results from different queries. The user can turn off the value capping
of the y-axis if needed.

1
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4
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Figure 7. Illustration of the peaks in the Manhattan plot. A The positions on the
x-axis of the Manhattan plot are fixed so that the functions from the same GO sub-branch
are closer to each other. The plot highlights six closely related functions from the GO
molecular functions domain that form a peak in the Manhattan plot. B A Gene Ontology
sub-graph highlighting the molecular functions selected in panel A using the correspond-
ing color-codes and ID numbers. The relations between the functions are shown with
the edges. The GO graph was composed using the AmiGO 2 web tool (version: 2.5.13)
(Carbon et al., 2009).
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2.2.2. Exploring and sharing the results

Static data visualisations, together with corresponding conclusions, are usually in-
cluded in the scientific publication of any study that performs enrichment analysis.
However, coming up with the story to tell, deciding on the specific results to high-
light, and finally combining everything into a publishable figure can be a tedious
task. To alleviate this process, g:Profiler delivers results through an interactive
and responsive web design that enables the user to explore the data effortlessly
and then compose a summary visualisation to convey the discoveries. For exam-
ple, hovering over a circle in the Manhattan plot reveals a tooltip with the most
relevant information about the term. The user can filter all the data in the detailed
results tab to highlight or limit the results according to a specific keyword or term
size. The user can also sort the columns in the results table and change their order
by dragging the column headers. After identifying the core functions and path-
ways for interpretation, the user can highlight the most important terms on the
Manhattan plot by clicking on the corresponding circles or selecting the functions
from the results table. This action attributes the circles with identifiers and adds
a descriptive table below the image showing the IDs, names, and p-values for the
selected terms (Figure 6C). Finally, the user can download the composed combi-
nation of image and table as a high-quality image for publication. Similarly, the
user can export the filtered tables from the detailed results tab as separate images
(Figure 6D).

Besides attractive visualisations, another important aspect in publishing en-
richment results is reproducibility. While the scientific journals require a full
description of used methods and selected parameters, these requirements are of-
ten not fully met or are difficult to follow from the vague descriptions. At best,
the authors attach the full results as Excel files that are hard to grasp by a human
eye. Instead of providing long supplementary tables, we encourage to prepare
and share a dedicated short-link that refers to the specific enrichment results in
the g:Profiler web tool. Disclosing such a link in a publication enables both the
reviewers and readers to explore the full results in the g:Profiler web page to eval-
uate the conclusions. This option is also useful for sharing the intermediate results
easily with colleagues. Notably, the short-link contains information about the in-
put and parameters used for this particular analysis. For this reason, g:Profiler
stores the input gene list in a database in case of short-link generation. The links
are permanent and available indefinitely. Otherwise, g:Profiler is committed to
respects users’ privacy and, by default, does not record input gene lists from the
web form.

2.2.3. Analysing multiple gene lists

Enrichment analysis tools also start to focus on analysing multiple gene lists to-
gether. Namely, expression profiling experiments often measure gene expression
in different conditions, states, or time points. Analysing these data usually re-
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sults in multiple gene lists that can be associated with a specific condition. For
example, the lists can be condition-specific clusters from a co-expression cluster-
ing or up- and down-regulated genes from differential gene expression analysis.
Functional enrichment analysis is then performed to describe and compare the
condition-specific gene lists at the level of biological processes. However, most
of the available tools perform enrichment analysis for a single gene list at a time,
making it difficult to combine and compare the results. In g:Profiler, the input
can consist of multiple gene lists separated by a ’>’ symbol in front of every list.
As a result, a separate Manhattan plot for each input list is presented to facilitate
comparison (see Figure 8). The fixed positions on the x-axis simplify spotting the
differences in the enriched functions across several queries. Capturing p-values
to a fixed level serves the same purpose. In addition, the structure of the detailed
results table now focuses on comparing the enrichments across the queries. That
is, for each term that is significant for at least one of the input lists, the respective
p-values for every query are shown side by side. The interactive functionality re-
mains the same as in the case of a single query. Furthermore, hovering over a term
in one Manhattan plot highlights the same term on other Manhattan plots. The ad-
justed p-values from other queries are then indicated in red next to the y-axis for
easier comparison. Just as with a single query, the user can combine and export
a suitable visualisation and generate a short-link to share the results of multiple
queries.

2.3. Automated enrichment analysis with gprofiler2 R package
(Publication II)

Web tools are convenient for obtaining results quickly and with little effort. These
tools are often irreplaceable for biologists who do not have extensive program-
ming skills and do not have bioinformaticians in their lab to perform the anal-
yses. However, with the abundance of data and analytical resources, the analy-
sis workflows inevitably get longer and more complex, including numerous tools
and programming languages (Cohen-Boulakia et al., 2017; Kanwal et al., 2017;
Leipzig, 2017). Such workflows are easier to maintain and reuse if they consist
of executable code snippets that are flexible and interoperable. These qualities are
difficult to achieve by using various graphical interface-based tools.

R is a popular programming language for data analysis and graphics where
different units of code, data, documentation, and tests are bundled together into
packages that are easy to share with others (R Core Team, 2019). Numerous
such packages are developed explicitly for retrieving and analysing different bi-
ological data (Amezquita et al., 2020; Drost and Paszkowski, 2017; Huber et al.,
2015; ImmunoMind Team, 2019). One can easily conduct an end to end analysis
of gene expression data in R starting from data retrieval and preprocessing steps
to co-expression analysis and interpretation (Klaus and Reisenauer, 2016; Love,
2019; Lun et al., 2016). Most useful packages are available from one of the ded-
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icated R package repositories, Bioconductor (Gentleman et al., 2004) or CRAN.
These repositories have a rigorous review procedure making the packages more
standardised and reliable.

The updated technical infrastructure of g:Profiler, introduced in Publication
I, led to implementing a new compatible R package gprofiler2 to provide pro-
grammatic access to g:Profiler computations and databases (Publication II). The
essence of the package is simple; it wraps requests to the g:Profiler web server us-
ing corresponding application programming interface (API) endpoints. A signifi-
cant added value lies in the accompanying graphics (see Figure 8) and enhanced
functionality for seamless connection with the web tool. For example, gprofiler2
enables to programmatically obtain web links to the g:Profiler results page for
easy sharing with colleagues. The package is freely available from the CRAN
repository.
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Figure 8. Example of functional enrichment results from gprofiler2. This figure was
generated with gprofiler2 (v. 0.2.1) to reproduce Figure 2 in Publication I that was used
to dissect a use case. The example uses data published by (Robert et al., 2018). Short-
link to these results in g:Profiler web interface is https://biit.cs.ut.ee/gplink/
l/_RO0QSudR0 (obtained with gprofiler2; g:Profiler v. e101_eg48_p14_baf17f0).

2.3.1. gprofiler2 as an upgrade from previous package gProfileR

However, as the name gprofiler2 suggests, this is not the first R package accompa-
nying the g:Profiler web tool. There already was a popular package called gPro-
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fileR that enabled to fetch results from the g:Profiler web server, but it was not
compatible with the comprehensive technological update. We considered upgrad-
ing the gProfileR package. Still, we foresaw that it could cause some issues for
the existing analysis pipelines due to the changes in query parameters and output
structure. Instead, we decided to implement a new package and gradually redirect
old users to it by including corresponding deprecation warning to the gProfileR
package. The monthly download statistics from the CRAN repository indicates
that the transition between the packages has been successful (Figure 9).
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Figure 9. Deprecating previous R package gProfileR. Comparison of monthly CRAN
downloads of gProfileR and gprofiler2 packages from December 2012 to February 2021.
The monthly downloads of gprofiler2 (shown in orange) started to exceed the gProfileR
downloads (shown in green) shortly after including a deprecation warning to the gProfileR
package (shown with a vertical dashed line) and publishing the manuscript of Publication
II.

Furthermore, implementing a new package enables R users to access the lat-
est features and data in the updated g:Profiler while keeping the pre-update data
versions available with the gProfileR package for reproducing previous results.
Another important aspect is that starting with a new package provided the flexi-
bility to implement a much broader functionality than in the initial package (see
Table 2 for comparison). We also extended the output structure to provide a list of
relevant metadata along with the enriched functions and related statistics to ensure
reproducibility and transparency of enrichment analysis from R.
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Table 2. Overview of feature updates of gprofiler2 in comparison to gProfileR.

Feature gProfileR (2012) gprofiler2 (2020)

To
ol

s

g:Orth gprofiler() gost()
g:Convert gconvert() gconvert()
g:Orth gorth() gorth()
g:SNPense - gsnpense()

D
at

a

Data versions Up to version e94_eg41_p11 Starting from g:Profiler version 
e94_eg41_p11 and newer

Custom annotation 
sources

- Uploading custom GMT file with 
upload_GMT_file()

- Using previously uploaded data 
source by setting a key value to the 
'organism' variable in gost()

Metadata - Returned with the results in the 'meta' 
object

Pr
es

en
ta

tio
n

Visualisations

- Interactive Manhattan plot
PNG image of results table 
obtained from the API

Results table for selected functions

-

Combined image of Manhattan plot 
with highlighted terms and 
corresponding table

-
Customisable Manhattan plot as a 
ggplot2 object

Shareability -
Short link to web tool with parameter 
'as_short_link = TRUE'

The most significant improvement was displaying an interactive Manhattan
plot of the enrichment results that can be followed by combining and exporting
a publication-ready image. While Shiny is the most popular package for build-
ing interactive web apps in R, it was not suitable for our use-case because we
already have a flexible and interactive web interface for this purpose. However,
we wanted to enable R users to mimic the functionality of our web tool program-
matically. For this reason, we implemented a series of visualisation functions
corresponding to the typical path a user follows through our website interface.
First, provided with the enrichment results from the function gost(), the func-
tion gostplot() uses Plotly to return an interactive graph that enables to explore
the results with the help of tooltips. Although the graph has the term pinning
functionality, it will not automatically generate a publishable image in a way the
web tool does. Instead, the user can insert the interesting terms to highlight into
a separate function called publish_gostplot() that combines the high-quality
image. The described functionality also extends to multiple queries (see Figure 8
for an example).

Sometimes it may be beneficial to identify missing features or shortcomings of
a package by taking on the role of a user. We encountered a common use-case of
gprofiler2 while conducting the analyses presented in Publication IV. Namely, we
detected hundreds of gene clusters using five different clustering methods. We ag-
gregated the clusters into different groups based on specific shared properties and
performed functional enrichment analysis of these cluster groups for combined
interpretation. Manually copying these lists to the g:Profiler web tool was not fea-
sible, and therefore we used gprofiler2 that enabled us to perform the enrichment
analyses automatically. However, such a high number of queries introduced the
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challenge of browsing and summarising the long data tables of all the enriched
functions. At the same time, the immediate results needed to be shared with col-
leagues to discuss potential conclusions. Reporting a vast amount of tables would
have made the interpretation insufferable. These issues initiated the development
of a short-link generation function in the gprofiler2 R package. As a result, we had
a functionality that conveniently sent numerous multi-queries to g:Profiler and re-
turned the corresponding web links for sharing with the co-authors. In addition,
we used gprofiler2 to prepare images of enrichment results for the publication.
In doing so, we identified and implemented some minor design changes that in-
crease the readability of the tables in print. We dissect the particular results of
Publication IV in detail in Chapter 4.

2.3.2. R packages accompanying web tools

There are other similar solutions where an R package is developed to interface
with an enrichment web tool, mostly implemented by the community, e.g., en-
richR (Jawaid, 2019), RDAVIDWebService (Fresno and Fernández, 2013), and
PANTHER.db (Muller, 2019), and very few by the corresponding core develop-
ment teams, e.g., WebGestalt (Liao et al., 2019). A high degree of community
activity indicates that such R packages are sought-after. Furthermore, g:Profiler’s
initial package gProfileR already was very popular among users. Our team an-
ticipated the continuing demand and developed gprofiler2 in-house. Besides, in-
house development ensures coherence between different g:Profiler interfaces. For
example, in addition to using all the existing data sources such as the GO, KEGG,
Reactome, etc., the user can upload a custom data source GMT file with the dedi-
cated function in R and analyse the same data from the web page, and vice versa.
To obtain full functionality, implementing such features requires in-depth knowl-
edge about the infrastructure that only the core development team can have.

To my best knowledge, this is the first R package that is in sync with the
corresponding web tool, provides similar graphics, and enables to display and
share the results from R to the web tool. This kind of compatibility facilitates
the communication between bioinformaticians and other researchers involved in
the respective project. By developing the gprofiler2 R package, we have created a
resource for gene list handling that can be easily incorporated into automated anal-
ysis pipelines in R. On average, around 155,000 queries per month are performed
using the gprofiler2 package. Furthermore, the package is already included in var-
ious other packages and analysis pipelines (Lemoine, 2020; Secherre, 2020; Uyar
et al., 2017), and being taught in different computational biology workshops.

2.4. Contribution

Providing a flexible and user-friendly application software, such as g:Profiler, that
serves various life science communities takes a team effort. I have been a mem-
ber of the g:Profiler team since 2015. I have developed g:Profiler from different
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aspects during this time, starting from interface design to prioritising future de-
velopment activities. I have led the prototyping of various functionalities, val-
idating methods, developing the R package, and providing user support. I also
documented the updated toolset, prepared several example use cases and files.
In addition, I have carried out workshops on enrichment analysis and g:Profiler
for interpreting gene lists as part of an annual course organised by the EMBL’s
European Bioinformatics Institute.

As for the articles, I had a major role in writing the manuscript of Publication
I. In addition, I conducted the use case and prepared all the figures for this article.
In Publication II, I had a lead role in implementing and publishing the accompa-
nying R package gprofiler2. I designed, developed, and documented the package.
Finally, I composed and wrote the article.
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CHAPTER 3

GENE CO-EXPRESSION ANALYSIS TOOL
FUNCEXPLORER

In the previous chapter, we addressed the importance of easy-to-use and versatile
functional enrichment analysis tools for biological interpretation in the example
of the updated g:Profiler toolset (Publication I) and its accompanying R package
gprofiler2 (Publication II). However, the tools strongly depend on a meaningful
list of input genes. As described in Chapter 1, the genes to study are most of-
ten derived from gene expression analyses such as differential expression analysis
or clustering. Here, we take a step back from functional enrichment analysis
and review a standard gene expression analysis workflow that uses clustering.
We describe a method that combines hierarchical clustering with functional in-
formation to reveal biologically relevant gene groups from the data. Finally, we
present a web tool funcExplorer that automatically performs a revised version of
this method and shows the results in a visually compact and interactive format
(Publication III).

3.1. Gene co-expression clustering for interpretation

High-throughput experiments have opened avenues to simultaneously investigate
the expression and function of many genes across several conditions or time points.
Often, this involves dissecting the gene expression data into smaller groups of
genes that respond similarly to a specific experimental condition and are therefore
considered co-regulated and functionally related. Gene expression clustering is
a routinely used approach for this task. Since clustering algorithms always find
clusters, even if there are no biologically relevant clusters in the data, the gene
clusters are then validated and described using functional enrichment analysis.
Finally, the results are gathered, summarised, and represented visually to convey
the biological interpretation.

However, this typical analysis pipeline introduces several pitfalls. First, most
clustering algorithms rely on a set of parameters such as the number of clusters
to detect in the K-means algorithm or the height to cut the dendrogram from hi-
erarchical clustering. Choosing the parameter values can be highly subjective
and biased towards the gut feeling of the researcher (Quackenbush, 2001; Slonim,
2002). Such selection, in turn, limits the reproducibility of the results. Next,
since clustering algorithms usually identify many clusters, performing functional
enrichment analysis for each cluster can be a very time-consuming and tedious
task. On the other hand, selecting only a subset of clusters to analyse can over-
look a potential biological discovery. Finally, the full process from clustering to
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interpretation and visualisation usually involves several tools to be applied succes-
sively to obtain the desired outcome. As there is a lack of ready-made solutions,
conducting such a pipeline can be challenging for a biologist without extensive
programming skills. Furthermore, gathering the results and representing them
visually to convey the information at a glance is a complicated task.

3.2. Predecessor – VisHiC

One approach to tackle the challenges mentioned above was introduced in our re-
search group by Krushevskaya et al., who proposed an enrichment-driven pruning
method for hierarchical clustering of gene expression data (Krushevskaya et al.,
2009). The core idea was to identify gene clusters from a dendrogram based on
significantly enriched functions instead of the standard fixed height cut-off. Fur-
thermore, they developed a web tool called VisHiC (Visualisation of Hierarchical
Clustering) that performed the analysis and visualised the results. The outcome
was a combination of a heatmap and a dendrogram that highlighted the enriched
clusters and concealed biologically less relevant gene profiles to provide a com-
pact overview of the gene expression data (see Figure 10).

More specifically, the proposed method starts by clustering the gene expres-
sion matrix using an approximate agglomerative hierarchical clustering algorithm
HappieClust (Kull and Vilo, 2008). Instead of comparing each pair of genes,
HappieClust runs hierarchical clustering on a carefully chosen subset of pairwise
distances. This approach enables to reduce the computation time while still result-
ing in biologically comparable results to full standard hierarchical clustering (Kull
and Vilo, 2008). Next, all the detected gene clusters with sizes ranging from 5 to
1,000 genes are functionally characterised using the g:Profiler toolset (Reimand
et al., 2007). That is, enrichment analysis is performed for all the sub-branches of
the corresponding size in the dendrogram. The enrichment p-values are then used
to calculate a pre-specified score that evaluates the total enrichment in each gene
cluster. There are two different strategies to choose from: the size-weighted anno-
tation score, which summarises the negative logarithms of enrichment p-values,
or the best annotation score, which assigns the maximum negative log p-value as
a score to each cluster.
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Figure 10. Overview of VisHiC output obtained from the original paper (Kru-
shevskaya et al., 2009). A Gene expression matrix together with dendrogram highlight-
ing significant gene clusters such as clusters B (ID:31732) and C (ID:36899), for example.
D Tooltip with top functional enrichment results that appeared on mouseover of the den-
drogram. E Detailed view page of the selected gene cluster with heatmap, dendrogram
and lineplot. F Summary table with functional enrichment results per gene cluster.

After calculating the enrichment scores, an enrichment-driven pruning method
searches for gene clusters with the highest enrichment scores. The algorithm starts
from the cluster with the best score, marks it as a significant cluster, and excludes
all its child and parent clusters from the further searches. This process is contin-
ued in decreasing order of the scores until there is no branch left with a non-zero
enrichment score. Finally, the output shows a dendrogram together with the corre-
sponding heatmap. Color-coded rectangles on top of the dendrogram highlight the
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sub-branches with the most significant enrichment scores (see Figure 10A). Such
a visualisation enables to emphasise different gene groups in the experiment that
are both co-expressed and functionally related. Importantly, unlike with the stan-
dard fixed-height approach, the clusters in VisHiC are often detected at varying
heights of the dendrogram. At the same time, the output hides poorly annotated
expression profiles by clipping out the highest sub-branches without any enrich-
ment results. The latter significantly reduces the size of the output compared to
when fitting the whole gene expression matrix into an image.

3.3. Large-scale exploratory interpretation tool funcExplorer
(Publication III)

When I joined the research group, the lead developer of VisHiC had left the group,
as is often the case with academic software. The web tool itself was working
but was out of date, mostly because of the discontinued development. Besides,
the technologies, methods, and standards in software development had improved.
However, functional characterisation of patterns emerging from the experimental
gene expression data remained relevant. Furthermore, exploratory tools became
more appealing by providing data-driven and hypothesis-free analyses with the
potential to reveal novel characteristics and trends. While researchers were ad-
dressing increasingly complex data and problems, there were no other similar
web tools available that would perform a full gene expression analysis pipeline
from clustering to enrichment analysis all at once. Most similar gene cluster-
ing tools had key limitations (see Figure S1 in Publication III for an overview).
To keep up with the advances, especially in genome-wide profiling technologies
and software development, we implemented a new web tool called funcExplorer
(https://biit.cs.ut.ee/funcexplorer). Taking inspiration from VisHiC,
our main aim was to provide an improved web tool that enables users to perform
hypothesis-free analysis both at the global and local levels of the data.

3.3.1. Overview of funcExplorer workflow

Similar to VisHiC, the analysis pipeline in funcExplorer consists of four main
parts. First, the user uploads their gene expression matrix and chooses suitable
pre-processing parameters such as standardisation, missing value imputation, etc.
In principle, the analysis is not restricted to gene expression values only. Any
numerical activity measure of genes, proteins, or probes across a number of con-
ditions is admissible. Second, back-end scripts process the received data, perform
hierarchical clustering followed by functional enrichment analysis with g:Profiler,
and store the results in a database. We keep the results for 365 days by default,
but on request we can keep the data for an extended period of time or completely
remove the analysis traces. Third, the user gets access to the analysis results and
can choose the enrichment score strategy for detecting informative gene clusters
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based on the functional annotations. Finally, funcExplorer composes the cluster-
ing results into a compressed view with interactive features for exploration (see
Figure 11).

While biologists usually look into few hundred specific genes related to their
hypothesis and leave everything else in the data unnoticed, the comprehensive out-
put of funcExplorer describes the whole dataset and highlights the unique func-
tional characterisations. Therefore, new knowledge and hypotheses can arise that
otherwise would be disregarded. Moreover, contrary to classical clustering tech-
niques that find clusters under any conditions, funcExplorer will not determine
gene groups if there is no biological relevance.

Although the core idea of enrichment based cut-off detection from a hierarchi-
cal dendrogram remained, the following features were implemented in funcEx-
plorer:

• Gene expression matrix upload form enables to impute missing values, nor-
malise RNA-seq data, perform data transformations, include sample anno-
tations, and choose a background set for the enrichment analysis.

• Analysis pipeline applies clustering algorithm called Hybrid hierarchical
clustering (Tanaseichuk et al., 2015), and g:Profiler for functional enrich-
ment analysis.

• Selection of enrichment scores for cluster detection: first annotation strat-
egy, F1 score, and best annotation strategy.

• Option to choose specific annotation sources to use in the analyses.
• Interactive and searchable global overview of the clustering results (Figure

11A-D).
• Detailed cluster descriptions showing eigengene profiles and functional en-

richment word clouds (Figure 11E-F).
• Exporting and sharing the clustering results as PNG images, text files, or

persistent web links.
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Figure 11. Overview of funcExplorer output. The shown example is based on a breast
cancer dataset with the GEO accession no. GSE11121 first analysed by (Schmidt et al.,
2008). A The main output shows gene expression matrix together with dendrogram high-
lighting significant gene clusters such as the one with ID 1602. The clusters are indi-
cated by rectangles that are size-scaled and color-coded according to significant functions
from enrichment analysis. B A tooltip with top functional enrichment results appears on
mouseover of the cluster rectangles. C More detailed information tables are shown in tabs
’Summary’, ’Unique annotations’ and ’Genes’. D Search field allows searching for inter-
esting genes or functions. The results are reported next to the text field, and corresponding
modules are highlighted in the main view by dimming out unrelated clusters. E Clicking
on a specific cluster redirects the user to a detailed view page of the selected cluster show-
ing related functional topics in a word cloud, clustering dendrogram, and gene expression
heatmap. F Eigengene profile is shown on top of the heatmap to summarize the cluster’s
behavior across samples. The results used for this figure are available for more detailed
exploration at https://biit.cs.ut.ee/funcexplorer/link/22ebb. This figure is
adapted from the Figure 1 in Publication III.
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3.3.2. Hierarchical clustering

The size of gene expression data poses several computational challenges for hier-
archical clustering, mostly in terms of resource usage and speed. The algorithms
used in a web tool should be faster than usual to cluster the data and present
the results. Approximate clustering algorithms are sometimes used for this pur-
pose, such as the HappieClust algorithm (Kull and Vilo, 2008) used in VisHiC.
For funcExplorer, we decided to use a different approximate agglomerative hier-
archical clustering algorithm. Instead of HappieClust, we switched to a Hybrid
hierarchical clustering algorithm (Tanaseichuk et al., 2015) designed to handle
large datasets. The hybrid approach first partitions the data using the K-means
clustering algorithm to avoid calculating all the pairwise distances. Next, the
algorithm applies exact average-linkage hierarchical clustering to the K clusters
and the objects within them. As a result, the algorithm assembles the smaller sub-
trees into a complete hierarchical tree that is very similar to what exact algorithms
achieve. The difference is that the method is applicable to much larger datasets
such as those encountered in functional genomics. Therefore, the hybrid hierar-
chical clustering seemed promising for applying in funcExplorer. Furthermore,
method demonstrated the ability to cluster large gene expression matrices such as
the tissue-specific RNA-seq data from the Genotype-Tissue Expression (GTEx)
project (Lonsdale et al., 2013; The GTEx Consortium et al., 2015) consisting
of activity levels of 42,548 genes (including pseudogenes and long non-coding
RNAs) measured across 53 tissues.

3.3.3. Defining enrichment scores

The hybrid hierarchical clustering is followed by functional enrichment analysis
performed for each node in the dendrogram with a size between 5 to 1,000 genes.
Next, the user can choose from three different approaches to assign an enrichment-
based score to each node. This predefined score is then maximised within every
dendrogram branch leading to various cutting heights instead of cutting the den-
drogram at a fixed level of similarity. We provide three different scoring strategies
instead of providing a single list of clusters because there is no one-size-fits-all so-
lution to gene expression clustering (Way et al., 2020). After all, there is rarely
a gold standard indicating which genes should cluster together and which genes
should be in different clusters. Depending on the research question, the ’good’
gene clusters can come from different levels of biological granularity. To deeply
understand the properties of different enrichment scores, we reviewed the strate-
gies in VisHiC and proposed new measures for funcExplorer. Namely, the new
strategies are the first annotation strategy and the F1 score strategy.

The first annotation strategy traverses the dendrogram in level order starting
from the root and retrieves the first and largest gene clusters of every branch that
has any significant enrichment. Therefore, the approach relies on the clustering
hierarchy rather than calculating enrichment scores. Putting this into the con-
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text of the Gene Ontology, the first annotation strategy delivers gene groups de-
scribed by more general functions and processes in the GO (Figure 12). This
result is due to the nested annotation structure of the Gene Ontology tree that re-
sembles a clustering dendrogram where the lower levels consist of small and spe-
cific gene groups, and higher branches include all the genes from the descendant
sub-branches. When we cut the dendrogram from close to the root, the functional
enrichment analysis captures the higher levels of the GO tree. Thus, gene clusters
from the first annotation strategy represent a broad overview of functional fea-
tures in the data.
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Figure 12. Characterisation of cutting strategies. The characterisation is based on
the skin-specific clusters detected from the GTEx data (Lonsdale et al., 2013; The GTEx
Consortium et al., 2015) using only the enriched functions from the GO biological pro-
cesses (see https://biit.cs.ut.ee/funcexplorer/link/24867 for all the clusters
detected by the first annotation strategy). A The skin-specific branch from the GTEx den-
drogram where the clusters detected by different cutting strategies are highlighted with
colors and cluster IDs. Dark blue rectangles indicate that corresponding gene groups are
enriched with at least one function from the biological process domain. B The corre-
sponding sub-branch from the Gene Ontology biological process tree where each cutting
strategy’s leading functions are highlighted with colors and cluster IDs.

We observed similar behavior in the case of the best annotation strategy taken
from VisHiC. Namely, the approach evaluates enrichment using the maximum
value of negative log p-values across all the significant terms enriched in the clus-
ter. However, due to the discrete nature of the hypergeometric distribution used
for the enrichment analysis, the size of a gene cluster impacts the absolute enrich-
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ment p-values. That is, a small gene cluster cannot achieve as high of a score as
a much larger cluster can, even if it entirely coincides with a specific functional
class. Consequently, the best annotation strategy score prefers relatively large
clusters usually related to more general functional terms (Figure 12).

To complement these two strategies, we proposed an F1 score based enrich-
ment measure that calculates the F1 scores of a cluster with respect to each of its
significantly enriched functions. F1 score is the harmonic mean of the precision
and recall with values ranging from 0 to 1 (perfect precision and recall) (Fung
et al., 2003; Van Rijsbergen, 1979). Precision is the fraction of correct predictions
out of the total number of predictions, and recall is the fraction of correct predic-
tions from the total number of true positives. Although the F1 score is generally
used to assess the quality of the overall clustering result, we adapted the measure
to our setting to achieve enrichment scores from a fixed range of values (from 0
to 1). In our case, precision is the fraction of annotated genes among the genes in
the cluster. Recall is the fraction of annotated cluster genes among the total genes
annotated to the function. Therefore, we calculate the F1 score for a cluster with
respect to a fixed function from the values given in Table 1:

F1 = 2 ·
k
n · k

M( k
n +

k
M

) (3.1)

For every node in the dendrogram, the F1 score strategy uses the maximum
value of F1 scores across all the significantly enriched functions in a cluster as
the cluster’s enrichment score. Intuitively, this approach looks for clusters that
are ’complete’, i.e., have most genes from a functional category in a cluster, and
a large proportion of cluster genes belong to that category. The perfect F1 score
of 1 is achievable if a cluster coincides with a functional term. Our experiments
revealed that this method results in small clusters characterised by specific func-
tions from lower GO hierarchy levels (Figure 12). This was an expected result as
most terms in annotation databases are relatively small, and therefore the occasion
of finding a complete overlap is more probable for smaller clusters.

In summary, funcExplorer provides three different cutting strategies that present
complementary biological representations (see Figure 12). Namely, the first an-
notation strategy leads to large general clusters, the best annotation strategy also
results in larger clusters but with the most significant enrichments. The F1 score
strategy is for cases where small and specific clusters are of interest. For example,
when the researcher is looking for strong signals such as tumor types, the best an-
notation strategy is a suitable approach to apply. Alternatively, when searching for
more subtle signals such as the activity of a specific pathway, the F1 score strat-
egy is more appropriate. In the case of extensive exploratory research, it might be
beneficial to apply all the strategies and integrate the results to enhance capturing
a wide range of biological representations to study further. If the goal is to achieve
visual compression of the gene expression matrix, then the first annotation strat-
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egy is the most suitable approach. Nevertheless, the final choice of the method
depends on the specific experiment and research question.

3.3.4. Presenting clustering results

After detecting all the biologically relevant gene groups from the experimental
data, the biologist faces the challenge of summarising and interpreting the study.
The clustering results are usually gathered and represented visually to convey the
obtained information. This is another step in the common analysis pipeline that
we have automated in funcExplorer. Namely, after funcExplorer has identified the
enriched clusters based on the user-selected cutting strategy, the results are visu-
alised in a compressed dendrogram-heatmap plot highlighting the most significant
gene groups in the data (see Figure 11). VisHiC also presented a similar output.
The main differences are that in funcExplorer, the clusters are highlighted with
color-coded rectangles representing all the annotation sources of significant func-
tions in the cluster (Figure 11A). In addition, the proportion of annotated genes in
a cluster is shown next to each cluster with a gray bar. For example, this can be
used as an indicator for the clusters where the guilt by association principle might
be applicable. Color-coding is also used in annotation tracks above the heatmap to
characterise the samples. For example, colored annotations enable the identifica-
tion of the conditions where the cluster genes are differentially expressed. Besides
the visualisations, a summary table is presented in funcExplorer to provide con-
cise enrichment statistics of every cluster (Figure 11C). In addition to significant
functions, the table includes word clouds representing a snapshot of the clusters’
functional topics (see Figure 11E as an example) and eigengene profiles that char-
acterise the expression levels prevalent in the cluster genes (see Figure 11F as an
example). Furthermore, funcExplorer identifies the unique annotations in every
cluster and presents the results in a separate ’Unique annotations’ tab (Figure 11C)
to indicate the functional difference between different gene groups in the data.

Although the visualisations in funcExplorer already present a lot of informa-
tion compressed into a compact view, we implemented the web interface so that
all the visualisation components and tables are highly interactive to enable con-
venient data exploration and retrieval. This means that different page elements
reveal informative tooltips on mouseover (Figure 11B), and the summary tables
are sortable and filterable. Another great extension for exploration is the searching
functionality that enables to search for both specific genes and functional terms
(Figure 11D). As a result, funcExplorer highlights corresponding clusters in the
output and next to the search box. For example, the user can look up all the
gene clusters enriched with immune response-related functions by typing in the
keywords. To provide more in-depth exploration, we added the possibility to re-
cursively zoom-in on the data up to the gene level through clickable elements on
the dendrogram and summary tables. Zooming in to a single cluster view, a word
cloud of enriched functions (Figure 11E) and the eigengene profile are shown
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(Figure 11F) in addition to the dendrogram-heatmap view. This output is also
interactive and searchable.

While the interactive exploration of the whole experiment is useful for inter-
pretation, the results often need to be shared with colleagues. There are also po-
tential follow-up analyses to perform, and finally, the results should accompany
a scientific publication. When developing funcExplorer, we paid particular atten-
tion to these aspects. As a result, the web interface of funcExplorer incorporates
extensive shareability and data extraction functionalities to facilitate these tasks.
First, the user can generate a short-link to share the obtained results with peers
or provide it as a reference in a publication. This functionality simplifies the re-
producibility because the short-link embeds all the parameters and data required
to reach the same results. Second, the user can easily export all the visualisations
and summary tables as PNG images. Finally, the user can export summary ta-
bles, unique annotation information, cluster gene lists, and eigengene profiles into
comma-separated text files (CSV). These data are useful for further analyses. For
example, a specific use-case for exporting cluster eigengene profiles emerged in
Publication IV.

3.4. Contribution

The main goal of funcExplorer is to empower biologists to perform standard anal-
ysis on their data and retrieve an initial overview of the experiment’s functional
essence without any specialised programming knowledge. Thereby, the tool en-
ables conducting discovery-driven research.

My contribution in the development of funcExplorer is ubiquitous and covers
most work with reviewing and extending the methods, implementing the analysis
pipeline and the web interface to carry it out. The latter includes all the aspects,
from the technological choices and back end infrastructure to the user interface
design and documentation. Finally, I led writing the manuscript, which includes
describing the properties of different parameters, conducting the case study, and
comparisons with other methods.
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CHAPTER 4

COMBINING CO-EXPRESSION AND FUNCTIONAL
ENRICHMENT ANALYSIS TOOLS TO INTERPRET

GENETIC ASSOCIATIONS

We have thus far talked about gene list functionality analysis provided by g:Profiler
and looked into gene expression data exploration using funcExplorer to detect co-
expressed gene groups. In the chapter at hand, we will focus on applying these
tools to discover and dissect genetic variants associated with gene expression.
Namely, we introduce Publication IV, a large-scale study where we applied differ-
ent co-expression analysis methods, including funcExplorer, to gene expression
data from various blood cell types and stimulated conditions. We detected ge-
netic variants associated with gene modules, and used g:Profiler to characterise
the modules and gain biological insights into the associations.

4.1. Background

Before introducing the study itself, the following sections give some background
for the approaches we used in this study. We start with a brief introduction to
genetic association studies with an emphasis on detecting genetic variants that
affect gene expression levels. Finally, we present the objectives of the study.

4.1.1. Genome-wide association study

Uncovering the molecular mechanisms altered in common complex diseases is
essential to identify novel and reliable drug targets or develop other suitable inter-
ventions. Genome-wide association studies (GWASs) have contributed to identi-
fying tens of thousands of specific genetic variants associated with various human
traits and diseases (Visscher et al., 2017). As of September 2018, the GWAS
Catalog (Buniello et al., 2019) contains more than 71,000 variant-trait associa-
tions from more than 3,500 publications, including variants associated with car-
diometabolic diseases (Nelson et al., 2017), autoimmune diseases (Dubois et al.,
2010; Scott et al., 2017), and multiple cancers (Michailidou et al., 2015; Phelan
et al., 2017). The idea of GWAS is that if one type of variant (one allele) is more
frequent in people with the disease compared to people without the disease, the
variant is likely to be associated with that disease. The associated variants are then
considered to mark a region of the human genome that may influence the risk of
developing the disease.

However, the underlying biological mechanisms often remain unclear in GWASs
because most disease-associated genetic variants are in the non-coding regions of
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the genome, indicating that these variants influence disease risk by regulating gene
expression levels (Maurano et al., 2012). This means that the associated variant
may not affect the nearest gene but rather some distant genes. In addition, it is
sometimes hard to pinpoint the exact disease-causal variant because neighbor-
ing genetic variants are often correlated with one another due to the nonrandom
association of alleles at different loci, also known as the linkage disequilibrium
(LD), thus leading to multiple variants in a single region being associated with the
trait. Furthermore, it is hard to distinguish in which cell types the disease-relevant
GWAS variants act (Maurano et al., 2012). Therefore, interpreting GWAS re-
sults requires follow-up studies to infer specific causal variants, identify the genes
they regulate, and the cell types or physiological contexts in which this regulation
takes place. One way to fit GWAS findings into a broader biological context is to
look for associations between variants and intermediate phenotypes, such as gene
expression levels measured in different cell types and conditions (Rockman and
Kruglyak, 2006). Multitude of approaches used to interpret GWAS findings are
covered in (Cano-Gamez and Trynka, 2020).

4.1.2. Expression quantitative trait locus (eQTL) analysis

By the central dogma of molecular biology, gene expression is an intermedi-
ate link between DNA sequence and organismal phenotype. As reviewed by
(Umans et al., 2020), profiling molecular traits, such as gene expression and DNA
methylation, and integrating them with the GWAS results can be useful in linking
non-coding variants to putative target genes and unveiling the underlying regula-
tory events. Therefore, studying expression quantitative trait loci (eQTLs) which
are genetic variants that influence expression levels of one or more genes, has
emerged (Rockman and Kruglyak, 2006).

A standard eQTL analysis performs a direct association test between SNPs
and gene expression levels typically measured in tens or hundreds of individuals.
Data required from every individual for eQTL analysis are genotype data, gene
expression data, and covariates such as sex, age, smoking habits, environmental
effect sources, etc. In a simplistic view, single eQTL mapping takes the expression
levels of a gene and the genotype alleles at the position of a fixed SNP and then
measures the correlation between the two and estimates the significance of the
association as compared to random variants (Figure 13). The analysis identifies
if the gene expression levels vary between genotypes encoded as the number of
copies of the alternative allele carried by each individual, i.e., 0, 1 and 2 (Figure
13A).
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Figure 13. Illustration of eQTL analysis. A Genotypes are encoded as the number
of copies of the alternative allele carried by each individual. Each individual can have
0, 1, or 2 times the alternative allele. B For each SNP, the vector of genotypes across
all individuals is correlated with the vector of gene expression values for a specific gene
across the same individuals. Box plots are often used to visualise the relationship between
gene expression and genotypes. Points for each individual are usually added to these plots
to convey a sense of the frequency of each genotype in the sample. The red line illustrates
the linear regression model for eQTL analysis. C An eQTL is classified to cis- or trans-
eQTL according to its location relative to the associated gene.

There are various statistical approaches used to obtain an estimate of the geno-
type effect on gene expression, such as linear (mixed) models (Ongen et al., 2016;
Shabalin, 2012), Bayesian approaches (Imprialou et al., 2017), or even random
forests (Stephan et al., 2015). A common example is fitting the following simple
linear regression model for each gene–SNP pair of interest:

E = β0 +β1G+ ε,

where E is the vector of gene expression values, G is the genotype vector of the
given SNP, and ε is the normally distributed noise term. In the analysis of linear
regression, the intercept β0 and slope coefficient β1 (also known as effect size)
are estimated, followed by the calculation of a test statistic such as t-statistic or F-
statistic (Shabalin, 2012). Finally, the p−value corresponding to this test statistic
is calculated to test the significance of regression. This process is repeated for all
gene–SNP pairs of interest to identify all pairs with significant association at a
given level after multiple testing correction.

Two types of eQTLs can be differentiated, those with local effects and those
with distant effects. Local eQTLs or cis-eQTLs are located near the genomic lo-
cation of the gene which produces the transcript or protein, and distant eQTLs or
trans-eQTLs are located further away from the affected gene (Figure 13C) (Rock-
man and Kruglyak, 2006). The latter are often on different chromosomes or more
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than five megabases away from the gene. Therefore, in the case of cis-eQTLs, the
analysis is performed for all the variants in a limited region around each gene. For
example, in a +/- 1 megabase window centered around the gene. Identification of
trans-eQTLs, however, involves testing all other SNPs in a genome. In total, this
can mean testing > 106 independent variants with > 104 genes.

4.1.3. Combining GWAS and eQTL analysis results

It has been shown that most of the GWAS variants overlap with expression QTLs
(Nicolae et al., 2010), indicating that many disease-associated variants act through
regulation of gene expression. Intuitively, if the same genetic variant is associated
with both the risk of developing a disease A and the expression level of gene B
then this could indicate that the genetic variant might influence disease A via gene
B. Therefore, integrating GWAS summary data and eQTL data has potential to re-
veal target genes of disease-risk variants which cannot be found using the GWAS
approach alone (Gallagher and Chen-Plotkin, 2018; Wainberg et al., 2019). Fur-
thermore, eQTL analysis provides the means for functional characterisation of
trait-associated variants through the target genes (Westra and Franke, 2014).

One class of approaches that has been used for linking GWAS and eQTL data
are colocalisation methods. Colocalisation methods compare the association pat-
terns of GWAS and eQTLs at a given region to find if the signals correlate and
thereby provide evidence that both of the signals are driven by the same causal
variants (Giambartolomei et al., 2014; Hormozdiari et al., 2016). However, colo-
calisation can also be considered between pairs of eQTLs, or pairs of GWASs.

Initial colocalisation approaches simply assessed whether GWAS variants were
also significant eQTLs. Besides, a visual comparison of overlaps of association
signals shown in Manhattan plots has been used. However, these approaches have
pitfalls since often it is not clear whether the same variants are responsible for the
two signals or whether it is distinct causal variants close to each other (Wallace
et al., 2012). A popular colocalisation method that considers this is COLOC that
relies on summary statistics to estimate the odds of colocalisation compared to
the null hypothesis that the locus is not associated with any of the traits (Giambar-
tolomei et al., 2014). We used this method also in Publication IV.

To summarise, the dynamics of the above mentioned analysis methods and
data are illustrated in Figure 14.
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Figure 14. Illustration of analysis methods. The ovals represent different data types,
and their intersections represent corresponding analysis methods.

4.1.4. Identifying credible sets of causal variants

Similar to GWASs, identifying potential causal variants from eQTL analyses is
also hindered by the high correlation between neighboring SNPs. It is common
to find multiple SNPs in a region that are associated with a trait. Fine mapping
is sometimes used to overcome this complexity (Schaid et al., 2018). The aim
of fine mapping is to define the most likely causal variants in a given region.
First, significantly associated SNPs from eQTL analysis are determined. Then,
the genomic region is partitioned around these SNPs to independent regions (loci)
by considering the structure of LD among the variants. Statistical fine mapping is
then conducted in each of the independent regions separately.
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Figure 15. Illustration of Bayesian fine mapping. The y-axis on the left shows the
-log10(p-values) from eQTL analysis, the horizontal dashed line represents the signifi-
cance level. The variant chromosomal positions are on the x-axis. The purple diamond
represents the lead SNP (rs12345) in the given locus. The results for other SNPs are
coloured by descending degree of LD with the lead SNP (ordered red, orange, green and
blue dots). The grey bars show the variant-level PIP values produced by Bayesian fine
mapping methods (right axis). These PIP values can be summed to form credible sets
based on a specified coverage probability threshold (for example, 95%). The light grey
box represents the credible set selected by fine mapping. The figure is reproduced based
on (Schaid et al., 2018).

There are several approaches used for this purpose. A heuristic approach is
based on LD patterns with the lead SNP, i.e., the SNP with the highest associa-
tion significance. All SNPs in that region that meet the given LD threshold are
considered likely to be causally related to a trait (Schaid et al., 2018). In recent
years, Bayesian methods for fine mapping have become popular (Benner et al.,
2016; Maller et al., 2012; Wen et al., 2016) (Figure 15). The result is usually a
minimum set of SNPs in the given region to capture the likely causal variant, also
known as a credible set. These methods compute the posterior inclusion proba-
bilities (PIP) for including each SNP as causal in a model. Then, the variants are
ordered in the decreasing order of the PIP values, and the credible set is defined
based on a pre-specified coverage probability threshold, often 95%. Namely, the
ranked PIP values are summed until the cumulative probability exceeds the given
threshold. The corresponding top k variants are then considered to form a credible
set (Maller et al., 2012). For example, one such fine mapping model is the Sum
of Single Effects Model (SuSiE) (Wang et al., 2020).

4.1.5. Motivation for Publication IV

So far, detected cis-eQTLs largely outnumber the trans-eQTLs (Rotival et al.,
2011), mostly because cis-eQTLs often have larger effect size and direct influence
on gene expression (Westra and Franke, 2014). While most of the eQTL studies
focus on cis-eQTLs, trans-eQTLs have shown promising results in identifying
putative key driver genes that contribute to disease (Westra and Franke, 2014).
Also, many trans associations are significantly mediated by the expression of cis
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In order to provide more detailed molecular context, eQTL mapping studies
have been performed in various cell types (Kasela et al., 2017; Momozawa et al.,
2018), tissues (The GTEx Consortium et al., 2017) and with the effect of different
environmental factors (Fairfax et al., 2014; Idaghdour et al., 2012). It has been
shown that trans-eQTLs are more tissue and cell type-specific than cis-eQTLs
and enriched for disease associations (Umans et al., 2020; Westra and Franke,
2014).

Although trans-eQTLs can provide valuable insights, detecting trans-eQTLs
remains challenging due to limited sample sizes in existing experimental studies,
small effect sizes of trans-eQTLs, and the burden of multiple-testing correction
resulting from testing > 106 independent variants with > 104 genes (Grundberg
et al., 2012; Umans et al., 2020; Võsa et al., 2018). Several studies have used
co-expression analysis methods to reduce the number of tests by aggregating indi-
vidual genes to co-expression modules and using a module’s summary expression
profile, eigengene, as a quantitative trait in the eQTL analysis (Hore et al., 2016;
Kompass and Witte, 2011; Mao et al., 2019; Nath et al., 2017; Parts et al., 2011;
Ramdhani et al., 2020; Rotival et al., 2011; Yang et al., 2017). The methods used
in these trans-eQTL studies include sparse decomposition of arrays (SDA), ICA,
WGCNA, and PLIER, but only a single method at a time. Potential effects of
co-expression method choice have not been explored.

Another challenge is deciphering the regulatory mechanisms underlying the
trans-eQTL associations. Since trans-eQTLs are often associated with several
genes, functional enrichment analysis is sometimes used to identify significantly
enriched pathways, biological processes, and transcription factors (Nath et al.,
2017; Rotival et al., 2011). In addition to increasing the statistical power, co-
expression modules are also beneficial because they can be directly interpreted
as signatures of higher-level cellular phenotypes, such as activation of specific
molecular pathways or transcription factors (Parts et al., 2011; Way et al., 2020).
Incorporating such additional information enables the interpretation of the eQTL
associations through the biological processes involved. However, as discussed in
the previous chapters, it can be computationally complex to conduct enrichment
analyses to such an extent systematically. Although this is a straightforward use-
case for g:Profiler, the tool had not been fully exploited in this context before
Publication IV.

4.2. Co-expression analysis reveals interpretable gene
modules controlled by trans-acting genetic variants

(Publication IV)

Most eQTL studies have been performed on whole tissue datasets, such as the
brain or whole blood (The GTEx Consortium et al., 2017; Võsa et al., 2018),
as opposed to specific cell types. In this study, we performed an extensive gene
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module trans-eQTL analysis across six blood cell types, and three stimulated con-
ditions from five published datasets (Figure 16A-B). Our goal was to identify po-
tential cell type and condition-specific trans-eQTLs by employing co-expression
analysis on a large combined dataset for increased statistical power. We ended up
with a gene expression matrix that included expression values of 18,383 protein-
coding genes with unique Ensembl identifiers across 3,938 samples after prepro-
cessing and quality control.
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Figure 16. Analysis workflow and results of Publication IV. A Sample sizes of cell
types and conditions included in the analysis. B Representation of gene expression data
(shown in a multidimensional scaling (MDS) plot) and genotype data (shown in a PCA
plot after projecting samples from this study to the 1000 Genomes Project reference pop-
ulations) used for the eQTL analysis after quality control and normalisation. Cell types
and conditions are color-coded according to panel A. C Analysis pipeline from quality
control to applying five different co-expression methods on two partitions of gene ex-
pression data: (1) gene expression profiles across all cell types and conditions (integrated
approach), (2) gene expression profiles from each cell type and condition separately (sep-
arate approach). D The number of gene modules detected from integrated and separate
analyses. E Eigengenes of each gene module were used as phenotype in trans-eQTL
analysis. To identify independent trans-eQTLs, we performed statistical fine mapping
for all nominally significant (p−value < 5×10−8) associations and grouped together all
associations with overlapping credible sets. F Manhattan plot of nominally significant
(p− value < 5×10−8) trans-eQTLs. Each point corresponds to a gene module that was
associated with the corresponding locus and is color-coded by the cell type from panel A.
Adapted from Figure 1 in Publication IV.
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4.2.1. Co-expression analysis

First, we figured that funcExplorer (Publication III) could be advantageous for
performing trans-eQTL analysis because funcExplorer already incorporates prior
information about biological pathways and gene sets and therefore disregards gene
groups that are not biologically relevant. Furthermore, funcExplorer already re-
trieved eigengene profiles that can be used as a quantitative trait in the eQTL anal-
ysis. However, gene co-expression modules can be detected with various meth-
ods (see section 1.2.3). Since different methods solve distinct optimisation prob-
lems, they can identify complementary sets of gene modules (Stein-O’Brien et al.,
2018). This is supported by a thorough benchmarking of multiple co-expression
analysis methods demonstrating that there is no single best method or set of pa-
rameters for co-expression analysis (Way et al., 2020). Different methods and
parameter settings discover biological aspects at varying levels of detail. Thus, to
maximise gene module discovery, we decided to apply five co-expression analysis
methods: ICA, PEER, PLIER, WGCNA, and funcExplorer. Out of these, ICA,
PLIER, and PEER are matrix factorisation methods, and WGCNA and funcEx-
plorer are clustering methods. In addition, funcExplorer and PLIER include prior
biological knowledge.

Another aspect we considered in this study is data partitioning prior to co-
expression analysis. This approach is particularly relevant when data from mul-
tiple cell types or conditions are analysed together. When co-expression analysis
is performed across multiple cell types and conditions, then most detected gene
co-expression modules are guided by differential expression between cell types
(Quach et al., 2016; Van Dam et al., 2018). Consequently, cell-type-specific co-
expression modules can remain undetected due to weak correlation in other cell
types (Van Dam et al., 2018). Therefore, we applied the five methods to the full
expression dataset integrating all the samples as well as individual cell types and
conditions separately (Figure 16C). In total, we obtained 482 gene modules from
the integrated approach and 3,509 from separate cell types (Figure 16D). The
number of detected modules and their sizes varied due to the properties and the
default parameters of each method (Figure 16D).

4.2.2. Detecting trans-eQTLs regulating gene modules

For every module, we extracted the eigengene profile representing a summary ex-
pression pattern of all the genes in the module. These expression profiles were
used as quantitative traits in the eQTL analysis that included 6,861,056 common
(minor allele frequency > 5%) genetic variants passing strict quality control crite-
ria. We performed trans-eQTL analysis in each cell type and condition separately
using the MatrixEQTL (Shabalin, 2012) R package (v2.2) to fit a linear model ad-
justed for sex, batch (where available), and the first three principal components of
the genotype data. The eigenvectors from the integrated approach were split into
cell-type-specific sub-eigenvectors before the analysis. The results from every an-
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alytical setting (data partitioning approach (n = 2), co-expression method (n = 5),
cell type (n = 9), 90 trans-eQTL analyses in total) were then individually filtered
to keep nominally significant variant-module associations (p−value < 5×10−8).

Next, we used the SuSiE model (Wang et al., 2020) to fine map all nominally
significant associations to 864 independent credible sets of candidate causal vari-
ants (Figure 16E). For every gene module, we started fine mapping from the lead
variant (variant with the smallest association p− value for this module) and used
a +/- 500,000 base pair (bp) window around the variant to detect the credible sets.
We continued fine mapping iteratively with the next best nominally significant
variant outside the previous window to account for LD. We repeated this process
until no variants remained for the gene module.

Since we applied five co-expression methods to both integrated and cell-type-
specific datasets, we found a large number of overlapping genetic associations.
To group the individual trans-eQTLs to a set of non-overlapping loci and sim-
plify the interpretation, we devised a novel aggregation approach based on the
statistical fine mapping. First, we combined all credible sets into an undirected
graph where every node represents a credible set of a module from a triplet (data
partitioning approach, co-expression method, cell type). We defined an edge be-
tween two nodes if the corresponding credible sets shared at least one overlapping
variant (Figure 17). We constructed the graph using the igraph R package. After
obtaining the graph, we searched for connected components: subgraphs where
every credible set is connected by a path. As a result, we combined the vast num-
ber of results into a list of 601 non-overlapping loci. However, these merged sets
can no longer be interpreted as credible sets. We used this only as a heuristic ap-
proach to identify independent loci. Next, we defined the lead variant for every
component by choosing the intersecting variant with the largest average PIP value
across all the credible sets in the component. In the case of equal PIP values, we
selected the first variant. Therefore, we considered the selected lead variant more
as an indicator for the association’s genomic region.
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Figure 17. Aggregating fine mapping credible sets in the example of ARHGEF3
trans-eQTL locus. A The figure shows an example of three credible sets on chromosome
three for three gene modules: IC68 from applying ICA to integrated expression data;
Cluster_12953 from funcExplorer and X6.WIERENGA_STAT5A_TARGETS_DN from
PLIER, both applied to gene expression data from platelets. The associations shown here
were detected in platelets. Each circle represents a variant belonging to the corresponding
credible set, and colors distinguish the different credible sets. B We combined the credible
sets into a graph structure where every node is a credible set of variants. We defined an
edge between two nodes if they shared at least one variant. Grey circles represent all the
credible sets from other genomic regions. Here, the number of shared variants is shown
on the edges, and the number of variants belonging to the credible set is shown on the
nodes. We searched for connected components, grouped these credible sets, and defined
a lead variant for every group based on the largest average PIP value within the group.
In this example, as all the credible sets share a single variant, rs1354034, then they are
grouped, and the overlapping variant with the largest PIP is rs1354034. Adapted from
Figure 1–figure supplement 2 in Publication IV.

4.2.3. Filtering trans-eQTLs

Genes in physical proximity often have correlated expression levels and could
thus appear as co-expression modules in our analysis. As a result, if one or more
genes in such modules have cis-eQTLs, then these cis variant–module associa-
tions would also be detected by our approach. To exclude co-expression modules
that are driven by strong cis-effects, we performed gene-level eQTL analysis for
18,383 protein-coding genes and the 601 lead variants using the same approach
as for the co-expression eQTL analysis. Next, we excluded the variant-module
pairs from every credible set component together with corresponding credible sets
where no trans associations (variant-level Benjamini-Hochberg FDR 5%) were
included in the module. As trans-eQTLs, we considered variants that act on dis-
tant genes (>5 Mb away from the lead variant) and genes residing on different
chromosomes. Furthermore, we performed one-sided Fisher’s exact tests to as-
sess the overlap between the modules and gene-level trans analysis associations.
We excluded the variant-module pairs that did not significantly overlap with indi-
vidual trans genes (Bonferroni-adjusted p− value < 0.05). After applying such
filters, we repeated the process of aggregating credible sets, retaining 247 non-
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overlapping loci that each were nominally associated with several gene modules
(Figure 16F).

4.2.4. Characterising trans-eQTLs

To prioritise trans-eQTLs for further analyses and interpret the functional role
of detected associations, we performed functional enrichment analysis for all the
modules associated with the 247 loci using the g:Profiler toolset (Publication I).
We had to analyse 343 significantly associated gene modules and 401 gene lists
from the gene-level eQTL analysis for comparison. Therefore, we used the R
package gprofiler2 (Publication II) for this task to programmatically send the gene
lists to the g:Profiler web server. Since the goal was to interpret independent loci,
we aggregated the gene modules by the associated locus. We used the multi-
ple query feature of g:Profiler to perform enrichment analyses for every list of
locus-specific gene modules at once. This feature enabled better comparison of
different gene modules and loci. At the same time, the enrichment results needed
to be communicated with the co-authors. Thus, we generated g:Profiler web page
short-links for instant sharing. Together with corresponding loci and other infor-
mation, these links supplemented the study with the means for structured interpre-
tation (see the summary results table in Supplementary file 1 in Publication IV).
An example of the g:Profiler results for locus near the SLC39A8 gene is available
here: https://biit.cs.ut.ee/gplink/l/aohV4uKeT1. We discuss these re-
sults later in this chapter.

Besides functional characterisation, we looked for additional sources to further
confirm and describe the trans-eQTLs. To identify if the trans-eQTLs might be
associated with any higher-level phenotypes, we performed colocalisation anal-
ysis using GWAS summary statistics for 36 blood cell traits (Astle et al., 2016)
and searched the lead variants from the GWAS Catalog database (Buniello et al.,
2019). To evaluate the co-expression analysis approach, we performed a literature-
based replication analysis. Although it is known that trans-eQTLs are more
difficult to replicate between studies, additional challenges appeared due to the
availability of published results such as the summary statistics or trans-associated
genes. Nevertheless, we were able to extract trans genes from the supplemen-
tary materials of a selection of independent studies and compare these with our
gene modules (see Table 1 in Publication IV). In addition, we compared asso-
ciated modules in unstimulated monocytes, neutrophils, and T-cells to matched
cell types from three independent studies for which we had access to individual-
level data (Chen et al., 2016; Quach et al., 2016; Raj et al., 2014). We performed
gene-level trans-eQTL analysis in these data and estimated the significance of
the overlap between the list of significant genes and corresponding gene modules
from our study. As a result, we were able to replicate three established associa-
tions. Namely, monocyte-specific trans-eQTLs at the IFNB1 (Fairfax et al., 2014;
Quach et al., 2016; Ramdhani et al., 2020; Ruffieux et al., 2020), and LYZ loci
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(Fairfax et al., 2012; Rakitsch and Stegle, 2016; Rotival et al., 2011), and platelet-
specific trans-eQTL at the ARHGEF3 locus (Mao et al., 2019; Nath et al., 2017;
Rotival et al., 2011; Wheeler et al., 2019).

4.2.5. Platelet-specific trans-eQTL at the ARHGEF3 locus

For the ARHGEF3 locus, we conducted a more in-depth characterisation of the
association. We were able to show that the cis and trans-eQTLs colocalise with a
GWAS hit for mean platelet volume, platelet count, and plateletcrit (Astle et al.,
2016). Although the ARGEF3 trans-eQTL has been previously detected in the
whole blood, our analyses showed that the cis and trans effects were only present
in platelets and not detected in other major blood cell types. We compared the
trans-eQTL effect sizes in our platelet sample with the effects from the largest
whole blood trans-eQTL meta-analysis (Võsa et al., 2018) and found a positive
correlation (Pearson’s r = 0.68, p−value = 5.1×10−12). The platelet specificity
of the association was further supported by functional enrichment analysis with
g:Profiler. Altogether, these results demonstrated how a trans-eQTL detected in
whole blood can be driven by a strong signal present in only one cell type.

4.2.6. Novel association at the SLC39A8 locus

Besides replicating known associations, we discovered a novel trans-eQTL at the
SLC39A8 locus regulating a module of metallothionein genes in monocytes stim-
ulated for 24 hours with lipopolysaccharide (LPS), which is known to activate
an inflammatory response (see Figure 18). The associated small module of five
genes was detected only by funcExplorer because this was the only method that
by default enabled to retrieve also smaller modules if supported by functional
enrichment (Cluster_10413; https://biit.cs.ut.ee/funcexplorer/link/
c42d9). Moreover, this module was identified from cell-type-specific clustering
of the gene expression across samples from monocytes after 24 hours of LPS stim-
ulation. All these five genes matched with the ones from the gene-level analysis
that identified seven trans-associated genes in total (see Figure 18D). We also no-
ticed that SLC39A8 is strongly upregulated in response to LPS already at 2 hours.
Still, we could not detect a colocalising cis-eQTL signal from naive and stimu-
lated monocytes in our dataset (see Figure 18A). We speculated that there might
be a transient eQTL earlier in the LPS response. To test this, we downloaded the
cis-eQTL summary statistics from the (Kim-Hellmuth et al., 2017) study that had
mapped eQTLs in monocytes stimulated with LPS for 90 min and 6 hours. In-
deed, we found that the cis-eQTL 90 min after LPS stimulation colocalised with
our trans-eQTL (see Figure 18A). This signal disappeared by 6 hours after stim-
ulation, i.e., before the trans effect appeared.

The functional enrichment analysis results from g:Profiler guided the biolog-
ical interpretation of this association. Namely, multiple GO terms and pathways
related to zinc ion homeostasis are enriched in this module (see Figure 18E).
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Figure 18. Transient eQTL near the SLC39A8 locus. A Regional plots compar-
ing association signals between naive (rs11097779) and transiently induced cis-eQTLs
(rs75562818) for SLC39A8 and trans-eQTL (rs75562818) for a module of five co-
expressed metallothionein genes. LPS-induced cis-eQTL summary statistics 90 min post
stimulation (n = 134) were obtained from (Kim-Hellmuth et al., 2017). B Graph showing
that the association between the module and SLC39A8 locus is stimulation specific. As
this module was detected by a cell-type-specific clustering, only a single value from the
corresponding cell type is available. C Association between trans-eQTL (rs75562818)
and eigengene of funcExplorer module Cluster_10413 in monocytes after 24 hr of LPS
stimulation. D Manhattan plot of gene-level eQTL analysis for rs75562818. Dark blue
points highlight the genes in module Cluster_10413. Light blue points show signif-
icantly associated genes (variant-level Benjamini-Hochberg FDR 5%) not included in
the module. E Functional enrichment analysis of the SLC39A8 associated module (see
https://biit.cs.ut.ee/gplink/l/aohV4uKeT1 for full results). The last column
combines the FDR 5% significant genes from the gene-level analysis. The table shows
adjusted enrichment p-values. Adapted from Figure 3 in Publication IV.

Furthermore, the promoter regions of the target genes are enriched for the bind-
ing motif of the metal transcription factor 1 (MTF1) transcription factor (see
https://biit.cs.ut.ee/gplink/l/aohV4uKeT1 for full results). These re-
sults suggested that a transient eQTL of the SLC39A8 gene 90 min after stimula-
tion regulates the expression of seven zinc-binding proteins 24 hours later, five of
which were in the gene module. Multiple lines of literature evidence supported
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this model (Kim et al., 2014; Liu et al., 2013; Nebert and Liu, 2019). Although
we could not link this association to any diseases, it was used as an example for
a relatively new field of dynamic eQTLs in the feature review article ’Where are
the Disease-Associated eQTLs?’ (Umans et al., 2020) to indicate the possibility
of such dynamics in disease-associated eQTLs.

4.2.7. Summary

While the strong trans-eQTL signals at the IFNB1 and LYZ loci were detected
by all co-expression methods in both integrated and separate analyses, most as-
sociations were found by only a subset of the analytical approaches. Out of the
247 nominally significant loci, 86 were found only by funcExplorer and 23 were
found by funcExplorer and at least one of the other methods. For example, the
ARHGEF3 association was detected by three of the five methods, and SLC39A8
only by funcExplorer. In addition, 138 loci were missed by funcExplorer. There-
fore, combining multiple co-expression methods served its purpose and returned
complementary results.

In summary, we demonstrated that co-expression module detection combined
with gene set enrichment analysis could help identify interpretable trans-eQTLs
to prioritise detailed experimental or computational characterisation. Still, these
results depend on which co-expression method is chosen for the analysis and how
the input data are partitioned beforehand.

4.3. Contribution

Conducting systematic exploration studies is essential for hypothesis-free discov-
eries. Integral parts of large-scale studies, such as the one presented in Publication
IV, are numerous bioinformatics tools and methods designed to analyse and ex-
tract information from the experimental data. My contribution to this trans-eQTL
study is extensive. I performed most of the analyses starting from the quality con-
trol of gene expression data through the co-expression analyses to eQTL mapping
and fine mapping. Finally, I grouped the results into independent association re-
gions and provided the accompanying functional enrichment results to facilitate
interpretation. I had a significant role in writing the manuscript. Also, I prepared
the figures and performed literature research for interpretation and replication.

73



DISCUSSION

Bioinformatics software is essential for discovering and explaining patterns from
high-throughput data. While the biologists ask the questions and experimental
labs produce the data, computational skills and statistical methods are required
to make sense of these data volumes that come in different forms. This situation
is where the bioinformaticians and computer scientists help by developing tools
that perform widely used analysis pipelines on user-provided data. Furthermore,
the standard is to present the results in an easily understandable way with nice
visualisations to convey the information. The work presented in this thesis covers
the development and use of two bioinformatics tools for gene expression interpre-
tation. Namely, the development of g:Profiler for gene list functional enrichment
analysis (Publications I-II) and funcExplorer for co-expression clustering (Publi-
cation III).

The tools presented in this thesis can be considered academic software in
computational biology characterised by interactive visualisations and features, in-
creased shareability, and reproducibility. However, developing academic software
introduces several challenges. One of which is keeping the software sustainable
even though the incentives in academia favor the development and publication of
new software and not the maintenance of existing tools. It is much harder to get
funding for long-term software development, database maintenance, data cura-
tion, and documentation than for novel biological discovery obtained by applying
different tools. On the other hand, extensive and expensive computational re-
sources are needed for storing the data and performing the calculations of the web
tools, such as the ones described in this thesis. For example, retaining g:Profiler
archives takes a large amount of storage (on average, ∼ 300 GB per version), in-
creasing every time a new update is released. FuncExplorer performs thousands
of enrichment analyses in parallel by leveraging multiprocessing on a single ma-
chine. Fortunately, funcExplorer and g:Profiler have the opportunity to use the
computational resources provided by the High Performance Computing Centre of
the University of Tartu, and their maintenance is a key priority of ELIXIR Es-
tonia. Nevertheless, since there rarely is a scientific paper that does not use any
software for the novel findings, changes in funding strategies should be initiated
to recognise more the software maintenance efforts.

Besides resources, active developers are essential for maintaining a widely
used tool. While g:Profiler is a rare example of scientific software that has been
taken from the prototype release to a production-grade software maintained by
a team of developers, funcExplorer is an example of software released as a pro-
totype. To alleviate this shortcoming, funcExplorer is an open-source project to
enable community contribution and ensure full transparency. Providing open-
source code is a common approach to extenuate potential discontinued develop-
ment due to the financial limitations. Another challenge stems from the rapid
advances in data representation and technologies. For example, although we up-
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dated g:Profiler to keep up with the changes, now a major future work in funcEx-
plorer is upgrading the tool to be compatible with the extensive technical update
of g:Profiler. Maintaining R packages that make use of external packages is also
affected by similar factors. For example, major updates in one dependency can
lead to unwanted code changes in the other packages. In this case, however, it is
more probable that the large and active R community contributes to the mainte-
nance and improvement of a package. For example, there are already active users
of the gprofiler2 package who have developed different public add-ons to the core
functionality.

More and more projects have strict data privacy requirements, especially when
processing data that link to personal health. Therefore, uploading a whole dataset
to external servers, such as funcExplorer or g:Profiler, can be problematic given
the regulations of these projects and institutions. While g:Profiler does not record
the queries unless a short-link is generated, funcExplorer stores the data in the
back end server to be able to repeatedly serve the analysis results without run-
ning the entire pipeline every time a request is made. In either of the tools, at the
moment, there is no systematic approach for removing all the traces of data and
analysis results from our servers, but we can do it on request if needed. Neverthe-
less, although such deleting functionality could be helpful, from my experience,
using stand-alone applications is the preferred solution in projects restricted by
strict privacy and sharing rules. An alternative solution we have also considered
for funcExplorer and g:Profiler is publishing the tools as separate Docker images
that enable the users to build and run their own local instances of the tools. How-
ever, we foresaw that supporting such an extensive additional interface alongside
a web tool can easily become an overhead because it requires further development
and user support. In addition, it is harder to ensure that the underlying data used
in local servers remains up-to-date. Furthermore, some of the g:Profiler data re-
sources are restricted by licences that do not allow us to share these data. Thus,
we have decided to prioritise the development of convenient and free web tools
that provide additional interfaces for the most common use cases.

A well-known pitfall in gene clustering is the lack of a gold standard for clus-
ter assessments. Biological associations have complex hierarchical structures, and
thus the golden standards cannot be flat gene lists but should somehow incorporate
these hierarchies. As different gene co-expression analysis reviews have stated,
there is no single best method or parameter setting for co-expression analysis to
reveal biological insight at all the different levels of granularity (Stein-O’Brien
et al., 2018; Way et al., 2020). We introduced hypothesis-free gene co-expression
analysis with the funcExplorer web tool. However, although funcExplorer is data-
driven mainly in terms of clustering parameters such as the number of clusters to
detect, it does not provide an entirely unambiguous solution for gene clustering.
We proposed three different strategies based on functional enrichment, but which
approach is the best remains unclear. A suggestion on how a researcher should ad-
dress this challenge in large-scale exploratory analysis, such as the one performed
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in Publication IV, is to apply different methods and strategies and then integrate
the results to maximise the gene modules detection depicting various biological
signals.

The essence of this work focuses on functional characterisation and providing
visualisations such as interactive Manhattan plots that facilitate gene list interpre-
tation by providing a global overview. However, the increase of produced data
and the emergence of powerful new methods have also led to the rapid growth of
the size and complexity of annotation databases. This growth has contributed to
situations where a single gene list can be associated with hundreds of significant
functional terms, most of which describe similar processes from different speci-
ficity levels and provide little if any additional information. Summarising and
properly interpreting these long lists of terms can be a challenging task. There-
fore, clever methods that reduce the amount of information without losing the
essential details are needed. Broadly, there are two approaches used to tackle this
issue. One way is to reduce the number of functions before enrichment analysis.
For example, GO slims are cut-down versions of GO that usually contain a subset
of more general functions while leaving out the specific fine-grained terms (The
Gene Ontology Consortium, 2019). Other approaches post-process the signifi-
cant functions to reduce the redundancy in the enrichment results (Alexa et al.,
2006; Jantzen et al., 2011; Liao et al., 2019; Supek et al., 2011). However, each
of the existing methods has key limitations, such as not considering the complex
nature of annotations or requiring arbitrary thresholds. I have initiated the de-
velopment of a parameter-free filtering algorithm for g:Profiler that identifies the
driving biological functions from the long lists of significant but interrelated terms
by utilising the known relations between these functions.

Sometimes, looking at the same thing from a different perspective can give
fresh insight into the existing solution. However, the software developers often
do not apply their products themselves for research purposes and thus might miss
novel application routes or potential gaps in the implementation. In my work, I
also took the user’s role by applying these tools in the eQTL study presented in
Publication IV. The study demonstrated that funcExplorer is applicable for pur-
poses beyond its original role due to beneficial features such as the eigengene
profiles and integrated functional interpretation. It also confirmed the capacity
of g:Profiler for gene list interpretation and in-depth characterisation of genetic
associations. Furthermore, using these tools in practice to answer research ques-
tions revealed some missing but useful features to include in these tools. Be-
sides, funcExplorer and g:Profiler played a significant role in characterising the
dynamic eQTL near the SLC39A8 locus showing a possibility of identifying ad-
ditional disease-associated eQTLs by keeping such transient dynamics in mind.
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CONCLUSION

The depth and volume of available experimental data are continuing to increase to
this day. A key challenge is extracting biologically meaningful insights from this
wealth of data. For this reason, the development and distribution of easy-to-use
tools that enable both biologists and bioinformaticians to explore and analyse the
data are of great importance.

This thesis aimed to highlight the relevance of developing flexible software for
biological interpretation that continues to contribute to the scientific community
and research. In this work, we introduced revised versions of two interlinked web
tools for characterising gene expression experiments, g:Profiler and funcExplorer.
First, as a member of the development team, I have led several visual design
decisions and methodology evaluations related to the functional enrichment anal-
ysis in g:Profiler to ensure intuitive interpretation and fair comparison of results.
To enable performing large-scale functional enrichment analyses programmati-
cally, I designed and implemented the accompanying R package gprofiler2 for the
g:Profiler toolset. Second, I designed and implemented the co-expression analy-
sis tool funcExplorer that uses g:Profiler to infer functionally related gene clus-
ters from large-scale gene expression data. Finally, I applied the aforementioned
functional interpretation tools in a large-scale eQTL analysis, where combining
these tools facilitated systematic interpretation of genetic associations. Further-
more, funcExplorer and g:Profiler were the key methods that led to discovering a
well-characterised example of transient eQTL in a relatively unexplored field of
dynamic eQTLs.

Overall, the main conclusion of this thesis is that developing intuitive bioin-
formatics software is challenging, but the impact on scientific progress can be
immeasurable when it succeeds.
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SISUKOKKUVÕTE

Bioinformaatika tööriistade arendamine ja rakendamine
geeniekspressiooni andmete interpreteerimiseks

Laborid üle maailma toodavad suurel hulgal eksperimentaalseid bioloogilisi and-
meid, mida tuleb analüüsida ja tõlgendada, et saada neist andmetest väärtuslikke
ja kasutatavaid teadmisi. Muuhulgas on tehnoloogiate arengu tõttu nende andme-
kogumite mahud oluliselt suurenenud. Selliste andmete analüüsiks kasutatakse
erinevaid arvutuslikke meetodeid, mille rakendamiseks on tarvis head program-
meerimisoskust või bioinformaatikute abi. Andmeid koguvate ja nende kohta tea-
duslikke küsimusi esitavate teadlaste arv ületab aga bioinformaatikute arvu. See-
tõttu loovad bioinformaatikud lihtsasti kasutatavaid tööriistu, mis võimaldavad
bioloogidel erinevaid arvutuslikke analüüse ise läbi viia. Sellised tööriistad an-
navad teadlastele võimaluse otsida suuremahulistest andmetest, nagu geenieksp-
ressiooni andmed, erinevaid mustreid ja koondada leitud teadmised, et paremini
kirjeldada uuritavat süsteemi.

Käesolevas doktoritöös arendame kahte bioinformaatika tööriista, mis on mõel-
dud geeniekspressiooni andmete interpreteerimiseks. Esimesena tutvustame uuen-
datud veebitööriista g:Profiler, mille põhiliseks rakenduseks on geeninimekirja-
de funktsionaalse rikastamise analüüsi läbi viimine (Publikatsioon I). Täpsemalt
keskendume töös g:Profileri uute funktsionaalsuste kirjeldamisele ja analüüsi tu-
lemuste visuaalsele esitamisele, kasutades selleks uuenduslikku Manhattani joo-
nist. Lisaks arendasime ka kaasneva R-i paketi nimega gprofiler2, mis võimal-
dab g:Profilerit hõlpsasti integreerida ka automatiseeritud analüüsi töövoogudesse
(Publikatsioon II). Sarnaselt veebitööriistale võimaldab gprofiler2 pakett ka inte-
raktiivse Manhattani joonise kuvamist.

Eelmainitud tööriistade kasutamiseks on ennekõike tarvis leida huvitavad gee-
ninimekirjad, mida soovitakse bioloogiliselt kirjeldada. Tavaliselt leitakse sellised
geenid pika ja keerulise geeniekspressiooni andmete analüüsi tulemusena. Selle
protsessi lihtsustamiseks arendasime käesolevas töös veebitööriista funcExplo-
rer, mis integreerib geeniekspressiooni andmete klasterdamise ja g:Profileri abil
tehtud funktsionaalse rikastatuse analüüsi (Publikatsioon III). Tööriista eesmär-
giks on tuvastada koos-ekspresseeritud geenigrupid ning anda eksperimentaalse-
test andmetest kirjeldav ülevaade. Selleks ühendab funcExplorer erinevad and-
meanalüüsi osad üheks tervikuks ja esitab saadud tulemused kasutajale selliselt,
et neid saab lihtsasti uurida, tõlgendada ning teistega jagada.

Töö viimases osas demonstreerime nende tööriistade kasulikkust, rakenda-
des neid geeniekspressiooni tasemetega seotud geneetiliste variantide süstemaa-
tilises analüüsis (Publikatsioon IV). Täpsemalt, viisime läbi geneetiliste varian-
tide ja geenigruppide vahelise assotsiatsioonianalüüsi, et tuvastada need varian-
did, mis mõjutavad korraga mitme geeni ekspressioonitasemeid. Teiste meetodite
hulgas kasutasime ka funcExplorerit, et leida koos-ekspresseerunud geenigruppe.
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Seejärel kasutasime g:Profilerit, et seotud geenigruppe kirjeldada vastavalt nende
ühistele bioloogilistele funktsioonidele. Meie tulemused kinnitasid mitmeid va-
rem teadaolevaid seoseid. Lisaks, rakendades funcExplorerit andmestikule, mis
on saadud monotsüütide stimuleerimisel lipopolüsahhariididega (LPS) 24 tundi,
leidsime ühe uue seose. Nimelt leidis funcExplorer metallotioneiini geenide grupi,
mille kohta selgus, et seda gruppi reguleerib SLC39A8 geeni läheduses asuv va-
riant. Huvitaval kombel leidsime, et seda seost vahendas mööduv efekt, mis esines
ainult LPS’i varasemas vastuses ja mis kadus enne leitud geenigrupi efekti ilm-
nemist. Teisisõnu mõjutas see geneetiline variant geeni SLC39A8 ekspressiooni
tunde varem, vahetult pärast stimulatsiooni. Sellise laiaulatusliku uuringu läbivii-
misel ja tulemuste tõlgendamisel oli kandev roll käesolevas doktoritöös arendatud
kasutajasõbralikel bioinformaatika tööriistadel.
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