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Improving Microscopy Image Segmentation with Object Detection

Abstract:

Automated analysis of microscopy images is an essential part of modern biological
research. Recent advances in deep learning have greatly improved its quality and helped
decrease the amount of time-consuming manual work during the experiments. Biologists
are interested not only in the accurate detection of various objects (whole cells, cell
organelles, tissue structures, efc.) but also in the high-quality segmentation of their
shape. In this work, we address the problem of obtaining realistic instance segmentation
masks from images with high object density. We show that combining segmentation
and detection methods into a single image analysis pipeline helps efficiently separate
overlapping objects and improves the segmentation quality. To reduce the complexity of
this pipeline, we propose a novel CenterUNet multi-task neural network architecture that
simultaneously performs object detection and semantic segmentation. We evaluate the
performance of this architecture across several microscopy image domains and conduct a
thorough ablation study to identify the necessary and sufficient combination of detection
subtasks to solve the segmentation problem.

We believe that the results of our research provide valuable insights and can help
individual practitioners as well as the image analysis industry. Our developed model may
improve microscopy image segmentation pipelines at virtually zero computational cost
and little integration efforts.

Keywords:
deep learning, computer vision, convolutional neural networks, object detection, instance
segmentation, multi-task learning, digital microscopy

CERCS: P176 - Attificial intelligence; T111 - Imaging, image processing; B110 -
Bioinformatics, medical informatics, biomathematics, biometrics



Mikroskoopiapiltide segmenteerimise parandamine objektituvastu-
sega

Liihikokkuvote:

Automaatne mikroskoopiapiltide analiiiis on kaasaegsete bioloogiaalaste uuringute oluli-
ne osa. Selle kvaliteeti on aidanud parandada viimaste aastate arengud siigavOppes, mis
muuhulgas on vihendanud ka ajamahuka manuaalse t66 hulka eksperimentide ldbivii-
misel. Lisaks mikroskoopiapiltidel olevate objektide tuvastamisele (tervikrakud, rakuor-
ganellid, koestruktuurid jne) pakub bioloogidele huvi ka nende korgekvaliteediline seg-
menteerimine. Kiesolevas magistritods uurime, kuidas suure objektitihedusega piltidelt
realistlikke objektipohiseid segmenteerimismaske saada. Nditame, et segmenteerimis- ja
tuvastamismeetodite kombineerimine iiheks toovooks aitab efektiivselt eraldada osaliselt
kattuvaid objekte ning parandada segmenteerimise kvaliteeti. Sellise tooriista keerukuse
vihendamiseks pakume vilja uudse CenterUNet mitme-eesmaérgilise arhitektuuri, mis
tegeleb samaaegselt objektituvastuse ja segmenteerimisega. Me hindame selle voimekust
mitmetes mikroskoopiapiltide domeenides ning viime 1dbi pohjaliku komponentuuringu,
et identifitseerida vajalik ja piisav kombinatsioon tuvastamise alamosadest, et lahendada
segmenteerimisiilesanne.

Me usume, et meie uuring pakub viirt teadmisi ning aitab nii praktikuid kui ka
pildianaliiiisitdostust. Meie arendatud mudel voib mikroskoopiapiltide segmenteerimise
toovoogude tulemusi parandada nullilihedase lisanduva arvutusliku keerukusega ja
vihese integreerimisele kuluva tdoga.

Votmesonad:
sligavOpe, tehisndgemine, konvolutsioonilised neurovorgud, objektituvastus, objektipdhi-
ne segmenteerimine, mitme-eesmirgiline dpe, digitaalmikroskoopia

CERCS: P176 - Tehisintellekt; T111 - Pilditehnika; B110 - Bioinformaatika, meditsiini-
informaatika, biomatemaatika, biomeetrika
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1 Glossary

Cell — an elementary structural and functional block of all living organisms.

Cell line — an immortalized population of cells derived from a single cell, used for
biological and drug research.

Nucleus — a cell organelle present in most cells of multicellular organisms that contains
the cell’s genome and regulates its activities.

Glomerulus — a capillary tuft of a ball shape inside a kidney that takes part in blood
filtration to produce urine.

Brightfield microscopy — the simplest form of microscopy, in which the light is either
transmitted through or reflected from a biological sample.

Fluorescence microscopy — a form of microscopy, in which certain cell structures are
marked with molecules that can emit light, which is captured by the microscope.

Histology — a field of biology that studies tissues.



2 Introduction

Most modern biological research methods of clinical diagnostics and drug development
rely on the analysis of microscopy data [XXS*18, CRG"19]. When this analysis is
done manually, biologists may need to spend a huge amount of time studying a large
set of collected microscopy images. Not only is this process extremely time- and
labor-consuming, but it is also vulnerable to human bias. Two researchers with a
similar qualification level may produce greatly different analysis results [HHW ™ 18].
Consequently, automated image analysis methods are becoming increasingly popular
in the field as they allow processing thousands of images at a time and thus let the
researchers focus more on designing new experiments [MBK ™' 19].

The advances in artificial intelligence methods have triggered the development of
numerous machine learning approaches to automated microscopy image analysis during
the last decade [SG13, SPB*18]. There are now a lot of professional software tools rec-
ognized by the community (CellProfiler MGC™ 18], Ilastik [BKK ™ 19], etc.) that allow
biologists with no computer vision background to conduct high-throughput microscopy
data analysis with an accessible graphical user interface, where the user is asked to
annotate a few images manually to let the software extract meaningful features from the
annotated objects (e.g. size, intensity) and train a model. However, the latest research
in deep learning has dramatically pushed the industry forward. At the moment, most of
the state-of-the-art biological image analysis models are based on Convolutional Neural
Networks [RFB15]. They help avoid the step of manual feature engineering and can
extract and learn meaningful visual features of biological images automatically from
previously annotated raw imaging data [MBK ™' 19].

2.1 Problem

Image segmentation (separating objects from the background) is one of the essential
steps in analyzing digital microscopy images. The researchers analyze the morphology
and shape of the segmented objects (cells, nuclei, tissue structures, efc.) in order to under-
stand their behavior, biological properties, or reaction to different treatments [CRG ™ 19].
However, the task of accurate cell segmentation remains challenging because of frequent
object clustering and overlapping, variability in shape and signal level, and the presence
of artifacts on the image. So, the segmentation must not only separate the objects (cells,
nuclei, etc.) from the background properly but also separate the cells from each other
with a clear and realistic border. In the end, biologists care more about the quality
of distinguishing individual cells rather than the meticulous pixel-wise labeling of the
image [VBJ*19].

Biologists may also need to conduct a quantitative analysis of microscopy images.
In this case, they are interested only in calculating a number of objects on an image
and, perhaps, the position of their centers [ XNZ18]. Modern approaches to cell de-



tection and counting also involve deep learning methods, namely the object detection
architectures [HHW18].

2.2 Motivation

Our primary motivation in this research comes from the microscopy image processing
industry side. Modern domain-specific image analysis software is usually quite heavy
and complicated, and including plenty of deep learning models for each specific task
can make this software even heavier. In our research, we investigate the possibility of
combining object detection and image segmentation models into a single multi-purpose
model capable of doing both tasks well.

2.3 Contribution

In this work, we explore the methods of using object detection predictions to produce
instance segmentation and separate touching and overlapping objects. We present a
novel neural network architecture that performs both object detection and semantic
segmentation. Moreover, its object detection output includes the orientation angle of the
objects, which improves the visual interpretability of the results. Finally, we investigate
whether training a network to perform both segmentation and detection tasks inside one
model improves the segmentation quality.

2.4 Outline

Background gives a general overview of deep learning, image segmentation, and object
detection and describes related work on these topics.

Data and methods describes the datasets used in the experiments, characterizes used
deep learning methods, and explains proposed architectures and algorithms.

Experiments and results describes the conducted experiments and reports the results
on all datasets.

Discussion systematically analyzes the completed work, critically reflects on the results,
and lists potential directions for future work.

Conclusion shortly summarizes the contribution and key results.
References contains a list of used literature sources.

Appendix includes supplementary figures and a public license.



3 Background
In this section, we provide an overview of deep learning for computer vision and describe

the tasks of image segmentation and object detection as well as the related work in these
fields.

3.1 Deep learning for computer vision
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(a) Atrtificial neuron model. (b) Multi-layer perceptron.

Figure 1. Perceptron [CMLBSG19].

The initial findings in the deep learning field date back to the middle of the 20th
century. The first Artificial Neural Networks (ANNs) were inspired by the structure
of the human brain. The neurons in our brain accumulate the input signals (electrical
impulses) from other neurons; if the sum of these inputs exceeds a certain threshold,
the neuron fires with an output signal and passes it further to the nearby cells. This
principle was implemented in the McCulloch-Pitts model of an artificial neuron for
simple computations [MP43].

The perceptron algorithm proposed by Frank Rosenblatt [Ros58] utilizes the ideas
behind the McCulloch-Pitts neuron model to create a neuron as a computing unit, initially
designed for a binary classification problem. In essence, perceptron receives multiple
values as an input, which are multiplied with certain weights. The result is summed up
and passed to an activation function, which produces the output (Figure 1a). A single-unit
perceptron can deal only with linearly separable data, so the neurons can be connected
and grouped into layers, forming a multi-layer perceptron (MLP) that is able to work
with linearly non-separable data and learn more complex patterns in data. The layers are
fully connected, meaning that each output of the current layer is connected with each
input of the next layer (Figure 1b). The weights of the MLP are based on the training
data. They are calculated during an iterative training process using a backpropagation



algorithm [RHW86], which includes two phases - a forward pass and a backward pass.
During the forward pass, the input is passed through the network till the end using
current weights and bias terms, and an output is produced. A loss is calculated between
a predicted value and a ground truth value using a task-specific loss function. During the
backward pass, the error is propagated back through the network. Each weight or bias
value is adjusted using the value of the loss partial derivative with respect to this weight
or bias to minimize the error value. This process is called gradient descent.

The aim of deep learning in computer vision tasks is to simulate human vision.
However, unlike our eyes, fully connected networks like MLP do not capture any spatial
features on an image. Moreover, the number of connections between the neurons of
fully connected layers required to process an image of a decent size is extremely big,
which makes these networks computationally expensive and hard to train when applied
to images. However, Convolutional Neural Networks (CNNs) solve this issue by using a
set of small trainable filters, which are used when an image is passed through a number
of convolution operations. Stacking multiple layers of convolutional filters makes the
network notice particular spatial structures on an image. These structures become more
and more complex with the network depth increasing, starting from simple lines and
edges to more complex features and spatial patterns.
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Figure 2. Convolutional neural network architecture for handwritten digit classification
task [PMCI11].

A typical CNN usually consists of convolutional, normalization, pooling, and activa-
tion layers. Convolutional layers extract meaningful features from an image. Pooling
layers gradually decrease the dimensionality of the network and "distill" the extracted
features. Normalization layers center and standardize the intermediate state of the net-
work to improve convergence. Activation layers add non-linearity to the training. We
refer to this part of the architecture as "feature extractor”, "body", or "backbone", it is
usually task-independent. The final layers (the network’s "head") are explicitly designed
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for each task. For example, when performing image classification, convolved and pooled
features are flattened into a fully connected (dense) layer and connected to another dense
layer with the number of nodes equal to the number of predicted classes. A sample CNN
architecture for image classification is shown inFigure 2.

One of the first CNN architectures similar to the ones used nowadays was proposed
back in 1998 by Yann LeCun to recognize handwritten characters [LBBH98]. At that
time, the processing units required to train CNNs were yet too slow and expensive. How-
ever, things have changed to better a decade later with the spread of consumer graphical
processing units (GPUs), capable of running thousands of operations in parallel. An
introduction of AlexNet [KSH12] architecture for image classification in 2012 led to an
explosive growth of research in neural networks for computer vision. This network was
trained on an extensive ImageNet [DDS'09] dataset and introduced several new tech-
niques like dropout layers [SHK™ 14] and various data augmentations [SK19] to decrease
overfitting. Modern architectures also incorporate the ideas of residual blocks [HZRS15]
and inception modules [SLJT14] which let the networks improve the performance by
adding more layers. As a result, nowadays CNNs usually contain tens of stacked layers
with millions of trainable parameters and easily outperform humans in many computer
vision tasks.

Convolutional neural networks are used to solve different tasks in computer vision,
some of the most researched ones include classification, object detection, and image
segmentation (Figure 3).

Semantic Classification Object Instance
Segmentation + Localization Detection Segmentation
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GRASS, , CAT DOG, DOG, CAT

DOG, DOG, CAT
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' Y Y
No objects, just pixels Single Object Multiple Object

Figure 3. Popular tasks in modern computer vision [LJY17].
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Figure 4. Fully convolutional architecture for semantic segmentation [MC19, WSS18].

3.2 Image segmentation

Image segmentation is a task of assigning to each pixel of the image a certain class value
(Figure 3). Semantic segmentation is used to separate a foreground from a background.
If there are multiple objects of the same class on an image, their pixels will be labeled
with the same value. If all objects on an image belong to the same class (e.g. cells of a
single cell line), they will be labeled with a single value producing a binary mask. By
contrast, instance segmentation is used to distinguish individual objects on an image and
label each object uniquely.

Image segmentation is used in many research areas, including autonomous driving,
remote sensing, aerial and satellite image analysis, and medical imaging [MBP*20].

CNN s have become a basis for research in automated biological image processing
during the last decade and quickly outperformed the traditional morphological and
machine learning methods for cell nuclei analysis [SPB*18]. The research was greatly
boosted by the introduction of Fully Convolutional Networks (FCN) [LSD15] , which
can take images of arbitrary size as an input and produce pixel-wise segmentation masks
of the same size as an output (Figure 4).

The FCN models became a core of conventional pipelines for cell nuclei segmenta-
tion, but they still require a large amount of training data to achieve a good segmentation
quality. However, acquiring more training data for biological research requires con-
ducting complex experiments and is extremely labor-consuming both for the generation
of the raw images and expert annotation compared to the outside world images. In
essence, there is no public dataset of the size comparable to ImageNet [DDS™09] avail-
able for biological researchers nowadays. This obstacle was addressed by introducing
U-Net [RFB15] architecture that was designed specifically for biomedical image seg-
mentation. As the name suggests, the network consists of a downsampling encoder
and an upsampling decoder connected in a U-like shape. It also incorporated the idea
of skip-connections [DVC™16] between the encoder and decoder used to increase the
network’s segmentation performance.
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3.3 Object detection

Object detection is a multi-task research problem, which combines both a task of pre-
dicting a bounding box around each target object (regression problem) and a task of
predicting the class of the object in a bounding box (classification problem).

Most of the neural network architectures used in object detection can be divided
into two groups: one-stage detectors and two-stage detectors. In general, two-stage
detectors are known to have higher object detection metrics values and a huge number of
parameters, while one-stage detectors are usually lighter in size and number of parameters
and thus are performing faster in terms of inference speed [LOW ™ 19].

3.3.1 Two-stage detectors

Two-stage detectors, as their name suggests, perform the object detection in two sequen-
tial iterations (Figure 5). In the first stage, the network produces a set of class-agnostic re-
gion proposals (bounding boxes). In the second stage, the network predicts the classes for
these region proposals and performs the final bounding boxes regression [JZL*19]. The
most popular representatives of two-stage detectors are the Region-based CNNs, which
evolved from R-CNN [GDDM 14] to Fast R-CNN [Girl5] and Faster R-CNN [RHGS16].

Region Proposal Network

Feature Map ” Object:
Trua/Falsa?
s [| Box regression
Feature _ -
Picture ||Extractor | /

Classifier

ﬂ “ Classification

I]Box Refinemen

Figure 5. General architecture of two-stage detectors [NBG19].

3.3.2 One-stage detectors

On the contrary, one-stage detectors [JZL " 19] perform bounding box regression and ob-
ject class prediction from the input image in a single pass (Figure 6). The detection speed
can be so high that one-stage detectors can even be used for the real-time video stream
processing of 30+ frames per second (e.g. a stream from a digital microscope to detect
and count cells on the fly [FC20]). As these models are usually more lightweight, the
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inference can be performed even on small devices like smartphones [JYG'20]. YOLO
(You Only Look Once) [RDGF16] family of architectures is one of the most popular
one-stage detectors known for its high inference speed. The network outputs a list of
object box proposals, which is passed to a Non-Maximum Suppression (NMS) algo-
rithm [RDGF16] that selects most probable boxes based on objectness score. The YOLO
architecture has gradually evolved into YOLOv4 [BWL20] and YOLOVS5 [JSB*20] net-
works that demonstrate increased object detection performance and incredible inference
speed.

Feature Map Detection

[I Classification
l e .-“'

) Feature _ Eﬁjﬁ] I]Box regression
Picture ||Extractor ﬂ H | |

Figure 6. General architecture of one-stage anchor-based detectors [NBG19].

However, using NMS-like algorithms as a postprocessing step over model prediction
results means that the network is not trained fully end-to-end. Moreover, computing an-
chor boxes and filtering them out requires excessive computational resources and may not
guarantee high accuracy if the objects in the dataset have very different shapes [YFG20].
For these reasons, the anchor-free one-stage detectors like CornerNet [LD19] and Cen-
terNet [ZWK19] have recently gained popularity. Instead of the anchor box approach,
CornerNet uses top-left and bottom-right corners to represent the bounding box and
predicts the position of these two corners using a heatmap approach. Alternatively,
CenterNet uses the center of the object as the detection center and regresses the object
width and height from it (Figure 7).
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G -

™

~ o e

keypoint heatmap [C]  local offset [2] object size [2]
Figure 7. Outputs of different heads of CenterNet [ZWK19].
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3.3.3 Rotated object detection

(a) Axis-aligned bounding boxes (b) Rotated bounding boxes

Figure 8. Two types of bounding boxes [TZD*17].

Most of the traditional object detection methods use bounding boxes and encode
the object position on an image using four variables: center point coordinates (X, y),
object width, and object height (Figure 8a). These axis-aligned boxes are well suitable to
display objects that usually appear in the same orientation, e.g. people and traffic signs
on the streets are usually aligned vertically from an autonomous driving car viewpoint.

However, the axis-aligned representation poses a problem when dealing with target
objects that can appear on an image in arbitrary orientation, like satellite (Figure 8),
aerial or digital microscopy photos. In this case, four parameters are not enough to
describe a target object with high precision. The size of a predicted bounding box
does not reflect a physical size of a rotated target object on such images. Moreover, a
background takes more than half of the box area when the target object is rotated at about
45 degrees. When the target objects are located densely, the predicted bounding boxes
may also include parts of other objects, making them hard to distinguish and analyze
(Figure 8a). Moreover, it can make training of a model less stable, as the neural network
will be confused by the high presence of background and other objects in a ground truth
bounding box.

A concept of a rotated bounding box formulated in [LPL17] addresses the mentioned
problems by adding an angle parameter to a definition of a bounding box to identify its
orientation. Compared to an axis-aligned box, the size of a rotated box reflects a physical
size of a target object in all orientations, includes fewer background pixels, and can help
separate tightly located objects like cars on a parking lot (Figure 8b).

Modern rotated object detection architectures are mostly based on traditional axis-
aligned object detectors and modify them to detect arbitrarily-rotated objects. For
example, SCRDet [YYY"19] is based on two-stage Faster-RCNN [RHGS16], while

15



more novel R*Det [YYFH20] is based on one-stage anchor-based RetinaNet [LGG™18].

3.4 Multi-task learning

A concept of multi-task learning can be formulated as training a model to perform
multiple high-level tasks in parallel and produce multiple results during the inference. An
example of such learning can be combining object detection and instance segmentation
in one model. For each detected bounding box produced by the detection branch, the
segmentation branch produces a pixel-wise instance segmentation of an object inside
this box. Some models like Mask-RCNN [HGDGI18] use this approach but focus on
instance segmentation only. However, adding a segmentation head to a popular one-stage
anchor-based object detector RetinaNet [LGG™ 18] during the training can help improve
the object detection quality [FSB19]. One-stage CentripetalNet [DLL"20] also gains an
improvement of object detection quality after adding an instance segmentation head to
an anchor-free detector. It is hypothesized that ground truth pixel-wise annotation masks
and bounding boxes give the model more information where to extract the features from
compared to using bounding boxes only.
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4 Data and methods

In this section, we describe the microscopy image datasets used in our experiments
and the preprocessing steps applied to them. Then, we explain the methods used for
microscopy image segmentation and object detection, including the detection of rotated
objects. Finally, we discuss our approaches to combine semantic segmentation and
object detection in one pipeline and describe a proposed neural network architecture that
enables such a combination.

4.1 Datasets

We have used four datasets from different microscopy image domains. The first two
datasets were provided by PerkinElmer, Inc. and contain cell images in brightfield
and fluorescent modalities along with annotated nuclei masks. We futher denote these
datasets as Seven cell lines Brightfield and Seven cell lines Fluorescent respectively.
The third dataset was collected from a Kaggle "Data Science Bowl 2018" competition,
it contains fluorescent images from multiple diverse experiments. The fourth dataset
comes from a Kaggle "HuBMAP - Hacking the Kidney" competition and includes kidney
histology images with annotated glomeruli masks.

4.1.1 PerkinElmer Seven cell lines

PerkinElmer Seven cell lines (7CL) dataset consists of 3024 microscope images of
1080x1080 pixels provided to the University of Tartu by PerkinElmer Inc. for research
and experiments during an ongoing cooperation project. The images contain cells of
different cell lines: A549, HT1080, HeLa, HepG2, MCF7, MDCK, NIH-3T3. Each
image contains cells of exactly one cell line, and there are 432 images of each cell line.
The average number of cells on each image is different, with HepG2 images being the
most densely populated, having lots of touching and overlapping nuclei (Figure 10).

Each image is presented in two modalities: brightfield (Figure 9b), which contains
human-visible cells and fluorescent (Figure 9a), which contains cell nuclei stained
with a Hoechst 33342 dye. The ground truth object-wise segmentation masks (Figure
9c) were obtained from fluorescent modality images using PerkinElmer Harmony soft-
ware [Mas15]. We treat the images in fluorescent and brightfield modalities as individual
datasets and conduct all experiments with then separately. We use identical ground truth
nuclei masks for both datasets as a target for training.

We have randomly split the original annotated dataset into training (2/3, 2016 images),
validation (1/6, 504 images), and testing (1/6, 504 images) datasets.
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(a) Fluorescent modality (c) Ground truth mask

Figure 9. Example image from Seven cell lines dataset.

HT1080 Hela

NIH3T3

Figure 10. Zoomed examples of images that contain cells of different cell lines from
PerkinElmer Seven cell lines Fluorescent dataset.

4.1.2 Data Science Bowl 2018

Cell nuclei Data Science Bowl 2018 (DSB2018) dataset was collected from the training
and testing datasets of the "Data Science Bowl 2018" Kaggle competition [CGK™*19] on
nuclei segmentation. The dataset contains images and annotated object-wise segmen-
tation masks from 30 different experiments with various resolutions, cell types, image
modalities, and magnifications (Figure 11). We use only fluorescent images for our
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(b) Ground truth masks

Figure 11. Example fluorescent images and respective object-wise masks from Data
Science Bowl 2018 dataset.

experiments, which constitute a majority of the images in this dataset (81%).

The original dataset consists of 599 fluorescent images for training and 53 images for
testing. We have used a subset of the training set as a validation set, resulting in a split of
the original dataset into training (546 images), validation (53 images), and testing (53
images) datasets.

4.1.3 HuBMAP Kidney glomeruli

Images of the HuBMAP Kidney glomeruli dataset come from a "HuBMAP - Hacking
the Kidney" Kaggle competition about segmenting glomeruli in human kidney tissue
images. The dataset includes 15 kidney images in a very high resolution with object-wise
segmentation masks of glomeruli provided. The file sizes of the images are huge (SO0MB
- 5GB), so, in order to process them efficiently, we downscale them to 25% of the original
resolution and crop the downscaled images into 256 x 256 px patches, obtaining 9580
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(a) (b)

Figure 12. (a) Example full resolution image from HuBMAP Kidney glomeruli dataset.
(b) Small patches containing glomeruli (contoured in blue).

small images from the tissue regions of 15 original images (Figure 12).
We have used 11 original full resolution images for training, 2 for validation, and 2
for testing.

4.1.4 Preprocessing

We have applied some simple data preprocessing techniques to our data to make further
neural network training work properly. Firstly, we have scaled image pixel values from
integer 0-255 range into a float 0-1 range. Secondly, we have applied standard scaling
separately by subtracting the channel-wise mean and dividing by the channel-wise
standard deviation computed on the training subset of each dataset.

When training on large images, we randomly crop 256 x 256 px (DSB2018) or
512 x 512 px (7CL) regions from different regions of the original images in order to fit
more various samples into the batch and thus make the training more stable. The selected
size of the crop depends on the original image size.

4.2 Microscopy image segmentation

Following the general trend of numerous medical segmentation papers and competi-
tions [ZRC19, CGK™19], we have chosen the U-Net architecture [RFB15] to segment
medical images.
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Figure 13. Original U-Net architecture [Teil9, RFB15].

The original U-Net architecture was designed specifically for precise semantic seg-
mentation in dense scenes and was first used to segment biomedical images. The network
has symmetric U-like shape and consists of two parts: the contracting path (encoder)
on the left and the expansive path (decoder) on the right (Figure 13). The encoder part
consists of traditional convolutional blocks (Conv 3x3 - ReLLU - Conv 3x3 - ReLU-
MaxPool 2x2) to downsample the image and extract the features into low-resolution
feature maps. However, the decoder part replaces MaxPool 2x2 operations with an
UpConv 2x2 ("up-convolutions") to gradually upscale the feature maps and produces a
segmentation mask. In order to help recover small details from the downscaled feature
maps, each layer of the decoder is connected to a respective layer of the encoder with a
skip connection (concatenation).

U-Net is a fully-convolutional network, so it can process images of arbitrary size,
given that their dimensions are divisible by 2¥, where k is equal to the "depth" (number
of downsampling layers) of the network. It is usually achieved by padding the input
image to the nearest valid size with zeros or using reflective padding.

Modern researchers do not usually implement the U-Net architecture exactly as
it is shown inFigure 13. One of the most frequent modifications is a use of custom
encoder, e.g. ResNet [HZRS15] or EfficientNet [TL20] without the last fully-connected
classification layer. Using an encoder with a lower number of parameters makes the
model lighter while using a heavier encoder can help extract features better and gain a
higher segmentation quality. These modifications help achieve a trade-off between model
weight and segmentation quality and incorporate the latest findings in neural network
architectures.
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We have built our U-Net segmentation pipeline using PyTorch [PGM™19] deep
learning framework for Python and Segmentation Models PyTorch [Yak20] library
that contains a high-level API for building custom segmentation models and includes
implementations of various encoders and decoders. We use a ResNet50 [HZRS15]
encoder as motivated by an encoder ablation study (Section 5.4) and a conventional
U-Net decoder of depth 5. We initialize an encoder with weights pre-trained on ImageNet
as this is known to benefit model performance [RZKB19], even though the medical image
domain is far from the natural images domain in the ImageNet dataset.

We use a Dice loss function [SLV*17] for training:

2xTP

—1— 1
Locqm (I'P+ FP)+ (TP +FN) M

4.3 Object detection

Here we describe two neural network architectures we have used for object detection on
microscopy images: a one-stage anchor-based YOLO model and a one-stage anchor-free
CenterNet model. We briefly explain their structure and key principles, discuss their
advantages and disadvantages and describe the implementations we have used.

43.1 YOLO

YOLO (You Only Look Once) [RDGF16] is a popular one-stage anchor-based object
detection model, capable of doing real-time detection even on mobile devices.

Generally, YOLO architecture can be divided into two main components: feature
extractor and detector (Figure 14). For example, YOLOV3 uses a Darknet-53 feature
extractor, which has 53 3x3 and 1x1 convolutional layers and skip-connections in be-
tween, inspired by ResNet [HZRS15]. The encoder is followed by 53 more layers of a
detector, which gradually upscales the feature map. The detection is done on multiple
scales (Figure 14): at layer 82 (where feature map is 1/32 size of the original image),
layer 94 (1/16 size), and final layer 106 (1/8 size), which helps detect objects of large,
medium and small size respectively.

In order to predict bounding box coordinates and a class probability of the object on
one of 3 scales, the image is divided into a grid of cells. Each cell predicts a number
of bounding boxes (e.g. three) using so-called anchor boxes, which are allocated on a
pre-defined grid with various aspect ratios that incorporate prior knowledge about the
objects in the dataset. The predicted values for each box are its center coordinates (X,
y), size (width & height), confidence score (probability that there is an object inside the
box), and a list of class probabilities. For example, if our input image is of size 416x416,
then the size of the grid at layer 82 is 13x13. If we use 3 anchor boxes for every scale,
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Figure 14. YOLOV3 architecture [Val20].
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Figure 15. Non-Maximum Suppression applied to YOLO predictions [Sin20].

and our dataset has 80 classes (e.g. COCO [LMB™15]), then, the output shape of the
detection is (13,13,3 - (5 + 80)).

Given that YOLO predicts bounding boxes for each cell in the grid, there is a
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high chance that there will be multiple overlapping bounding boxes predicted for the
same object. In order to find the best bounding boxes, YOLO uses a Non-Maximum
Suppression (NMS) algorithm [RDGF16]. First, it ignores all predicted boxes with a
confidence score below a certain threshold. Then, the remaining boxes are sorted by a
confidence score. Finally, for each object, the algorithm filters out the boxes that have
a non-maximum confidence score and overlap with the most probable box more than a
specified threshold (Figure 15).

We have used Ultralytics YOLOvS5 [JSB*20] implementation in PyTorch, which is
an improved version of YOLOv3 [JYG™20] with a more advanced encoder. We chose
the YOLOVSI ("large") model among four available models (small, medium, large, extra-
large). It contains 47M parameters and offers a good trade-off between inference speed
and detection quality.

4.3.2 CenterNet
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Figure 16. CenterNet architecture.

The anchor-based neural networks like YOLO have a very good performance on
medium and large objects but may have problems detecting small and tiny objects like
cell nuclei. For example, RetinaNet has a minimum anchor size of 32 x 32 px, meaning
that smaller objects may be undetected. YOLOv3 implementation allows calculating best
anchor box sizes for a given dataset prior to training a model but is still very sensitive to
these values.

CenterNet [ZWK19] architecture uses a different approach: it treats objects as points
and formulates object detection as a task of detecting the center point of an object on a
heatmap (Figure 17). The peak values on the heatmap indicate the centers of the objects,
and other parameters of the bounding box (width, height, and center offset) are regressed
directly from each predicted center. The values in the peaks of the heatmap are used as
confidence scores, which can be thresholded later on.
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(b) (©

Figure 17. (a) Cropped raw image from Data Science Bowl 2018 dataset. (b) Ground-
truth center heatmap. (c) Predicted center heatmap.

A CenterNet architecture consists of an encoder and a decoder (Figure 16). An
encoder can be a classical feature extractor like ResNet50 without the last fully connected
layer. A decoder upscales the extracted features and produces a feature map with a size
of 1/4 of the input image (which speeds up the training and inference without losing
much of a performance). A feature map is passed into three separate heads:

* heatmap head: used to detect object centers from peaks;
» width/height head: used to regress object size out of heatmap peaks;

* offset head: contains offset for center coordinates used to compensate 4x heatmap
downscaling.

One of the features of CenterNet is a use of deformable convolutions [DQX"17]
in a decoder. Unlike the traditional convolutional layers, which use a static kernel as
a sliding window during a convolution operation, deformable convolutions utilize a
trainable matrix of location offsets, which specify the locations of pixels to sample from
(Figure 18).

The heatmap center prediction (Figure 17¢) is trained to match a ground truth mask
(Figure 17b) generated with a Gaussian kernel described in [LD19]. The training is
performed using a focal loss [LGGT18]:

A ~

1 nyc) lo (nyc) if Yy =1
cen er — T nr ]- Y }A/ . 2
¢ Z ( ) otherwise @
log( YryC)

where « and (3 are loss hyperparameters, and /V is a number of keypoints (centers) on an
image. We choose o = 2 and 3 = 4.

Tyc
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Figure 18. Illustration of 3x3 deformable convolution [DQX™17].

The regression of object properties (width, height, center offset) is performed using
an L1 loss at heatmap center points:

1 N
‘Csize = =7
N

S = 51 3)

The general training objective is a sum of all losses with different weights, formulated
as:

Edet = Lcenter + )\sizeLsize + )\offLoff (4)

We set width & height loss weight A,;.. = 0.2 and center offset loss weight \,¢r = 1.
We use CenterNet-better [Wan20] implementation of CenterNet in PyTorch [PGM™19],
which is a slightly enhanced and well-structurized version of the original CenterNet [ZWK19]
as a basis for our experiments. We use a ResNet50 [HZRS15] encoder, as motivated by
an ablation study described in Section 5.4.

4.4 Detecting rotated objects with CenterNet

In Section 3.3.3 we have explained why detecting rotated boxes enhances the visual
quality and usability of the predictions compared to detecting classical axis-aligned
boxes. This method has recently gained a lot of popularity for aerial and satellite image
analysis, and we applied it to microscopy image analysis for similar reasons. Firstly,
nuclei can be located very densely on the image, and axis-aligned boxes cannot accurately
separate them without overlapping (Figure 20). Secondly, nuclei can appear in arbitrary
orientations, and some axis-aligned boxes may contain too many background pixels
(Figure 21). Using rotated bounding boxes decreases the number of background pixels
and improves the visual interpretability of the results, especially in images with crowded
objects.
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Figure 19. Rotated bounding box width, height and angle coding.

In order to detect rotated objects on digital microscopy images, we modify the
CenterNet [Wan20] architecture described in Section 4.3.2. One of the key changes is
a modified generation of ground truth bounding boxes. For each object in the dataset,
we use a ground truth segmentation mask and calculate a minimum rotated rectangle
(rectangle with a minimum area that includes object mask) using Shapely [GT07] library
for manipulation with geometric objects. Instead of using width and height along the
axes, we take the longest dimension of the minimum rotated rectangle as width and
the shortest as height. We calculate an object rotation angle as an angle between the
horizontal axis Ox and the longest axis of the rectangle (Figure 19). The new width and
height are stored in pixels, and the rotation angle is stored in radians within [0, ).

We have added an additional head for rotation angle regression analogous to the
width & height head and predict a single value of the rotation angle in radians for each
object (Figure 22). Analogous to Equation (3), an L1 loss is used to train an angle
prediction head:

N
1 A
‘Cangle = N Z ‘@pk - Hk‘ (5)
k=1
The general training objective is now formulated as:

*C’rdet = Lcenter + AsizeLsize + AoffLoff + )\angleLangle (6)
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(a) (b)

Figure 20. (a) Axis-aligned GT bounding boxes. (b) Rotated GT bounding boxes.
Zoomed sample from 7CL dataset, fluorescent modality.

=72.2% =75.8%

Figure 21. Mean ratio between GT mask area and axis-aligned/rotated bounging box
calculated over all objects of PerkinElmer 7CL Fluorescent dataset.

We set the center offset loss weight \,sy = 1, width & height loss weight A;.. = 2
and angle loss weight \,;.. = 2.

4.5 From semantic to instance segmentation

U-Net model described in Section 4.2 takes a raw image as an input and produces a
semantic segmentation of the objects on it, separating the nuclei from the background.
However, as we mentioned in Section 3.2, biologists are also interested in separating
individual nuclei that are touching and form a clump. Ignoring clumps may lead to an
undercounting and improper analysis of nuclei morphological features on the images
with a high density of nuclei, like the images of HepG2 cell line in PerkinElmer 7CL
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Figure 22. CenterNet architecture with added object angle regression head.

dataset (Figure 10).

Most of the modern methods of separating the touching nuclei are based on a wa-
tershed algorithm [RMO1], which treats an image as a sloping terrain with hills and
valleys, and the height of the terrain depends on the pixel/mask values. The "water" is
poured from the starting points (markers) provided as input until the water flows meet
each other and denote separating lines. The classic approach to select the markers is
by calculating a negative distance map of a binary segmentation mask and "flooding"
from regional minima. However, there were many modifications that build upon it and
improve its quality [AKWJ19, KZS+20]. A totally alternative approach of separating
nuclei is by predicting a separate output channel with nuclei borders and subtracting it
from the nuclei segmentation channel during the postprocessing stage [CQY17].

In our implementation, we separate the touching nuclei by using an output of both
semantic segmentation and object detection models, inspired by [YGF120]. Our object
detection evaluation (Section 5.5) show that object detection models perform well at
detecting individual nuclei even in nuclei clumps. Thus, we hypothesize that using these
models’ output can significantly improve the instance segmentation and let us separate
individual nuclei in the scenes with high object density.

The process of combining models’ predictions is illustrated inFigure 23. We train the
models separately and run the inference in parallel. In the first step, both object detection
(YOLO or CenterNet) and instance segmentation model (U-Net) take a raw image as
an input and make independent predictions. In the second step, coordinates of nuclei
centers are derived from the bounding boxes produced by the object detection model.
On the last step, these center coordinates are used as seeds (markers) for a watershed
algorithm [RMO1] which draws borders between touching cells and returns a labeled
mask with individual nuclei. We use a scikit-image [vdWSN™ 14] implementation of
watershed algorithm in our experiments.
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Figure 23. Combining models’ predictions and separating individual nuclei with water-
shed algorithm.

4.6 CenterUNet: adding segmentation to CenterNet

The method of using two separate models to produce instance segmentation described
above has an evident drawback: we have to train and run two networks separately. Even
though the inference speed does not decrease too much when adding an object detector
like YOLOVS into the segmentation pipeline, we still have to keep both networks in GPU
memory. Therefore, it is clear that it would be more optimal to train a single network
capable of doing both object detection and instance segmentation in a single pass.

One of the approaches used nowadays to combine both object detection and instance
segmentation in a single model was proposed by the authors of Mask R-CNN [HGDG18],
where they add a segmentation branch on top of a two-stage Faster R-CNN [RHGS16]
object detector. Each proposed bounding box is treated as a Region of Interest (Rol),
and its coordinates are used to crop (pool) a small region out of a feature map using
a RolAlign operation [HGDG18], which also resizes the pooled region of an arbitrary
rectangular size into a square of a fixed size (e.g. 14 x 14 px). This resized Rol is passed
into a small segmentation head, which produces a segmentation mask of the object inside
the region and resizes it back to the shape of the original Rol. Some novel architectures
are built on top of single-stage anchor-free object detectors [DLL 20, FSB19], which
report good instance segmentation performance on COCO [LMB™15] dataset.

U-Net (Figure 13) and CenterNet (Figure 22) architectures are very similar and are
built on shared principles. They have the same encoder design with five layers and a very
similar decoder except that U-Net has five layers in the decoder, while CenterNet has
only three. The output of the CenterNet decoder, which is connected to detection heads,
has the size of 1/4 of the input image: as mentioned in Section 4.3.2, it helps speed up the
inference significantly. However, to produce full-size segmentation masks, we add two
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more layers to the decoder and connect its output to a segmentation head that generates
semantic segmentation masks (Figure 24). Added decoder layers have the same structure
as the existing ones, including deformable convolutions described in Section 4.3.2 inside
them. We hypothesize that segmentation and detection heads will not disrupt each other
during the training. As mentioned in Section 3.4, we expect exactly the opposite: to see
an improvement of segmentation quality due to the effects of multi-task learning, since
we give the network more information compared to training separate models.
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Figure 24. CenterUNet architecture.

We use a Dice loss as in (1) to train a segmentation branch, and object detection
branch is trained to optimize a complex detection loss (6).
A general training objective of CenterUNet is formulated as:

£comb - Lcenter + /\sizeLsize + /\offLoff + AangleLangle + Asegm-[/segrrz (7)

where Agize = 2, Aangte = 2, Aofr = 1, Agegm = 1.

The segmentation head of CenterUNet produces a binary semantic segmentation
mask, while the detection head produces rotated bounding box coordinates. We follow
the same approach of combining segmentation and detection predictions described in
Section 4.5, and generate a labeled instance segmentation mask using a watershed
algorithm. The complete architecture of CenterUNet with watershed postprocessing is
shown inFigure 25.
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Figure 25. CenterUNet architecture with watershed postprocessing.

5 Experiments and results

In this section, we describe the neural network training parameters, define the detection
and segmentation metrics used for evaluation, motivate a choice of an architecture for
the encoder and report the results for rotated object detection and instance segmentation
tasks.

5.1 Neural network training

U-Net We trained the model until convergence using a Dice loss and an Adam optimizer
with 3 x 10~* learning rate (reduced gradually on plateau up to 1 x 10~%) and 1 x 10~*
weight decay. We used batch size 16 for PerkinElmer 7CL Fluorescent and Brightfield
datasets and batch size 32 for Data Science Bowl and HuBMAP Kidney glomeruli
datasets.

YOLO The model training follows the default training strategy available in the imple-
mentation [JSB*20] with GIoU and binary cross-entropy losses. We used SGD optimizer
with 1 x 1072 initial learning rate and 5 x 10~* weight decay. The other parameters
matched the default configuration as in the original YOLOv5 implementation [JSB*20].

CenterNet & CenterUNet We trained the models until convergence using focal loss
for center heatmap head, L1 losses for center offset, width/height and angle heads, and
Dice loss for segmentation head (CenterUNet). We used initial learning rate of 5 x 1073
with scheduled decrease to 5 x 107% and a 1 x 10~% weight decay. Analogous to training
U-Net, we used batch size 16 for PerkinElmer 7CL Fluorescent and Brightfield datasets
and batch size 32 for Data Science Bowl and HuBMAP Kidney glomeruli datasets.
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The number of training batches for all of the models did not exceed 20000. We have
used Weights & Biases [Bie20] to track the training experiments and compare their

results. The experiments and models’ training was conducted using the resources of HPC
Center of the University of Tartu and their NVIDIA Tesla P100 32GB GPU.

5.2 Detection metrics

intersection

i intersection I
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Figure 26. Precision, recall and IoU visualization [BWL20].

We evaluate the prediction of object detection models based on specific metrics,
which evaluate how close the predicted bounding boxes are to the ground-truth boxes. A
basis of these metrics is a value of Intersection over Union (Figure 26), which indicates
the degree of overlap between the boxes and is defined as:

ANB  prediction N target g
 AUB  prediction U target ®)

We use Shapely [GT07] library to compute the IoU between predicted and ground-
truth rotated boxes numerically.

In order to compute the object detection metrics, we iterate over the ground-truth
bounding boxes and compare them with predicted bounding boxes, counting the number
of true positives (TP; predicted and GT boxes overlap with an IoU value above a certain
threshold), false positives (FP; the predicted box does not overlap with the GT box or
the IoU value is too low), false negatives (FN; the GT object does not overlap with
the predicted object or the value is too low). The higher the IoU threshold is used for
evaluation, the lower number of true positives will be calculated for the image (Figure 27).

We can compute the precision and recall values using the obtained statistics as:

. TP
Precision = m—ﬁ (9)
TP
Recall = ————+— 10
T TPYFEN (10
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Figure 27. IoU thresholding for object detection evaluation [Jor18].

In practice, using a single IoU threshold value to calculate TP, FP, and FN values for
precision and recall is not enough to evaluate the quality of the object detection model.
In our experiments, we use a popular COCO Average Precision (AP) metric [LMB™15],
computed by calculating the precision using 11 different thresholds from 0.5 to 0.95
with step 0.05 and averaging the result. We also report AP values with a fixed 0.5 IoU
threshold (AP50) and a 0.75 IoU threshold (AP75).

5.3 Segmentation metrics

We evaluate the segmentation performance of the models using specific metrics that show
how close the predicted segmentation mask is to the ground-truth segmentation masks.
Firstly, we evaluate a semantic segmentation performance of the model, i.e. its ability
to separate the foreground and background. We use a set of pixel-wise metrics, meaning
that TP, FP and FN values are computed per each pixel on the masks. We report a
pixel-wise intersection over union (PW IoU) value calculated analogous to (8) as:

prediction N target TP
IoU = — = (11)
prediction Utarget TP+ FP+ FN
We also report a pixel-wise F1 (PW F1) score calculated as:
Fl—o. precision - recall 2-TP (12)

precision + recall T 2.TP +FP+ FN

Secondly, we evaluate an instance segmentation performance of the model — its
ability to separate foreground and background and also separate individual objects. To
do that, we first compute TP, FP, and FN values for each object, using 11 different loU
thresholds (0.5...0.95) analogous to the calculation of COCO AP for the object detection.
Using these values, we report the object-wise IoU value (OW IoU) computed analogous
to (11) and object-wise F1 score (OW F1) analogous to (12) for all IoU thresholds and
averaging the results.
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5.4 Encoder choice

As described in Section 4.2, an encoder part of a traditional U-Net is often customized
and replaced with a pretrained backbone, namely by one of the popular classification
architectures, which is used as a feature extractor. In order to choose the best encoder
for further experiments, we have compared the performance of a few popular encoder
architectures available in the Segmentation Models Pytorch [ Yak20] library. We evaluate
the encoders on the PerkinElmer 7CL Brightfield dataset (Section 4.1.1), as it appears to
be the toughest for the models on both tasks [FSM™19].

We have evaluated a rotated object detection quality using an output of a rotated
object detection branch of CenterUNet (Figure 24) described in Section 4.4. We report
rotated bounding box AP, AP50 and AP75 values for different encoder architectures
(Table 1).

Table 1. Rotated object detection results of CenterUNet on PerkinElmer 7CL Brightfield
dataset.

Encoder Params | AP AP50 AP75

ResNet50 [HZRS15] 23M | 2440 7155 6.65
SE-ResNeXt50 [HSAT19] 25M | 24.64 7208 7.11
EfficientNet-B2 [TL20] ™ | 16.82 5899 2.71
MobileNetV2 [SHZ'19] 2M | 2041 64.63 4.61

We have also evaluated segmentation quality using an output of a segmentation
branch of CenterUNet (Figure 25) with chosen encoders. To ensure a correct comparison,
we do not use watershed postprocessing to combine the detection and segmentation
predictions described in Section 4.5. We report the PW IoU, PW F1, OW IoU, OW Fl1
and the inference time of the models with these encoders (Table 2)

Table 2. Segmentation results of CenterUNet on PerkinElmer 7CL Brightfield dataset
(without watershed postprocessing).

Encoder ‘ PWIoU PWFlI OWIoU OWFI1 Inference, ms
ResNet50 [HZRS15] 0.592 0.742 0.267 0.330 71
SE-ResNeXt50 [HSAT19] | 0.588 0.738 0.261 0.313 80
EfficientNet-B2 [TL20] 0.512 0.675 0.196 0.225 70
MobileNetV2 [SHZ ' 19] 0.551 0.709 0.222 0.265 56

The primary goal of our experiments is to improve the segmentation performance,
so for our further experiments, we have chosen a ResNet50 [HZRS15] encoder that

35



performs best in a segmentation task and is second-best in a rotated object detection task,
being slightly behind the SE-ResNeXt50 [HSA ™ 19] encoder.

5.5 Rotated object detection

We have evaluated the performance of the rotated object detection branch of CenterUNet
on different datasets and reported the AP, AP50, and AP75 values ( Table 3). We have
also visualized the predicted rotated bounding boxes vs. ground truth rotated bounding
boxes (Figure 28).

Table 3. Rotated object detection results on different datasets.

Dataset | AP AP50 AP75

PerkinElmer 7CL Fluorescent | 53.46 97.46 51.10
PerkinElmer 7CL Brightfield | 24.40 71.55 6.65
Data Science Bowl 2018 17.53 51.04 9.00
Hubmap Kidney glomeruli 53.63 88.63 58.36

5.6 Improving segmentation with object detection

In this section, we describe our instance segmentation experiments, report the evaluation
results, and investigate the multi-task learning effects inside CenterUNet.

5.6.1 Instance segmentation results

We have evaluated different methods of combining semantic segmentation and object
detection for the task of instance segmentation. As a baseline, we have used an experi-
mental setup when only U-Net (Section 4.2) is used, and the instance segmentation is
produced by using a label function from scikit-image [vdWSN™ 14], which labels pixels
of individual objects different integer value for each object. The second experiment
setup included combining the predictions of U-Net and YOLO models using a watershed
algorithm (Section 4.5), and in the third experiment, we combined U-Net and CenterNet
in the same way. The fourth experiment setup included combining predictions from
segmentation and detection branches of CenterUNet. We have reported the results of
these experiments for all datasets: PerkinElmer 7CL Fluorescent (Table 4), PerkinElmer
7CL Brightfield (Table 6), Data Science Bowl 2018 (Table 8), and HuBMAP Kidney
glomeruli (Table 10).

We have also evaluated whether training an object detection branch of CenterUNet
(Section 4.6) improves the instance segmentation quality. In our first experimental setup,
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(c) Data Science Bowl 2018 dataset

Figure 28. Rotated object detection results on different datasets. Zoomed crops from test
images. Red bounding boxes - ground truth, yellow bounding boxes - predictions.
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we evaluated CenterUNet with a segmentation branch only, "turning off" a training detec-
tion branch using zero loss weights. In the second experiment, we have turned it back on,
and in the third experiment, we have combined predictions using a watershed algorithm.
We have reported the instance segmentation metrics for all datasets: PerkinElmer 7CL
Fluorescent (Table 5), PerkinElmer 7CL Brightfield (Table 7), Data Science Bowl 2018
(Table 9), and HuBMAP Kidney glomeruli (Table 11).

Finally, we have visualized the predicted instance segmentation masks vs. ground-
truth masks for all datasets: PerkinElmer 7CL Fluorescent (Figure 29), PerkinElmer 7CL
Brightfield (Figure 30), Data Science Bowl 2018 (Figure 31), and HuBMAP Kidney
glomeruli (Figure 32).
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Table 4. Segmentation results on PerkinElmer 7CL Fluorescent dataset.

Model Watershed ‘ PWIoU PWFI OWIoU OWF1 Inference, ms
U-Net 0.958 0.967 0.806 0.827 39
U-Net + YOLO v 0.958 0.967 0.825 0.843 75
U-Net + CenterNet v 0.958 0.967 0.832 0.858 94
CenterUNet v 0.930 0.963 0.827 0.867 70

Table 5. CenterUNet performance on PerkinElmer 7CL Fluorescent dataset.

Model Detection Watershed ‘ PWIoU PWFI OWIoU OWFI1
CenterUNet 0.932 0.965 0.788 0.845
CenterUNet v 0.931 0.964 0.787 0.845
CenterUNet e v 0.930 0.963 0.827 0.867

(a) Raw cropped image (b) Ground truth mask (c) Predicted mask

Figure 29. Zoomed example of CenterUNet segmentation predictions with watershed
postprocessing on PerkinElmer 7CL Fluorescent dataset.
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Table 6. Segmentation results on PerkinElmer 7CL Brightfield dataset.

Model Watershed ‘ PWIoU PWFI OWIoU OWF1 Inference, ms
U-Net 0.635 0.763 0.320 0.398 40
U-Net + YOLO v 0.635 0.763 0.329 0.405 75
U-Net + CenterNet v 0.635 0.763 0.317 0.401 94
CenterUNet v 0.592 0.742 0.269 0.325 71

Table 7. CenterUNet performance on PerkinElmer 7CL Brightfield dataset.

Model Detection Watershed ‘ PWIoU PWFI OWIoU OWFI1
CenterUNet 0.569 0.723 0.239 0.298
CenterUNet v 0.592 0.742 0.267 0.320
CenterUNet e ve 0.592 0.742 0.269 0.325

(a) Raw cropped image (b) Ground truth mask (c) Predicted mask

Figure 30. Zoomed example of CenterUNet segmentation predictions with watershed
postprocessing on PerkinElmer 7CL Brightfield dataset.
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Table 8. Segmentation results on Data Science Bowl 2018 dataset.

Model Watershed ‘ PWIoU PWFlI OWIoU OWPFI1 Inference, ms
U-Net 0.761 0.848 0.409 0.468 14
U-Net + YOLO v 0.761 0.848 0.397 0.483 32
U-Net + CenterNet v 0.761 0.848 0.391 0.477 41
CenterUNet v 0.739 0.839 0.390 0.471 13

Table 9. CenterUNet performance on Data Science Bowl 2018 dataset.

Model Detection Watershed ‘ PWIoU PWFI OWIoU OWFI1
CenterUNet 0.788 0.879 0.376 0.418
CenterUNet v 0.739 0.839 0.343 0.426
CenterUNet v v 0.739 0.839 0.390 0.471

(a) Raw cropped image (b) Ground truth mask (c) Predicted mask

Figure 31. Zoomed example of CenterUNet segmentation predictions with watershed
postprocessing on Data Science Bowl 2018 dataset.
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Table 10. Segmentation results on HuBMAP Kidney glomeruli dataset.

Model Watershed ‘ PWIoU PWFI OWIoU OWF1 Inference, ms
U-Net 0.823 0.880 0.342 0.370 13
U-Net + YOLO v 0.823 0.880 0.351 0.383 33
U-Net + CenterNet v 0.823 0.880 0.348 0.379 41
CenterUNet v 0.804 0.837 0.339 0.366 11

Table 11. CenterUNet performance on HuBMAP Kidney glomeruli dataset.

Model Detection Watershed ‘ PWIoU PWFI OWIoU OWFI1
CenterUNet 0.846 0.876 0.341 0.381
CenterUNet v 0.804 0.837 0.330 0.358
CenterUNet e v 0.804 0.837 0.339 0.366

(a) Raw cropped image (b) Ground truth mask (c) Predicted mask

Figure 32. Zoomed example of CenterUNet segmentation predictions with watershed
postprocessing on HUBMAP Kidney glomeruli dataset.
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5.6.2 Multi-task learning

We have investigated which components of the object detection branch of CenterUNet
(Figure 24) influence the segmentation branch performance as a result of multi-task
learning. We report the results of different training experiments with different object
heads switched on or off (Table 12) on the PerkinElmer 7CL Brightfield dataset.

Table 12. CenterUNet performance on PerkinElmer 7CL Brightfield dataset. The v'sign
indicates that the loss weight of the appropriate head was positive, while the absence of
v'sign indicates that the loss weight of a head was set to 0 and the head was not learning
anything during the training.

Segm. Center W&H Angle \ PWIoU PWFI OWIoU OWFI

0.569  0.723 0.239 0.298
v 0.599  0.748 0.271 0.337
v v 0.593 0.743 0.266 0.328
v v v 0.592  0.742 0.267 0.330

SNENENEN
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6 Discussion

We have explored different deep learning methods of performing object detection and
semantic segmentation on digital microscopy images. We have also investigated ways to
combine them to produce high-quality instance segmentation masks of microscopic ob-
jects like cell nuclei. Moreover, our goal was to investigate how exactly the segmentation
task can benefit directly from object detection via multi-task learning. We have evaluated
our approaches on four different datasets, which include fluorescent (PerkinElmer 7CL
Fluorescent, Data Science Bowl2018), brightfield (PerkinElmer 7CL Brightfield), and
histological (HuBMAP Kidney glomeruli) microscopy images.

Firstly, we have chosen an encoder for U-Net semantic segmentation architecture.
We have demonstrated that the model can produce high-quality segmentation masks on
fluorescent and histology images. However, the target objects (nuclei) on brightfield
images are much harder to segment even manually by human experts, so the metric
values on this dataset are predictably lower.

Secondly, we have trained two different object detection models. We have selected an
anchor-based one-stage YOLOVS as a first model for its high inference speed, together
with a good detection performance. We have also chosen a one-stage CenterNet archi-
tecture as the most popular anchor-free architecture, eliminating many disadvantages of
anchor-based models and capable of detecting even tiny and clumped objects.

We modified CenterNet by adding an object angle prediction head. The model was
now able to produce a rotated bounding box around an object on an image, with the
box width and height reflecting the shape of real objects irrespective of their orientation.
Moreover, most of the target objects in the datasets we use (nuclei and glomeruli) are
elongated, so rotated bounding boxes around them contain fewer background pixels
and elements of neighboring objects. Compared to axis-aligned object detectors, our
CenterNet with object angle head was able to produce more useful and interpretable
predictions, even in nuclei clumps (Figure 28). Numeric results of rotated object detec-
tion evaluation (Table 3) indicate that the performance of the detector is very high on
PerkinElmer 7CL Fluorescent (Figure 28a) and HuBMAP Kidney glomeruli (Figure 28d)
datasets. Analogous to the segmentation task, lower performance for the PerkinElmer
7CL Brightfield dataset (Figure 28b) can be explained by the complexity of identifying
nuclei width and height from a brightfield signal. Weaker performance on Data Science
Bowl 2018 dataset (Figure 28c) can be attributed to the lower generalization of the model
caused by an incredible diversity of this dataset and the presence of nuclei of all various
sizes and types in it.

Thirdly, we have implemented a method of combining predictions of semantic seg-
mentation (U-Net) and object detection (YOLO / CenterNet) models to produce instance
segmentation masks. To do that, we extract the centers of predicted bounding boxes
during the postprocessing stage and use them as markers for a watershed algorithm that
separates the touching objects on a binary mask. We have shown that this method im-
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proves object-wise segmentation metrics for fluorescent and brightfield datasets, meaning
that the quality of distinguishing individual nuclei is increased.

However, using two separate models to perform instance segmentation has several
disadvantages, including the doubled amount of computational resources required to train
them and keep them in GPU memory when making an inference. Moreover, the measure-
ments of inference time indicate that an inference of object detector adds an overhead time
to the inference process. To eliminate this problem, we propose CenterUNet architecture
(Figure 25), which can produce rotated object detection and semantic segmentation in
one pass. We have noticed that U-Net (Figure 13) and CenterNet (Figure 22) have a very
similar encoder-decoder architecture, so we modified the decoder of CenterNet to also
produce full-size segmentation masks. In this way, detection and segmentation branches
of CenterUNet share an encoder and a part of the decoder, and the whole network is
trained end-to-end simultaneously for both tasks. Analogous to the architecture with two
models, the outputs of segmentation and detection branches are combined to produce an
instance segmentation using a watershed algorithm. We also evaluate the performance
of this method and report an improvement in object-wise metrics compared to using
segmentation only. Moreover, we observe that CenterUNet inference time is lower than
the inference time of U-Net + YOLO or U-Net + CenterNet combinations.

Next, we have investigated how a presence of an object detection branch in Cen-
terUNet (Figure 24) influences the performance of a segmentation branch. For each
dataset, we have trained a CenterUNet with an object detection branch either being
trained or not (using a zero loss weight). Evaluation has shown that the presence of a
detection branch (without watershed postprocessing) has improved the instance segmen-
tation on the PerkinElmer 7CL Brightfield dataset. On the other hand, the segmentation
performance on the PerkinElmer 7CL Fluorescent dataset has not changed, indicating
that the segmentation branch is capable of segmenting nuclei pixels correctly on its own.
As for Data Science Bowl 2018 and HuBMAP Kidney glomeruli datasets, training an
object detection branch has decreased segmentation performance. The degradation of
segmenting glomeruli on histology images might have been caused by the fact that there
are a lot of truncated glomeruli on sampled 256 x 256 px patches (Figure 28d). It means
that glomeruli centers on ground-truth binary masks of these patches may not match real
glomeruli centers, which may not even be present on a patch. This effect could have
been mitigated by a more sophisticated patch sampling from the original high-resolution
images (Figure 12a) to reduce the number of truncated glomeruli processed by the
network.

Finally, we have investigated how different components of the CenterUNet detection
branch influence the segmentation branch performance. We have trained several models
with different object detection heads (center heatmap, width/height, rotation angle) turned
on or off. The evaluation metrics on the PerkinElmer 7CL Brightfield dataset indicate
that the most significant gain to segmentation performance comes from predicting a
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center heatmap, while additionally regressing object width, height, and rotation angle
slightly decreases the performance.

In general, object detection seems to impact semantic segmentation positively for
some types of microscopy images when combined into one model like CenterUNet and
trained using multi-task learning. However, it requires validation on each particular
dataset and a meticulous choice of loss weights to ensure that detection does improve
the segmentation. Nevertheless, when it comes to combining object detection and
semantic segmentation using watershed postprocessing, the impact of this postprocessing
is positive for all types of microscopy data, as separating the touching objects inevitably
leads to better instance segmentation both visually and in terms of metrics.

6.1 Limitations

The results of our experiments have shown that instance segmentation performance on
various medical imaging domains is very different. While the instance segmentation
quality of fluorescent images is of high quality, the performance on brightfield images
leaves much room for improvement. It means that the performance of our method should
be evaluated individually for each new dataset it is applied to.

6.2 Future work

There exist several directions for potential improvement that can be implemented in the
future to improve the instance segmentation quality of microscopy images. Firstly, U-Net
architecture is not an only choice for a segmentation architecture anymore. There is a vari-
ety of other architectures that can be tested, namely Feature Pyramid Network [LDG " 17],
Pyramid Attention Network [LXAW 18], DeepLabV3+ [CZP* 18] and others.

Secondly, it is possible to train a neural network to predict an additional mask channel
with object borders. This channel can be subtracted from the object mask in order to
separate touching nuclei [CQY117]. Adding this method to the proposed pipeline by
combining object detection and semantic segmentation using watershed postprocessing
can further improve the instance segmentation on datasets with high object density.

The proposed CenterUNet architecture produces rotated bounding boxes as part of the
output. However, we use only the centers of these boxes during watershed postprocessing
to separate touching objects. Further research can be directed to finding a way to
incorporate the orientation of these objects into the object separation process.
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7 Conclusion

Microscopy image analysis has dramatically benefited from the development of deep
learning methods in computer vision. Biologists and pharmacists can now locate and
segment microscopic objects on images for further analysis with high throughput and
precision. We have shown that the instance segmentation quality of such objects can be
improved by combining segmentation and object detection methods into one pipeline,
which can help distinguish individual objects in microscopy images better. We have
presented a novel neural network architecture that combines object detection and semantic
segmentation capabilities in a single model and achieves good results on both tasks with
low computational overhead. Moreover, we have demonstrated a positive impact of
object detection on semantic segmentation directly when trained simultaneously inside
one network using multi-task learning. We have also shown the advantages and the great
potential of using rotated object detection methods in digital microscopy. We conclude
that our model can be integrated into various cell segmentation, detection, and counting
pipelines inside modern microscopy image analysis software.
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Appendix

I. Supplementary figures
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(a) Zoomed sample from PerkinElmer 7CL Brightfield dataset

(c) Sample from Data Science Bowl 2018 dataset

Figure 33. Examples of bad instance segmentation performance of CenterUNet. Raw
image (left), ground-truth segmentation (center), prediction (right).
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