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Fast Fourier Convolutions in Self-Supervised Neural Networks for
Image Denoising

Abstract: Quality of digital images depends on a multitude of environmental and
equipment factors. In many cases our options for optimizing imaging conditions are
limited, and the acquired images turn out to be corrupted with noise. Recently, denoising
convolutional neural networks (CNN) have started to outperform classical denoising
algorithms. If approached naively, these networks require a lot of pairs of noisy and
clean images from the particular domain. In some fields (e.g. in biomedical imaging)
it is hard to collect such data in abundance. This limitation has accelerated a research
for self-supervised networks what can learn denoising just from noisy images alone.
However, such networks’ performance could be constrained by the the limited receptive
field of regular convolution.

To mitigate this problem, a new modification for CNNs was proposed: Fast Fourier
Convolution (FFC). Here, a global receptive field is achieved by using Fourier Transform
and convolving spectral representation. Global perception field can help CNNs to better
capture dependencies in image regions which are far apart. Given the ability of FFC
to enhance multiple state-of-the-art classification neural networks, we hypothesize that
denoising neural networks could also gain from its use.

In this work, we design multiple approaches for incorporating FFC into self-supervised
neural networks for image denoising. We evaluate these approaches on three diverse
benchmark datasets and compare them with both supervised and self-supervised methods.
We empirically show that FFC-enhanced denoising network achieves the state-of-the-
art results on character dataset and shows comparable level of performance for both
grayscale and color natural images.

Keywords:
deep learning, neural networks

CERCS: T111 - Imaging, image processing; P176 - Artificial intelligence
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Fourier’ sidumid juhendamata mürapuhastuse tehisnärvivõrkudes
Lühikokkuvõte: Keskkond ja kasutatav tehnika mõjutavad kujutamisel loodud piltide
kvaliteeti. Mitmetel juhtudel ei ole aga võimalik neid tegureid optimeerida ja saadud pil-
did on mürased. Hetkel põhinevad parimad mürapuhastusmeetodid sidumnärvivõrkudel
(ingl. k. Convolutional neural network ehk CNN). Üldiselt vajavad sellised tehisnärvivõr-
gud hästi töötamiseks palju müravabu pilte valdkonnast. Osades valdkondades (näiteks
biomeditsiiniline mikroskoopia) on selliseid pilte keeruline koguda suurtes kogustes.
Seetõttu on muutunud oluliseks juhendamata õppe närvivõrgud, mis suudavad õppida
mürapuhastust vaid müraste piltide pealt. Väikese nägemisväljaga sidumid võivad aga
selliste närvivõrkude täpsust piirata.

Selle probleemi üks võimalik lahendus võib olla hiljuti välja pakutud Fourier sidum
(ingl. k. Fast Fourier Convolution ehk FFC). Sellel sidumil on piiramatu nägemisväli,
kuna enne sidumioperatsiooni viiakse läbi Fourier’ pööre. Piiramatu nägemisväli võib
aidata CNN-idel paremini seostada omavahel pildiosi, mis asuvad üksteisest kaugemal.
FFC-ga on täiustatud mitmeid kaasaegseid klassifitseerimise närvivõrke. Magistritöö
hüpotees on, et ka mürapuhastuse närvivõrgud võiksid FFC-st kasu saada.

Magistritöös disainitakse mitu erinevat meetodit, kuidas FFC-d juhendamata mürapu-
hastuse närvivõrkudes kasutada. Meetodeid testitakse kolmel eri võrdlusandmestikul ja
tulemusi võrreldakse teiste mürapuhastusmeetoditega. Hiina kirja andmestikul saavuta-
takse FFC-ga täiustatud närvivõrkudega tipptasemel tulemused ning loomulike värviliste
ja halltoonides piltide andmestikel saavutatakse olemasolevate meetoditega võrreldavad
tulemused.

Märksõnad:
sügav õppimine, tehisnärvivõrgud

CERCS: T111 - Pilditehnika; P176 - Tehisintellekt
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1 Introduction
Imaging is an important concept to better understand the world around us. However,
the acquired images are rarely perfect copies of the imaged scene. Imperfections in the
imaging system, non-ideal conditions, and environmental perturbations create unwanted
modifications (noise) to the images, lowering their quality.

There are multiple ways to combat noise in imaging. For example, we can increase the
image acquisition time, improve lighting conditions or apply post-processing algorithms.
Still, some of these methods might not be viable options when cutting-edge science is
concerned.

For instance, in microscopy imaging in biology, there are situations where decreasing
the light exposure could be favorable. There can be many reasons for that: speeding
up the measurements, avoiding damaging fragile samples with excessive laser light, or
spending the photon budget for better spatial resolution instead. In such cases, we can
only rely on post-processing methods for image denoising.

Over the years, various analytical algorithms have been proposed for image denois-
ing [1][2]. However, thanks to fast advancements in machine learning, convolutional
neural networks (CNN) have started to outperform classical algorithms. One limiting
factor of supervised CNNs is that they require lots of training data to work well. For
denoising the training data comprises of pairs of noisy images and their respective noise-
free analogues. In many fields collecting large amounts of clean samples is not viable
and so there has been a push for self-supervised networks that can learn denoising from
noisy images alone.

In 2020 a new modification for CNNs was proposed: Fast Fourier Convolution
(FFC) [3]. The motivation for this proposal stems from the fact that regular convolutions
have a limited visual field of perception and might fail to capture essential details of
the image that are far apart. This problem is solved using FFC, as it operates in the
spectral domain and “sees” the whole image all at once. These FFC blocks can be
imputed in place of vanilla convolutions. The authors of FFC demonstrate that multiple
state-of-the-art neural networks could benefit from the use of FFC. We hypothesize that
denoising neural networks could also gain from the use of FFC.

The goal of the master thesis is to investigate the effect of FFC on self-supervised
denoising neural networks. We combine FFC with state-of-the-art self-supervised de-
noising method Noise2Same [4]. We test different strategies to integrate FFC blocks into
encoder-decoder CNNs on different datasets (BSD68, Hànzì, ImageNet). Furthermore,
we investigate how FFC hyperparameters affect denoising performance. To our best
knowledge, this is the first attempt to utilize FFC in denoising neural networks.

In the first chapter, we give an overview of image denoising, relevant neural networks,
and FFC. In the second chapter, we describe network designs and experimental setup.
In the third chapter, we discuss the experimental results. Finally, in the last chapter, we
summarize the thesis content.
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2 Background
In this chapter we give an overview of digital image denoising, artificial neural networks
and Fast Fourier Convolution.

2.1 Denoising
Denoising is the process of recovering a clean signal from its noisy acquisition. In digital
imaging, almost always, some sort of noise is added to the "true" image, degrading
its quality. This means that the pixel values of the picture might not represent the
imaged scene truthfully. Noise can be caused by multiple reasons: insufficient lighting,
unwanted background lightning, aberrations from an optical system, or limitations from
the electronic components.

2.1.1 Noise types in digital imaging

Here we give a short overview of the main types of noise one can encounter in digital
imaging. These include Gaussian noise, salt-and-pepper noise (both Figure 1) and shot
noise (Figure 2).

Gaussian noise (Figure 1b) can manifest from many different physical processes,
which have random elements. The root cause comes from the central limit theorem:
when independent random variables are summed up, their sum tends toward normal
distribution. Thus the added noise values for each pixel are drawn from the normal
distribution (1), where µ is the mean value of the noise and σ2 is the variance.

f(x) =
1

σ
√
2π

e−
1
2
(x−µ

σ
)2 (1)

Salt-and-pepper noise (also called impulse noise; Figure 1c) comes from errors in
data transmission and failures of electronic components. This noise takes the form of
white and black pixels in the image, which looks like somebody has shaken salt and
pepper to the image. Salt-and-pepper noise can be modeled with a Bernoulli distribution.

Shot noise (also called Poisson noise) is a type of noise, which can be modelled by
a Poisson process. In digital imaging, shot noise occurs during photon counting in an
optical sensor. The number of photons detected by the sensor at any given time fluctuates
creating noise in the image. This happens due to photons’ independence to each other,
meaning that they arrive at random times. Arrival of photons over a time interval t can
be described with a discrete Poisson distribution:

P (N = k) =
(λt)ke−λt

k!
, (2)
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(a) Original image (b) Gaussian noise (c) Salt and Pepper noise

Figure 1. Example of Gaussian and Salt and Pepper noise.

Figure 2. Shot noise simulation. Light exposure is increased from left to right.

where N is the amount of photons measured and λ is the expected number of photons
per time unit t (proportional to the illuminance of the scene). Photon arrival time
fluctuations are evened out if the exposure to the light is high or the measurement time
is long. To the contrary, shot noise becomes very apparent when imaging in low light
conditions.

2.1.2 Classical denoising algorithms

Usually, denoising is an ill-posed problem, meaning that there is not enough information
in the noisy picture for perfect reconstruction. However, we can attempt to restore the
original image if we make assumptions about the type of noise in the picture. Useful
information about the noise includes its nature and its power spectral density. We can
also make assumptions about image structure and use its self-similarity for restoration
purposes.

Different statistical methods have been developed on these sets of assumptions to
denoise digital images. Simpler methods include median and average filters, which
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assign each pixel average or median value of its neighbours, respectively. Averaging
filters are good if the noise values are independent of each other and have a zero mean
(noise can be averaged out with multiple acquisitions or longer exposure time). Median
filters help to combat extreme pixel values like the ones that salt-and-pepper noise adds.
However, simply aggregating over neighboring pixel values harms the sharpness of
the image. More sophisticated denoising algorithms include Block Matching and 3D
filtering [2] and Non-local means [1]. These methods are commonly used as benchmarks
when evaluating new denoising algorithms.

Non-local means (NLM) uses averaging of pixel values, but in a more complex way
than an average filter. Pixels are weighted over their similarity, and averaging happens
over the most similar pixels, which might not be located in the target pixel’s immediate
neighbourhood. Pixel-wise implementation of non-local means for denoising a color
image u = (u1, u2, u3) at pixel p follows as:

ûi(p) =
1

C(p)

∑
q∈B(p,r)

ui(q)w(p, q), (3)

where i ∈ {1, 2, 3} and B(p, r) marks a neighborhood centered around pixel p with a
size of (2r + 1)× (2r + 1) pixels. The choice of patch radius r depends on the standard
deviation of noise: for higher values of σ, larger patches are needed for denoising. The
weighting function w(p, q) calculates the similarity between a patch B(p, r) and B(q, r).
Squared Euclidean distance is used for the similarity metric. C(p) is a normalization
term: C(p) =

∑
q∈B(p,r) w(p, q). We can see that only pixels in the range of B(p, r) are

considered for the algorithm, and hence the name "non-local means" is a bit misleading:
it is still a semi-local algorithm (in theory, the range can be set to cover the whole image,
but in practice, it would be too slow).

Block matching and 3D filtering (BM3D) also focuses on pixel neighbourhood
similarity. The algorithm has three steps: block matching, collaborative filtering, and
aggregation. At first, similar patches of an image are grouped together to form 3D arrays
(Figure 3). Then, collaborative filtering happens: each stack is linearly transformed
to another basis, Wiener filtering or a thresholding strategy is applied to reduce the
noise, and finally, the stack is converted back to the original domain with an inverted
transformation. Finally, the patches are moved back to their original position on an
image. Some patches can overlap, so the final picture is obtained by aggregating all of
the local (pixel) estimates using a weighted average.

Recently denoising neural networks have come into spotlight as they start to out-
perform classical denoising algorithms [5, 4, 6]. Hence, this thesis focuses on neural
networks for denoising. Next, we will go over the theory on artificial neural networks
and then discuss denoising with neural networks.
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Figure 3. Example of block matching in BM3D: similar patches are stacked together [2].

2.2 Artificial neural networks
Artificial neural networks are a subclass of machine learning models inspired by bio-
logical neural networks in the brain. Neuron, the smallest information processing unit
in the brain, "listens" to electrochemical signals from connected neurons. If the total
input signal to the neuron reaches a certain threshold it will generate its own electrical
signal. While the underlying biological process is very complex, this idea of a neuron as
a computational unit is powerful and can be generalized for the purposes of computer
science.

2.2.1 Perceptron

Single computational neuron is called perceptron and can be described with the function

f(x) =

{
1 if w · x+ b > 0,

0 otherwise
, (4)

where w · x is an inner product between a vector of inputs and vector of weights
and b is a bias term. Essentially, if the sum of weighted inputs is larger than a threshold,
perceptron outputs a 1 and otherwise a 0. This non-linearity of the perceptron is integral
for neural networks to learn complex patterns from the data.

10



2.2.2 Fully Connected network

Multiple layers of perceptrons can be formed into a Fully Connected (FC) network. Each
layer of perceptrons gets its inputs from all of the perceptrons in the previous layer and
outputs to the perceptrons in the next layer (Figure 4). The first layer uses prediction
features as an input, and the last layer of the network outputs the prediction(s). The
threshold activation function of a perceptron is usually replaced by a more complex
function such as Rectified Linear Unit (output scales linearly with the input if the
threshold is reached) or sigmoid function.

Figure 4. Example of fully connected neural network with multiple hidden layers [7].

Usually, the weights of the network are randomly initialized from a zero-mean
Gaussian distribution or uniform distribution [8, 9]. And so, at first, the model outputs
completely random predictions. Appropriate values for the weights need to be learned
during the training. Network training needs a learning rule - a loss function - and an
optimizer to act on the learning rule. After a batch of training data is passed through
the network, the loss function measures the goodness of the predictions compared to the
ground truth. Then partial derivatives of the loss function are calculated w.r.t each weight
of the network using backpropagation algorithm [10]. Based on the derivatives, the
optimizer changes the network weights to minimize the loss function (e.g., mean squared
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error for a regression task or cross-entropy for a classification task). After updating the
weights, a new batch of data will be passed through the network, and the training process
will repeat.

Because the distribution of training data might change from batch to batch a good
practice is to add batch normalization layers between FC layers. Standardizing and affine
rescaling of the inputs before each layer has been shown to accelerate the training and
make the network more robust to weight initialization strategies [11].

Training data is iterated multiple times through the network. The goal of the training
is to find such parameters (weights) for a model so that it could best fit the data distribution
presented to it by minimizing the loss function.

2.2.3 Convolutional neural network

FC network is not the best solution for tasks related to visual data. Images have high
dimensionality and therefore it would require huge FC networks to meaningfully learn
from image data. For example, consider a relatively small color image of size 256×256
pixels. It would have a dimensionality of 3×256×256 = 196608. Besides the high
dimensionality, we also have to acknowledge the importance of context. To understand
what a pixel in an image is representing we cannot just look at the individual pixel — it
is vital to consider the neighborhood of the pixel. Unfortunately, FC networks don’t have
any inherent local context sensitivity built into them. Convolutional Neural Networks
(CNNs), inspired by human visual perception, attempt to solve both problems by using
moving filters.

CNNs use layers of moving neurons (also called filters or kernels) that slide over the
image and in each position use all of the underlying pixel values to output a single value
to the next layer. Usually, small kernels (e.g., 3 × 3 or 5 × 5) are used consecutively.
Therefore the information about a pixel neighborhood is preserved through layers. It
is also common to use 1 × 1 kernels to introduce channel interaction. The number of
parameters in CNN is fixed with the choice of filters and is not tied to the resolution of
the images. Essentially, these filters transform the image the same way as convolutions
in signal processing. Usually, multiple convolutional layers are stacked together. The
first layers extract low-level features from the image such as edges and corners. Deeper
layers can then build upon it and extract much more complex features relevant to the task
at hand. Each moving filter generates its own feature map (also called a channel) and one
layer can have multiple filters (Figure 5). Dimensions of the feature map depend on the
size of the input, size of the filter and the stride of the filter. Usually the number of feature
maps increases with the depth of the network but the size of these maps decreases due to
downsampling layers. For the classification task, the network converges to the feature
representation and finishes with a fully connected layer, which predicts the label of the
image. For the tasks, when the output of the network is of the same size as the input (e.g.
in denoising), we need to expand the extracted feature maps back to the original size. We
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Figure 5. Example of CNN architecture (Aphex34, CC BY-SA 4.0).

discuss this process in the following section 2.2.4.
CNNs architecture designs can be quite deep, and thus more difficult to train than

shallow networks. One way to improve the training for deeper networks is to use residual
blocks famous from ResNet neural network architectures [12]. Residual block consists
of few convolutional layers, where the output of the final convolution directly adds to
the input of the block (Figure 6). This residual connection between input and the ouput
of the block allows better information flow between the layers which can increase the
performance of the networks.

Figure 6. Example of residual block [12].

2.2.4 U-Net

U-Net is a widely used fully convolutional neural network architecture which was
originally intended for biomedical image segmentation [13].

CNNs are often trained for classification tasks where the model’s output is a single
discrete label. However, there are cases where the output also needs to be an image (e.g.,
semantic segmentation, denoising). In such instances, CNNs also have to expand after
contracting. U-Net offers a solution by having an encoder and a decoder.
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Figure 7. U-Net architecture for denoising. Rectangles show the shape change of the
input tensor, width of the rectangles represents the number of channels and rectangle’s
height shows the size of the spatial dimensions. Name of the network comes from the
shape.

Encoder, the first part of the U-Net, looks like a usual CNN: input image is convolved
and downsampled in multiple steps, and the number of image channels is increased —
the input image is transformed into high-level feature space. The decoder is symmetrical
to the encoder: decoder output is upsampled, and the number of channels is decreased
through the convolution until the input reaches its original dimensions. Features from
the encoder path are concatenated with upsampling outputs via skip connections to bring
localized information to the final output.

Encoder and decoder are divided into operational blocks bounded by downsampling
and upsampling operations. These blocks are realised as residual blocks. The symmetry
of encoder and decoder ensures that the final output has the same dimensions as the input,
and thus U-Net can work with images with many different resolutions.

Denoising neural networks need an architecture that takes an image as an input and
outputs an image. This requirement makes U-Net a good fit for such networks. An
example of denoising U-Net is shown in Figure 7.

2.3 Denoising with neural networks
Denoising neural network aims to reconstruct a clean image from a noisy one. A
classical way to train a denoising neural network would be to add artificial noise to a set
of clean images and then use the pairs of clean and noisy images to train a CNN. This
strategy is called Noise2True. In biological imaging, this approach includes networks
such as Content-Aware Image Restoration (CARE) for fluorescence microscopy [5]
and Deep-STORM for super-resolution single-molecule microscopy [14]. Sadly, this
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method is not usually feasible: clean images often do not exist because it is prohibitively
time-consuming to gather them in large numbers.

Lehtinen et al. propose a solution to this problem with Noise2Noise (N2N) - de-
noising method, which doesn’t require clean data and can learn to denoise just from
looking at noisy images [15]. To explain this method, let us consider a set of unreliable
measurements (x1, x2, . . .) of some value. We can minimize a mean squared error (L2

loss function) L(ŷ, x) = (ŷ − x)2 to find an estimate ŷ of the true value. Minimizing
this loss gives us ŷ = Ex{x}. Thus, the best estimate is the average of all noisy values.
Now coming back to image denoising, if we train a neural network with pairs of noisy
and clean images and use L2 loss, the network learns to output the average of all the
plausible explanations for the noisy images (one noisy image could be explained by
multiple clean images). This results in blurry images, and it is usually an unwanted
side-effect. However, this also means that the clean training data could be corrupted with
zero-mean noise, and it wouldn’t change what the network learns. This insight is the
basis for Noise2Noise. The authors demonstrate it by training a network only with pairs
of independently corrupted images, and it still learns to denoise.

The drawback of Noise2Noise is that it needs multiple noisy samples of the same
frame to work. For real-world use cases, this requirement can be unattainable. This
limitation is removed with the introduction of Noise2Void, which only needs a single
noisy sample per image for training [6]. It operates on two assumptions: (i) signal is
not pixel-wise independent, (ii) noise is conditionally pixel-wise independent given the
signal. Noise2Void uses blindspot denoising: to denoise a pixel in an image, other pixels
of the same image are used, but never the pixel itself. It is implemented by pixel masking:
in training, a small percentage of pixels are masked, and their original noisy values are
used as target values. The loss function is modified to zero for all the non-masked pixels.
This blindspotting strategy is vital when the noisy image is used both as an input and
target image. Otherwise, the network would be able to learn an identity function and
output the same noisy image it received as an input. Similar blindspotting strategies are
also used in Noise2Self

This blindspotting method is further improved with Noise2Same, which argues that
the algorithm would be handicapped if it is blind to the pixel to be denoised and strict
blindness is not needed [4]. A more complex strategy is used instead to avoid learning
the identity function. For each image in training, two forward passes through the network
are made (Figure 8). Once with an original noisy image and once with a noisy image
where some pixels are masked. Noise2Same loss is a combination of the outputs of both
forward passes and is given by

L = Lrec/m+ λinvLinv, (5)

where the first term is the reconstruction loss, second is invariance loss, m is the
number of dimensions and λinv is a hyperparameter. The loss function has two terms:
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(i) for reconstruction loss the output of the unmasked forward pass is compared to it’s
input with a mean squared error (MSE), (ii) for invariance loss the output of the masked
forward pass is compared to the output of the unmasked pass for square root of invariance
MSE. This second term of loss ensures that the network will not learn an identity function.
Reconstruction and invariance loss equations are given by:

Lrec = Ex||f(xxx)− xxx||2 (6)

Linv = EJ

[
Ex||f(xxx)J − f(xxxJc)J ||2/|J |

]1/2
(7)

where J is a subset of m dimensions and represents the masked pixel space and J c

denotes the complement of J . Therefore xxx stands for the noisy image, xxxJc for the masked
noisy image (all dimensions except J) and f(xxx)J denotes the values of f(xxx) on J .

N2S is currently regarded as the state-of-the-art method for neural network based
self-supervised denoising.

Figure 8. Noise2Same framework. Lrec is calculated over whole image while Linv is
only calculated on masked pixel positions.

2.4 Fast Fourier Convolutions
CNNs are not optimal for tasks that require combining spatially far apart information
(e.g., human pose estimation, image inpainting). Convolutional layers have limited
receptive field (frequently 3×3 pixels), and so the network must be quite deep to bring
spatially distant input points together. This can be a problem as deeper networks are
usually harder and more expensive to train. Fast Fourier convolution (FFC) offers a
solution when a non-local receptive field is desired [3].

Chi et al. introduced a new convolution block where some of the convolutions are
carried out in the frequency domain thus obtaining a global receptive field. This FFC
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block can be used to replace vanilla convolutions in conventional CNNs. Authors of
FFC demonstrate elevated accuracies on vision benchmark datasets (ImageNet [16],
MS-COCO human keypoint detection [17], Kinetics for video action recognition [18])
when switching convolutional layers to FFC in state-of-the-art CNNs. We will go over
relevant Fourier theory, before introducing the design of the FFC.

2.4.1 Fourier theory

Fourier Transform (FT) is powerful tool in signal processing. It takes a function of time
or space and transforms it into a function of temporal frequency or spatial frequency. In
essence, FT deconstructs the signal into sinusoids it is composed of. General formula of
FT for f(t) is given by

F (ω) =

∫ ∞

−∞
f(t)e−2πitωdt, (8)

where ω is frequency and F (ω) represents, what frequencies are present in f(t). We
can restore the original signal from F (ω) with the inverse FT:

f(t) =

∫ ∞

−∞
F (ω)e2πitωdω (9)

For a simple example of FT, we can consider sound. Sound waves are air molecules
vibrating and, in turn, changing the air pressure, which allows us to perceive it. Sounds
are usually a sum of multiple pure tones (single tone = air molecules vibrating with a
certain frequency), and by listening, it is hard to tell what are the underlying tones that
create that sound. If we apply FT to a sound signal (air pressure as a function of time),
we get a function that characterizes the tones present.

Figure 9. Example of 2D FT of natural image (Ivar Leidus, CC BY-SA 3.0).

Two-dimensional FT is usually applied to images. It also breaks the image down to
the sinusoidal components, but in this case, the sinusoids serve as spatial frequencies
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instead of temporal. 2D FT of an image can also be plotted as an image, but taking the
modulus of the transform is needed as it is a matrix of complex numbers (Figure 9). Each
pixel in such FT image represents a different sinusoidal component (also called a grating)
of the original image. Pixel’s value is the amplitude of the grating, the vertical distance
from the middle of the image represents the orientation of the grating, and the horizontal
distance represents the frequency of the grating (Figure 10). Information about the phase
of the gratings is encoded in the complex Fourier matrix but not in the image itself (we
show absolute values). Also, note that FT images are symmetrical to the center.

Figure 10. Examples of 2D FT of gratings to show the meanings behind the pixels of
transformed images. FT images are zoomed in to the center. Bottom right image is a
sum of two gratings from the top row.

In computer science, discrete Fourier transform is used instead of the continuous
one as it is computationally less expensive and digital signals are already discrete. The
general formula of DFT is defined by

Xk =
N−1∑
n=0

xn · e−
i2π
N

kn. (10)

DFT is usually implemented with a fast Fourier transform algorithm.

2.4.2 FFC Block Design

The key idea behind FFC comes from convolutional theorem in Fourier theory: con-
volution in the time/spatial domain is equivalent to a point-wise multiplication in the
frequency domain. Thus, we can update the input image in the frequency domain, and it
has a global effect on the spatial domain, giving us a non-local receptive field.
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FFC is divided into two branches, which have different types of receptive fields:
local and global. The local branch works as a normal convolutional layer. The global
branch operates in the spectral domain and carries out global updates to the input. Input
tensor to the FFC is split channel-wise between the two paths. Branches also exchange
information with a local to global and global to local connection (Figure 11).

Figure 11. Left: Architecture of Fast Fourier Convolution. "
⊕

" means element-wise
sum. In this figure, ain = aout = 0.5. Right: Architecture of the spectral transformer.
Quarter of the channels are also used for Local Fourier Unit.

Let X be the input to the FFC and let it have dimensions of H ×W × C (height,
width, channels). At the start of FFC, the input is split along the channel dimension to
local part Xl with (1− αin)C channels and global part Xg with αinC channels. αin is
the ratio of channels allocated to the global branch. The output of the FFC is also divided
into two parts of Yl and Yg and parameter αout controls the channel allocation between
the outputs. Forward pass of the FFC can be then described by following formulas:

Yl = fl(X
l) + fg→l(X

g), (11)

Yg = fg(X
g) + fl→g(X

l). (12)

fl acts as a branch with local perception field and is implemented by a normal
convolutional layer. Likewise, fg→l and fl→g that act as information exchangers between
the two branches are implemented with a convolutional layer. fg has a global receptive
field and is called spectral transformer.

Spectral transformer (Figure 11) begins with a 1 × 1 convolution that halves the
number channels to reduce the computational costs. Next, the remaining channels are
inputed to the Fourier Unit and Local Fourier Unit. Both carry out the same spectral
convolution but in different boundaries. Outputs of the Fourier Unit, Local Fourier Unit,
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and the input are summed element-wise and a 1 × 1 convolution restores the original
amount of channels.

Fourier Unit conducts the FFT on the whole image at once, while Local Fourier
Unit splits the image into four separate quarters first. Hence, Local Fourier Unit has a
semi-global receptive field. The effect of Local Fourier Unit varies between the tasks and
it can also be turned off. Authors of the original paper demonstrate that Local Fourier
Unit clearly complements Fourier Unit in image classification task. Figure 13 explains
the input handling in Local Fourier Unit.

Figure 12. Pseudocode of Fourier Unit [3].

Pseudocode for Fourier Unit is shown in Figure 12. Fourier Unit starts with a FFT.
The output of FFT is in two parts: real and imaginary. As the input to the FFT is
real, the two parts are symmetric and we can ignore the imaginary output. To simplify
computations, imaginary part is still used and concatenated together with the real part.
Then a normal 1× 1 convolution is conducted following batch normalization and ReLU
activation. Note that larger kernel size for the convolution is not needed since any
operation in the spectral domain has a global receptive field. Then the tensor is split
again to real and imaginary part and inverse FFT is carried out to output a tensor with
only real numbers.

Figure 13. Input processing pipeline for Local Fourier Unit. Only quarter of channels are
used for LFU. Tensor is split into four and then stacked together. After Fourier Unit the
tensor is spatially shifted and replicated to achieve the original dimensions (light green
features are copies of white ones) [3].
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3 Methods
In this chapter, we discuss the setup details of the experimental work. First, we go over
the neural network architectures tested. After that, we introduce the datasets used in
experiments and strategies for data noising and augmentation. Lastly, we describe the
evaluation metrics.

3.1 Base network architecture
All of our neural network designs use the vanilla U-Net as a base. We use different strate-
gies to replace normal convolutions with FFC and investigate its effect on performance.
The aim is to keep our own network implementations similar to the baseline in terms of
the number of parameters and overall U-shape so that the results would be comparable.
The baseline U-Net is the same as presented in Noise2Same. After the first convolution,
the initial number of feature maps is 96; it is doubled with every downsampling operation.
Architecture of the baseline U-Net is given in Table 1 and a visual representation in
Figure 7. Details of normal residual blocks are shown in Table A1.

ID Name Nout

1 Input n
2 Encoder Residual Block 1 96
3 Downsample 96
4 Encoder Residual Block 2 192
5 Downsample 192
6 Bottom Residual Block 384

7 Upsample 192
8 Concatenation (from 4) 384
9 Decoder Residual Block 2 192

10 Upsample 96
11 Concatenation (from 2) 192
12 Decoder Residual Block 1 n

Table 1. Overview of the baseline model. Outputs of encoder residual blocks get
concatenated to the inputs of respective decoder blocks. Up- and downsampling are
carried out with a 2×2 convolution, with a stride of 2 (in case of upsample the convolution
is transposed).
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3.2 FFC designs
FFC operates with a global and local path. The channel allocation is defined by αin and
αout. As the shallowest layers are for low-level pattern recognition, it makes sense to
set all of the channels to the local path at first (αin = 0). In intermediate layers we set
αin = αout and for the last consecutive FFC layer we converge all of the channels to
local branch with αout = 0. It is important to note that the main novelty of the FFC is
apparent when αin, αout > 0 as the spectral transformer applies only to the global-to-
global connection. Still, we need the first and the last FFC for dividing channels between
local and global branches and merging channels back to the local branch, respectively.
We test two different designs for replacing normal convolutions with FFC: converging
design and Twin Pass design.

3.2.1 Converging FFC designs

In the case of converging design, we isolate FFC branching only to a current encoder
(or decoder) block level. This means that the input tensor for such block is only in a
single local branch and the output is also in a single local branch. Global channels are
self-contained inside a block. This design keeps the network architecture very modular
as inputs and outputs of the block are identical to the vanilla U-Net. The downside of
this design is the constant need to use FFCs for branch division and merging, which are
not performing spectral convolutions.

Normally, U-Net residual block has two convolutions. This alone is not enough to
implement such a converging FFC design. Convolution is needed for channel division
and another for channel merging, leaving none for spectral convolution. However, if we
use convolutions for downsampling and upsampling operations, we can switch them for
FFCs and make this converging design work. For a single encoder block we have an
FFC downsampling operation followed by two FFC convolutions (Figure 14). Problems
arise if we want to mirror this design to a decoder. After FFC upsampling, there would
be two branches present, but the input coming from the skip connection is only in the
local branch. In that case, we use 1 × 1 convolution in the skip connection before
concatenating channels together so that the model could better learn how to mix global
and local channels. We further reference this approach as a vanilla FFC design. The
details of this design are given in Table A2.

Another solution for the lack of convolutional layers is to introduce a new convolu-
tional layer to the encoder and decoder blocks (Figure 15). That way, we can keep using
regular convolutions for up and downsampling, and therefore we can utilize FFCs also in
the decoder. This increases the number of trainable parameters, but it is straightforward
to compare it to the vanilla U-Net with an added regular convolutional layer. We name
this design an Extra Layer, and details of this design are given in Table A3.
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Figure 14. Vanilla FFC design. Modified residual block from U-Net encoder. Decoder
design is mirrored. Residual block shortcut is not includded in the figure.

Figure 15. Extra Layer design. Modified residual block from U-Net encoder. Decoder
design is mirrored. Residual block shortcut is not includded in the figure.

3.2.2 Twin Pass FFC design

In the Twin Pass design, local and global channels are not merged together at the end of
every block (Figure 16). Both spatial and spectral information flow through the network
in parallel. Both branches have a separate up- and downsampling layers and separate
skip connections. Only the first and the last FFC layer deal with channel division and
merging. This design is in line with the FFC implementation to the ResNet architectures
by the authors of FFC. Details of Twin Pass are given in Table A4.

3.3 Datasets and data preparation
Below we describe datasets used in experiments and how the noise was generated for
each dataset. The setup used is mostly based on setup used in Noise2Same paper [4]. For
all datasets, we apply rotation and flipping data augmentations. We randomly pick 0.5%
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Figure 16. Twin Pass FFC design. Modified residual block from U-Net encoder. Decoder
design is mirrored. Residual block shortcut is not includded in the figure.

of the pixels for image masking and replace them with Gaussian noise (σ = 0.2).

3.3.1 BSD68

BSD68 is dataset of grayscale natural images. It is part of The Berkeley Segmentation
Dataset and Benchmark [19]. For training, patches of size 128× 128 are cropped from
each of the 400 images in range of [0, 255]. These images are corrupted with zero mean
Gaussian noise (σ = 25). Trained models are evaluated on 68 images corrupted with the
same type of noise.

3.3.2 Hànzì

Hànzì consists of 64 × 64 white on black images of hand-written chinese characters
(pixel values within [0, 1]) [20]. The size of the dataset is 78174 images, which is split
90%/10% between training and testing. Images are treated with zero mean Gaussian
noise (σ = 0.7) and Bernoulli noise (half pixels blacked out).

3.3.3 ImageNet

ImageNet is a large visual database of natural images for computer vision research [16].
For training we use the first 20 000 images from ImageNet ILSVRC2012 validation
dataset (RGB values within [0, 255]). From these images 60 000 patches of size 64× 64
are cropped for training. Another 1000 images are used for validation and testing
respectively. Three types of noises are introduced to the images: zero mean Gaussian
noise (σ = 60), Bernoulli noise (p = 0.2) and Poisson noise (λ = 30).
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3.4 Evaluation
We evaluate the performance of models with Peak signal-to-noise-ratio (PSNR). It is
calculated between a denoised image and the ground truth. Peak signal-to-noise ratio is
given by

PSNR = 20 · log10
(

MAX

RMSE

)
, (13)

where MAX is the maximum possible pixel value of the image and RMSE is the root
mean squared error between the pair of images

RMSE =

√∑m,n
i,j=1(Y (i, j)− Ŷ (i, j))2

N
, (14)

where m and n are dimensions of the image and N is the number of pixels in image.
Higher PSNR means that the images are more similar.
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4 Results
All neural networks were implemented in PyTorch [21] and were trained on HPC
cluster of University of Tartu on Tesla V100-PCIE-16GB or V100-SXM2-32GB GPUs.
Our code is available at https://github.com/JoonasAriva/noise2same.pytorch.
Training consisted of 80 000 iterations for BSD68 and 50 000 iterations for other datasets.
We used batch size of 64 for each dataset.

We trained all three different designs (Vanilla, Extra Layer and Twin Pass) for each
dataset mentioned. For each design we also trained a model with a vanilla decoder to
investigate, whether FFC decoder justifies itself. For models, where skip connection
would merge global channels to local or vice versa we added a 1 × 1 convolution as
mentioned above. To address deviations from the Noise2Same design we also added
different baseline models with extra layer in residual block or with 1×1 skip convolution.
The ratio of global channels α was fixed to 0.5 for the FFC models if not stated otherwise.
Besides the main experiments we also explored models with different values for α, or
with Local Fourier Unit disabled.

Main results are given in Table 2 and denoising examples for each dataset are shown
on Figures 17 to 19. On Hànzì most of the FFC models beat the baseline by a substantial
margin. On BSD68 FFC models match baseline results or slightly exceed them. On
ImageNet our model’s performance slightly declines compared to the baseline. We
compare our best performing models to other denosing models in Table 3. We see that
on Hànzì our models beat current state-of-the art models including supervised models.

4.1 Local Fourier Unit experiments
The effect of Local Fourier Unit (LFU) is summarized in Table 4. For each dataset we
picked the best performing designs and retrained them without LFU. Removing LFU
decreases computational complexity but at the same time reduces denoising performance
in most cases. Surprisingly, ImageNet denoising gets enhanced by removing LFU, but it
still is overshadowed by the baseline.

4.2 Global ratio experiments
The authors of FFC set the ratio of global channels α to 0.5. While acknowledging that
the importance of α could heavily depend on the distribution of images, we conducted
a study on Hànzì dataset to see how does changing global ratio affect the model’s
performance. We picked two designs and retrained these on different values for α in
range of [0.25, 0.75]. We also added the baselines (α = 0) for comparison. The results
are given in Figure 20.
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ImageNet Hanzi BSD68 Params Inference time (ms)

1 22.84 14.83 28.14 5.8M 3.68
2 ✓ 22.34 15.19 28.16 5.5M 10.04
3 ✓ ✓ ✓ 22.19 15.21 28.13 4.4M 17.38

4 ✓ 22.81 14.84 28.13 6.0M 5.35
5 ✓ ✓ ✓ 22.49 15.18 28.16 5.4M 14.20
6 ✓ ✓ ✓ 22.34 15.28 28.16 5.3M 11.46

7 ✓ 23.06 15.42 28.16 7.9M 6.39
8 ✓ ✓ ✓ 22.65 15.72 28.13 7.6M 13.67
9 ✓ ✓ 22.39 15.04 28.09 7.6M 9.71

Noisy input 9.69 6.45 20.19 - -

Table 2. Comparison among different denoising designs on different datasets, in terms
of Peak Signal-to-noise Ratio (PSNR). Bold numbers indicate best performance for the
dataset. Checkmarks indicate what components are present in the network. Different
designs are ordered into three groups: designs which don’t need 1× 1 skip convolution,
designs which need it and finally extra layer designs (also no need for 1× 1 convolution).
Baseline for each group is in top row. Parameter count and average inference time for a
single 64× 64 image is also given for networks.

27



Datasets
Methods ImageNet HànZì BSD68

Input 9.69 6.45 20.19

Traditional
NLM [1] 18.04 8.41 22.73
BM3D [2] 18.74 10.90 28.59

Supervised
Noise2True 23.39 15.66 29.06
Noise2Noise [15] 23.27 14.30 28.86

Self-Supervised

Noise2Void [6] 21.36 13.72 27.71
Noise2Self-Noise [22] 20.38 13.94 26.98
Noise2Self-Donut [22] 8.62 13.29 28.20
Noise2Same [4] 22.26 14.38 27.95
Noise2Same (ours) 22.84 14.83 28.14
Extra Layer (enc&dec) 22.65 15.72 28.13
Twin Pass (enc) 22.34 15.28 28.16

Table 3. Comparisons among denoising methods on different datasets, in terms of Peak
Signal-to-Noise Ratio (PSNR). Values for other models are taken from Noise2Same paper
[4]. Noise2Self-Noise and Noise2Self-Donut refer to two masking strategies mentioned
in [22], where the original results presented in [22] are produced by the noise masking.
Bold numbers indicate the best performance among self-supervised methods.

Figure 17. Visualization of testing results on Hànzì dataset. We compare our best model
(extra layer design with FFC encoder and decoder) against vanilla Noise2Same baseline.
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Figure 18. Visualization of testing results on BSD68 dataset. We compare one of our
best models (twin pass without FFC decoder) against vanilla Noise2Same baseline.

Figure 19. Visualization of testing results on Imagenet dataset. We compare our best
model (extra layer design with FFC encoder and decoder) against vanilla Noise2Same
baseline.
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Dataset Design PSNR change Params change

Hànzì Extra Layer (encoder + decoder, 8) 15.72 → 15.68 -0.6M
Hànzì Twin Pass (encoder, 6) 15.28 → 15.21 -0.6M
BSD68 Vanilla (encoder, 2) 28.16 → 28.15 -0.3M
ImageNet Extra Layer (encoder + decoder, 8) 22.65 → 22.71 -0.6M

Table 4. Effect of disabling LFU in a model. We reference respective network designs by
their IDs in Table 2.

Figure 20. Performance change in relation to feature maps dedicated to spectral trans-
former in FFC. Used Twin Pass design has only FFC encoder.
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5 Discussion
The effect of FFC on performance varies among datasets. We observe a slight decline
in performance on ImageNet, modest gains on BSD68, and substantial improvements
on Hànzì. The second effect of FFC is on parameter count. Models with FFCs have
significantly fewer parameters than their baseline counterparts, and multiple times these
models still match or exceed baseline results. The decrease in parameters is because in
the frequency domain, there is no need for a larger kernel size than 1x1. Thirdly, models
with FFCs are up to multiple times slower than those without (we measured average
inference time for a single image). This could come from the lack of optimization of
Fourier transforms for GPUs.

FFC brings the most significant improvement to Hànzì. All of the networks with
FFCs beat their respective baselines on Hànzì dataset. Clean images from Hànzì can
most likely be represented with few components in frequency space (straight uniform
lines, sharp edges) and this might give an advantage to networks with FFC. Based on
PSNR, the clear winner is the Extra Layer with FFC encoder and decoder (visualized
in Figure 17). Visually comparing it to the baseline, we can see that in some cases,
our model can handle sharp edges better and the characters are "diffusing" less to the
background. Extra Layer design has more parameters than the baseline, but the parameter
count is not a clear measure of the model’s success. Twin Pass designs have up to 25%
fewer parameters than the original baseline and still perform much better than that.

Natural image denoising (BSD68, ImageNet) did not gain as much from FFC as
character denoising did. For BSD68 multiple models still beat the baseline, but only
marginally. We have visualized the denoising results for the Twin Pass model without
FFC decoder against the baseline (Figure 18). Visually, we didn’t observe any differences
between the baseline and the model. BSD68 was only corrupted with Gaussian noise,
and it seems that for this case, the baseline Noise2Same has already solved the problem.
Still, our models give numerically better results with fewer trainable parameters.

Vanilla Noise2Same beats our models on ImageNet dataset. We noticed that in
some cases, our models tend to emphasise the red channel of the image while denoising
(Figure 19). The image difference besides the shift to the red channel seems minimal.
On ImageNet, the task of self-supervised denoising (with that sort of image corruption)
is definitely not solved, as even the baseline images are duller in color and less sharp
compared to the clean images. If we compare BSD68 (grayscale images) results to
ImageNet (color images) results, we can hypothesise that models with FFCs have
problems adapting to multichannel images.

The main experiment results do not indicate that there is a strictly superior FFC design
for all of the cases. However, the two most promising designs seem to be Extra Layer
with both FFC encoder and decoder and Twin Pass with only FFC encoder. Interestingly,
Extra Layer benefits from FFC decoder, but Twin Pass does not.

Local Fourier Unit (LFU) study shows that most models lose slightly on PSNR when
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LFU is disabled. Surprisingly ImageNet gains PSNR with this move. We suspect that
this might be related to how color channel information is distributed throughout the input
tensor and how channels for LFU are chosen. This needs further investigation.

The results of the global ratio study are mostly inconclusive. Changing global ratio
affects performance, but the effect is quite subtle. For Extra Layer α values 0.25 and 0.75
both beat the default 0.5. On Twin Pass (only FFC encoder) the default α = 0.5 is still
the best. All of the FFC models are still on another level than the respective baselines in
terms of PSNR. In the future, it is worth considering experimenting with very low and
very high values of α, which were currently excluded as we believed that the optimal
value is somewhere around 0.5.

5.1 Comparison to other models
Table 3 compares our best performing models (Twin Pass with FFC encoder and Extra
Layer with FFC encoder and decoder) against other models. Curiously, our implementa-
tion of Noise2Same is better than the one presented in the paper. Difference might come
from the reimplementation of Noise2Same in PyTorch as the original implementation
was in TensorFlow [23]. Still in some cases our models manage to exceed the elevated
baseline and in case of Hànzì we achieve state-of-the-art results over all methods includ-
ing supervised. It is debatable whether it is a fair comparison though. Our Extra Layer
baseline also performed very well compared to vanilla Noise2Same and so the improved
performance does not solely come from the use of FFC, but also from the increased
parameter count. Maybe other methods based on CNNs could also benefit from added
layers? Nevertheless we saw that Extra Layer FFC design substantially improves on the
Extra Layer Baseline.

5.2 Future work
We demonstrated that self-supervised denoising neural networks with FFC have potential
and are worth investigating further. Still, there are many topics to tackle. Inspired by the
improvement in Hànzì denoising, we would like to examine denoising on other image
datasets that have contrasting features and well-defined structure (e.g number plates,
biomedical images). We could also test how FFC affects denoising in the case of 3D
data. Furthermore, we could try if it is possible to perform signal processing analysis
on datasets to preemptively tell if it is worth using FFC for denoising or not. Also, we
measured that denoising with FFC can be several times slower than without it. FFC
further optimization for hardware could bring down the network training times and
increase the denoising speed.
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6 Conclusion
The aim of this thesis was to combine Fast Fourier Convolutions (FFC) with self-
supervised neural networks for image denoising. FFCs have improved image classifica-
tion CNNs and we investigated whether they could also improve denoising CNNs.

The theoretical part of the thesis is dedicated to reviewing principles of digital
denoising, artificial neural networks and FFC. In the practical part, we designed and
implemented multiple methods for replacing regular convolutions with FFC for the U-Net
architecture (Vanilla FFC, Extra Layer, Twin Pass). We tested these modified U-Nets on
two datasets consisting of natural images (BSD68 and ImageNet) and one consisting of
Chinese characters (Hànzì). Datasets were corrupted with different types of noise and
the models were trained using only noisy images.

We compared our models with FFCs to baseline models and observed slight im-
provements on BSD68, some decline on ImageNet and state-of-the-art results for Hànzì.
Among our model designs, the best performing were Extra Layer (with FFC encoder
and decoder) and Twin Pass (with just FFC encoder), yet no design was superior in all
experiments.

Experimental results confirm that FFC can improve denoising performance in some
cases, and this topic is worth exploring further.
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Appendix

I. FFC implementation details
Here we give a detailed overview of all the residual blocks and their implementation
details. Baseline residual block is given in Table A1. Baseline block can be switched
for one of the FFC residual blocks described in Tables A2 to A4. In all residual blocks
(including baseline) there is a layer of batch normalization followed by ReLU activation
before FFC or convolutional layer. The tables are given for encoder blocks, but decoder
blocks are very similar. In case of decoder blocks the number of channels halves after
the first FFC (or regular convolution) instead of doubling and downsample is replaced
with upsample.

When replacing regular blocks with FFC blocks, downsample, upsample or con-
catenation layers need also to be modified in some (Tables A2 and A4). Whenever we
replaced encoder or decoder blocks for FFC variants we also switched the bottom residual
block. In tables Nout denotes the number of output feature maps for each layer and αout

signifies the ratio of feature maps in the global branch. All of the regular convolutions
inside FFC are 3× 3 if not stated otherwise. The spectral convolution in global-to-global
connection is always 1× 1.

ID Name Nin Nout

1 Downsample Convolution (2× 2) n

2 Convolution (3× 3) n 2n
3 Convolution (3× 3) 2n 2n

4 + Shortcut Convolution (1× 1) n (from 1) 2n

Table A1. Overview of the baseline Encoder Residual Block. Input gets added to the
output via shortcut convolution. We cannot use identity function for shortcut because
input and output have different number of feature maps.
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ID Name Nin Nout αout

1 Downsample FFC (2× 2) n α

2 FFC 1 (3× 3) n 2n α
3 FFC 2 (3× 3) 2n 2n 0

4 + Shortcut FFC (1× 1) n (from 1) 2n 0

Table A2. Overview of the vanilla FFC encoder block. When imputing this block into a
model we also have to change the downsample blocks before residual blocks (upsample
blocks for decoder). Regular convolutions inside up- and downsample FFC act as up- and
downsample convolutions described in Table 1. There is no need for up- and downsample
spectral transformer as there are no global channels before sampling. Shortcut connection
is also FFC as the output from downsample layer is in two branches. If both encoder
and decoder are with this design, 1× 1 convolution is added to the concatenation step,
because encoder output is only in a single branch, while the decoder input (from FFC
upsample) is in both branches.

ID Name Nin Nout αout

1 Downsample Convolution (2× 2) n 0

2 FFC 1 (3× 3) n 2n α
3 FFC 2 (3× 3) 2n 2n α
4 FFC 3 (3× 3) 2n 2n 0

5 + Shortcut Convolution (1× 1) n (from 1) 2n 0

Table A3. Overview of Extra Layer Encoder Residual Block. Input gets added to the
output via shortcut convolution.
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ID Name Nin Nout αout

1 Downsample Convolution (2× 2) ×2 n in total α

2 FFC 1 (3× 3) n 2n α
3 FFC 2 (3× 3) 2n 2n α

4 + Shortcut Convolution (1× 1) ×2 n (from 1) 2n in total α

Table A4. Overview of Twin Pass Encoder Residual Block. While using this block we
also have to make changes to the up- and downsampling layers in the baseline U-Net
(Table 1). In Twin Pass global and local branches do not converge before the end of the
last Twin Pass residual block (where the final FFC has aout = 0). Therefore we have two
downsample and shortcut convolutions, one for each branch. The output of the block is
in two branches and so concatenation step happens differently than in baseline U-Net.
If both encoder and decoder are with Twin Pass, then the global and local branches get
concatenated to respective inputs of the decoder block. If encoder is with Twin Pass
and decoder is not then global and local channels are stacked together and convolution
(1× 1) is used before concatenation.
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